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        Introduction

        This course examines how small features can be etched and cut out of solid materials at a very small scale.

        This OpenLearn course is an adapted extract from the Open University course T356 Engineering small worlds: micro and nano technologies.
        

      

    

  
    
      
        Learning outcomes

        After studying this course, you should be able to:

        
          	understand how to relate physical dimensions and materials properties to static and dynamic behaviour

        

        
          	demonstrate an awareness of how small features are cut out in solid materials, and how small features are built up in solid
            materials
          

        

        
          	describe the piezoelectric effect and its use for producing small-scale movement in mechanical devices

        

        
          	state the relative significance of different forces at very small scales

        

        
          	identify key factors that influence the behaviour of mechanical vibrating and resonant systems.

        

      

    

  
    
      
        1 Structural devices: a static role

        The superb manufacturing techniques of microelectronics enable designers of integrated circuits to exercise complete control
          over the electrical characteristics of each component, such as a transistor, by specifying the shapes and sizes of their active
          regions. Using photolithographic mask-drawing software on their workstations, they can copy and paste blocks of identical devices all over the chip, knowing
          that when the design is finally realised in silicon, this extreme uniformity will be faithfully reproduced. Figure 1 shows an example.
        

        
          [image: Figure 1]

          Figure 1 A small section of a random-access memory chip

        

        It is perhaps surprising that it took more than twenty years of microelectronics manufacturing before any serious efforts
          were made to apply these methods to the making of large numbers of tiny, precisely similar mechanical structures. The first part of this text is devoted to a case study of the manufacture of one such mechanical structure –
          one that would be impossible to make so reliably by any other means – using processes adapted from microelectronics, augmented
          by a few novel ones. The new technology, combining mechanical and electrical function on this small scale, is given the generic
          name of microelectromechanical systems (or MEMS for short), and the device you'll be looking at is the microcantilever and
          probe tip assembly used in atomic force microscopes. But before that, a description of the manufacturing steps that go into
          the making of a very simple micromachined sensor – essentially a hot wire – will serve to illustrate some of the challenges
          that have to be overcome when making precisely defined devices on a tiny scale.
        

        Photolithography is the universal tool for microelectronic chip making. The term encompasses all of the process steps that
          go into the removal of parts of a thin layer of material to create a pattern (such as, for example, a network of metal tracks
          connecting transistors to one another on the chip).
        

      

    

  
    
      
        2 Form and function, method and material

        
          2.1 Introduction

          One aspect of micro and nano scale engineering that distinguishes it from many other forms of manufacturing is the way it
            involves building both the devices themselves and the very materials from which they are made, in one place and at more or less the same time. In general, MEMS are made from
            thin layers of new material produced, and then shaped in some way, on the surface of a silicon wafer. The devices contain several different materials, and have a three-dimensional structure that is defined by building
            and shaping these layers one by one. This means that form and function, method and material are intimately interlocked. Imagine
            the complexities that would be added to motor-car manufacture if the iron had to be smelted and converted to steel alongside
            the spot-welding robots, the window glass moulded, toughened and bonded in situ, etc.
          

          Silicon's electronic properties make it a suitable material for integrated circuits, and it is manufactured in large numbers
            in the form of highly polished circular wafers, sliced from a single crystal.
          

          To illustrate the MEMS combined ‘form and functionalise’ route without having to describe the operation of some complex system,
            I'll use a miniaturised hot-wire sensor as an example. This type of sensor might be found in a number of applications where
            some aspect of its environment affects the transport of heat to or from the wire. A hotwire anemometer measures air flow by
            measuring the cooling effect of a flow of air over the wire – the cooler the wire, the faster the flow must be. The device
            I'm going to describe was designed specifically to be a Pirani sensor (see Box 1) for gas pressure measurement, though it could also be used as an air-flow sensor. Figure 2 shows one particular design.
          

          The sensor's most important component is a thin metal track that acts as a heating element. The track is supported on a stiff
            beam that spans a pit in the substrate. The cooling of the element is chiefly by conduction into the gas, which is able to
            get all around the heated structure. Heat flow along the beam should be negligible.
          

          
            [image: Figure 2]

            Figure 2 A micromachined Pirani sensor

          

          
            
              Box 1 Pirani sensors

            

            
              Pirani sensors are used for measuring gas pressure in the range from atmospheric (105 Pa) down to a rough vacuum (say, 1 Pa). The principle of the sensor is that a heated wire is cooled by the gas surrounding
                it. The ability of the gas to do this depends strongly on its pressure. By passing a fixed electrical current through the
                wire and measuring its temperature or, alternatively, by measuring the amount of power needed to maintain the wire at a constant
                temperature, the pressure of the gas can be deduced.
              

              In a conventional Pirani sensor, the hot wire forms one resistor in a Wheatstone bridge. This arrangement allows the resistance
                of the wire to be measured with great accuracy. The relationship between resistance and temperature of the wire is almost
                linear, so resistance is a direct indication of the average temperature of the wire. The measurement is then effectively one
                of voltage (or, equivalently, resistance).
              

            

          

        

        
          2.2 The challenge for innovation

          For a Pirani sensor, the basic task is to provide a reliable measurement of pressure in a vacuum system as it varies from
            atmospheric pressure down to a value at least as low as 1 Pa. This statement can be further qualified by saying that unless
            its performance or cost is a fantastic improvement on the existing type, the micromachined sensor must be compatible with
            existing interface electronics, such that only minor modifications to its design are needed. This implies an electrically
            resistive sensor whose resistance varies with pressure in a similar way to the conventional hot-wire sensor. Vacuum systems
            are often operated continuously for weeks, even months at a time. Therefore, the sensors monitoring the vacuum must be built
            to last for many thousands of hours. Given that during the pump-down phases, at least, there will be a significant pressure
            of gas around the sensor, it must therefore be very resistant to chemical attack. The sensors must also be resistant to vibration
            (common in vacuum systems) and mechanical shock during transportation and installation.
          

          From this short list, it is already clear that the specification imposes a number of mechanical, electrical and chemical constraints
            on the material properties of the sensor. By the time you've finished this next bit, you may well wonder whether it's worth
            all the trouble – and there's no doubt it is a lot of trouble – when you can do the same thing with a bit of wire, some insulation and some turned metal components. Well,
            you have to bear in mind that the processes I'm about to describe are being applied simultaneously to hundreds of similar
            devices on each wafer, and wafers are usually processed in batches of at least twenty-five, so the reward is that we make
            thousands, or tens of thousands, of sensors at once.
          

          Now it's time to see how those constraints listed earlier are dealt with in the design and manufacture of a microengineered
            Pirani sensor.
          

        

        
          2.3 The fabrication process for a MEMS Pirani sensor

          This section is fairly long, but is best read in one go. If you run out of time, reschedule your study to allow you to start
            again from here.
          

          Thin layers of material are added to the surface by a variety of means, depending on the material to be deposited, and what
            is already on the wafer.
          

          The sensor starts off, as so many microsensors do, with a silicon wafer, shown in cross section in Figure 3(a). This wafer is a few hundred micrometres thick (1 micrometre = 1 µm = 10−6 m), but because all the interesting stuff happens in a few layers typically less than a micrometre thick, the wafer's thickness
            is shown at a reduced scale relative to the layers that are put on it. A very important feature of the silicon wafer is that
            it has been sliced with high precision from a large single crystal of silicon. The planes on which atoms are most densely
            packed are precisely oriented with respect to the polished surface.
          

          Deposition is the way in which material is added on to the structure: etching is the way unwanted parts of the new material are taken away. Just as there are several ways of depositing material according
            to what they are composed of, so there are different ways of etching them.
          

          The first step is to deposit a layer, 100 nm (0.1 µm) thick, of polycrystalline silicon – Figure 3(b). It will not form any part of the resulting device – its function is to act as a temporary spacer that can be etched away
            during another process in the making of this device, which we'll come to later.
          

          This layer is aptly called a sacrificial layer. The choice of its material is all to do with its behaviour during the manufacturing
            stages. Different materials are chosen for this role according to what other materials are present. Specifically, the sacrificial
            layer must be of a material that can be deposited, patterned and finally etched away using processes that do not harm any
            of the other materials present. It must also be robust enough to survive unscathed the processes used for the deposition and
            patterning of all the other materials laid down during its brief stay on the wafer.
          

          
            [image: Figure 3]

            Figure 3 Process steps in making a micromachined Pirani sensor

          

          The next step is to define the places where this layer is to perform its function. This is done by photolithographic patterning;
            in this example, a long thin rectangle (25 µm × 1000 µm) of polysilicon remains – Figure 3(c).
          

          Now the whole wafer is coated again, this time with a layer of silicon nitride – Figure 3(d). This is the first layer to have any function in the final device. It has two purposes: one mechanical, the other electrical.
            Its mechanical role is that of a strong support for the conducting track that will form the heater. Its electrical role is
            that of an insulator. It will prevent current flowing from the conducting track to the underlying silicon wafer, which would
            short out the whole device. This is a good choice of material because it is a superb insulator, having a resistivity of about
            1014 Ω m, and a dielectric strength (see Box 2) of about 108 V m−1.
          

          
            
              Box 2 Dielectric strength

            

            
              The dielectric strength of (an insulating) material is defined as the maximum electric field it can stand without breaking
                down – that is to say, without it changing in such a way that it starts to conduct electricity. In catastrophic breakdown,
                once this happens, runaway heating caused by the current flowing results in the material reaching such a high temperature
                that it decomposes.
              

              The strength of an electric field is given in units of volts per metre; so a gap of 0.5 m between two conducting plates, where
                one plate is at a voltage of 1000 V relative to the other, will have an electric field strength of 2000 V m−1 across it. If the gap were reduced to 0.5 mm, a voltage of only 1 V between the plates would produce an electric field of
                equal strength in the gap. So, a 1 µm thick layer of silicon nitride with a dielectric strength of 108 V m−1 will be able to withstand 100 V across its thickness before it breaks down.
              

              One of the interesting things about the effects of scale is that the dielectric strength of materials generally increases
                as their thickness decreases. For gases this effect can be dramatic, and the reason is fairly easy to visualise: as the gap
                between the electrodes is reduced, eventually the point will be reached when it is of the same order of magnitude as the average
                space between the molecules of the gas. Electrical breakdown of gases is characterised by the generation of a spark – the
                visible evidence of an avalanche of electrons, driven on by the electric field, growing ever larger as it knocks more and
                more electrons off atoms in its path. This can occur only if there are enough gas atoms in the way of each electron to produce
                a multiplying effect before it reaches the other electrode.
              

              In solid materials, electrical breakdown is more akin to mechanical failure, in that it tends to occur first where the electrical
                or mechanical stress is intensified locally owing to a defect in the structure of the material. This then causes the defect
                to grow, which then further increases the stress, and so on in another kind of runaway effect. If the dimensions of a piece
                of material are reduced, so is the probability of there being a defect above a given size within that piece of material; hence
                the material's overall ability to resist the imposed stress, whether it be in the form of a mechanical tension or an electric
                field, will be increased.
              

              Dielectric breakdown is not always catastrophic. In defect-free thin films, a sufficiently strong electric field can cause
                the material to lose grip of some of its electrons, allowing it to conduct without the avalanching associated with catastrophic
                breakdown. When the field is reduced in strength, the material returns to its insulating condition.
              

            

          

          Mechanically, too, silicon nitride is outstanding. In thin-film form on a silicon substrate, it can be made to have a slight
            tensile intrinsic stress (see Box 3), which is a good thing for suspended structures such as this (think of a guitar string – a slight tension keeps it firmly
            in a well-defined position relative to the rest of the guitar).
          

          
            
              Box 3 Intrinsic stress

            

            
              Intrinsic stress (which is called residual, frozen-in, or internal stress by mechanical engineers) is ever-present in thin-film
                materials, and it usually has a significant effect – for instance by making the film tend to peel off, or craze, or by causing
                curvature, or even buckling, of a structure. It can even affect the film's electrical and chemical properties. It can be either
                compressive (the film wants to expand laterally but is prevented from doing so by the substrate to which it is attached),
                or tensile, or a mixture, varying from tensile on one side to compressive on the other. It is often possible to exercise some
                control over the magnitude and even the sign of this stress, by adjusting the conditions under which the film is deposited.
                
              

              Figure 4 shows how the residual stress in the silicon nitride depends on the ratio of the two gases used in the process. Increasing
                the proportion of dichlorosilane (SiH2Cl2) relative to the ammonia (NH3) in the gas mixture causes the nitride film to become silicon-rich. At a ratio corresponding to the lowest residual stress,
                the film is no longer what is known as stoichiometric silicon nitride, which has the formula Si3N4, but something more like Si5N4. (The word stoichiometric comes from the Greek stoicheio – element, and metria – measuring.) In other words, the ratio of silicon to nitrogen in the material has been shifted a little, so that there's more
                silicon present than the chemistry says is the preferred form. In addition to this, small amounts of hydrogen – up to 8 atom
                per cent – find themselves incorporated in the film, making the composition approximately Si5N4H.
              

              
                [image: Figure 4]

                Figure 4 The effect of precursor gas ratio and process temperature on the residual stress of a silicon nitride thin film.
                  Positive values of stress are tensile
                

              

            

          

          With a tensile strength of about 6 GPa, the bridge or beam that this material eventually forms will be extremely rugged, much
            more so than the metal. Another good property of silicon nitride in this context is its low thermal conductivity (about 3 W m−1 K−1 – compared with about 1.4 W m−1 K−1 for window glass and about 240 W−1 K−1 for aluminium). Combined with the tiny cross-sectional area, the flow of heat by conduction down the bridge is kept small
            relative to the cooling effect of the gas – thus increasing the sensitivity of the sensor.
          

        

        
          2.4 Thermal and electrical conductance

          Thermal conductance, Gt, is analogous to electrical conductance, Ge. The longer a conductor is and the smaller its cross section, the lower its conductance will be.
          

          Thermal conductance is given by:

          
            [image: ]

          

          and electrical conductance by:

          
            [image: ]

          

          where K and σ are the thermal and electrical conductivities respectively. These are material properties that are independent of geometry.
          

          The independence of K and σ from geometry holds true for bulk materials. In thin films, however, this cannot be assumed always to be so, and their
            values can change by tens of per cent as film thicknesses get into the sub-micrometre range.
          

          
            
              SAQ 1

            

            
              
                
                  	
                    (a) Explain in a few words why a design with low thermal conductance along the beam increases the sensitivity as a gas pressure
                      sensor.
                    

                  

                  	
                    (b) Explain in a few words why a design with a beam 1000 times longer than its thickness promotes sensitivity as a gas pressure
                      sensor (dimensions of beam: 1µm × 25µm × 1000µm).
                    

                  

                

              

              View answer - SAQ 1

            

          

          Figure 3(e) shows the silicon nitride patterned by etching a slot broad enough to straddle the two long edges of the polysilicon rectangle.
            Note also that the nitride layer coats the underside of the wafer. This is easy to do, because the nitride condenses on the
            wafer out of a precursor gas mixture in a furnace. That is to say, the wafer surface is a place where the different gases
            in the mixture prefer to react with one another to form the solid silicon nitride as a product. The nitride formed at the
            same time on the back of the wafer is important because it will protect it from being attacked by an aggressive etching process
            towards the end of the making of the sensor.
          

          The next layers on the final device are two metals. Because one of these metals is platinum, which is too unreactive to be
            etched in the normal way, another patterning technique is used – the lift-off method. This involves using photoresist material as a sacrificial layer (see Box 4). It is spun on and patterned – resist is removed from the places where the metal is to remain – before the metals are sputtered on (see Figure 3(f)). Figure 3(g) shows the two metal layers, chromium and platinum, on top of the patterned photoresist. Why have these metals been used?
            The only function of the chromium here is as a means of allowing the platinum to stick to the silicon nitride. Platinum does
            not stick well to silicon nitride, but it does to chromium; and chromium does bond well to silicon nitride. This technique
            of using intermediate layers of material between others that are otherwise incompatible with one another is commonly used
            in microengineering.
          

          
            
              Box 4 Photoresists

            

            
              Photoresist, a lacquer-like material, is applied in liquid form. It is formed into a precisely controlled thin layer by putting
                a few drops of the resist onto the centre of the wafer, which is then spun for a minute or so at a few thousand rpm. ‘Patterning’
                is the word used to describe the process of photographically exposing and developing this layer, such that defined areas of
                the wafer are left clear of photoresist.
              

            

          

          So why have the platinum at all? The main reason is the inertness that makes it so troublesome to etch. This means that it
            will not become oxidised when it is being heated in its role in the Pirani sensor. Surface reactions such as oxidation become
            enormously significant in thin-film materials. When (as is the case here) the layer is only 200 nm thick, if a material oxidises
            at all it doesn't take long for the film properties to be noticeably affected. Chemical inertness, especially in hot metals,
            is essential when we want to detect small changes in electrical resistivity.
          

          Another thing that happens to thin films when they are heated is that they tend to diffuse (soak) into the underlying material.
            This is a further reason for choosing silicon nitride as that underlying layer. It is an excellent barrier to diffusion (see Box 5). So, we can be confident that the platinum will remain in its elemental form, and stay on the surface. This will help to
            maintain its electrical stability – if its resistance varies significantly over time, it won't be much use as a sensor.
          

          
            
              Box 5 Diffusion

            

            
              Diffusion (which can generally be defined as the smoothing-out of differences, whether in temperature or material composition)
                is a process that occurs through the jiggling of atoms. Above a temperature of absolute zero, all atoms – whether in the solid,
                liquid or gaseous state – move. In solids this movement is in the form of vibration around an average position, and the amplitude
                of this vibration increases with temperature – actually, it is an expression of temperature. The more the atoms jiggle, the
                more likely it is that they will jiggle hard enough to move into a vacant position nearby, or swap places with a neighbour.
              

            

          

          Figure 3(h) shows the chromium/platinum track on top of the nitride. The unwanted metal floated off as the photoresist below it was
            dissolved away in acetone. The metal was well enough bonded to the nitride and, at 200 nm, thin enough to tear neatly at the
            edges of the pattern in the photoresist.
          

          The final step before the wafer is sawn up to release the devices is an anisotropic etch (see Box 6) – Figure 3(i) and Figure 3(j).
          

          
            
              Box 6 Anisotropic etch

            

            
              This is a special example of the etching processes described in Section 8 Etching. The etch used at this point in the making of this device is an anisotropic wet etch. That is to say, it is done with a liquid
                chemical. These anisotropic wet etches make use of the crystallography of the single-crystal silicon. When exposed to the
                chemical, the silicon is eaten away preferentially in certain directions in its crystal lattice. In particular, the lattice
                orientation called the (111) planes are very resistant to attack by the chemicals. This enables the designer to produce distinctive
                shapes in the silicon and, more importantly, to exercise great control over the final dimensions of the etched feature without
                having to be very careful in timing the etching process itself.
              

            

          

          The whole wafer is immersed in the etchant solution. Because the wafer was specified to have the right crystal orientation,
            and because the patterns in the surface coatings were properly aligned with respect to the crystal planes in the wafer, this
            etch results in a long V-shaped trench appearing underneath the nitride/chromium/platinum sandwich, leaving it suspended but
            anchored at both ends. The polysilicon (the first layer that was put down, if you can remember that far back!) is very quickly
            etched away during this process, as the multiplicity of grain boundaries and crystal orientations in the layer present lots
            of easy routes for the etchant to attack the material. Once the sacrificial layer has gone, the silicon wafer is exposed to
            the etchant across the whole width of the bridge that is being undercut. The nature of this etch is that it is self-limiting:
            once it has progressed to the point where the sloping sidewalls are fully formed and meet at the bottom, it stops, as shown
            in Figure 3(j). All the exposed planes of silicon atoms are densely packed and etch only very slowly. This is very useful when it is
            important to have good uniformity from device to device and wafer to wafer. This is certainly the case here, as the cool sidewalls
            of the trench are the main sink to which the gas whose pressure is being measured will carry the heat from the platinum track.
          

        

        
          2.5 Review

          The materials from which this simple sensor is made have been carefully chosen. They have had to be compatible with one another
            during the manufacturing process – so that for example, etching the material in one layer did not affect another material
            laid down previously. It had to be possible to shape them into the desired form, though some compromises also had to be struck.
            For instance, the V-groove trench is not the ideal geometry for the pit behind the beam but it is very easily made in this
            way.
          

          All the materials laid on top of the silicon have been made on the spot – they have been deposited there atom by atom and
            have assembled themselves into a continuous layer. Careful adjustment of process conditions and process gas composition has
            been necessary to obtain the right material.
          

          
            
              SAQ 2

            

            
              
                The graph in Figure 4 suggests that it is possible to engineer the silicon nitride to have a tensile stress very close to zero. Suggest a reason
                  why the designer of the Pirani sensor might want to ensure that the tensile stress is appreciable, rather than trying simply
                  to make it as small as possible. Hint: consider the changes in the device when it is operating.
                

              

              View answer - SAQ 2

            

          

          Even the platinum has arrived as individual atoms in a sputtering process, and the properties of this film can also be affected
            by the conditions under which the sputtering was carried out. Sputtering would have been done in a low-pressure argon atmosphere,
            and some of this gas inevitably gets incorporated into the metal film. The properties of the thin metal film differ from those
            quoted in reference books for the bulk material. This is for a variety of reasons, ranging from its not being fully dense,
            to its having an intrinsic stress, slightly distorting the crystal lattice. For very thin films, such a large proportion of
            the atoms present are at or near the surface that the material may be regarded as consisting entirely of surfaces – or at
            least as having no parts that are not influenced by a surface. This allows metals, opaque in their bulk form, to transmit
            light in the visible part of the spectrum.
          

          This example is typical of the roundabout way in which microsystems are manufactured. In exchange for the benefits of highly
            parallel processing (of the order of 1000 devices on each wafer), combined with the high precision afforded by the essentially
            photographic techniques of pattern transfer, the price that has been paid is the necessity of working with thin layers, and
            building up the third dimension by stacking those layers.
          

          Paradoxically, even though we can hold them in our hands, these micro and nanoscale devices remain somehow beyond our reach.
            I mean this in the sense that often their working parts are too small to be seen directly, even in some cases with optical
            or electron microscopes, and are too fragile to touch directly. So, although in one way they are strong (their small mass
            makes them resistant to damage through high acceleration), it's often the case that even allowing them to become wet will
            destroy them, as the surface tension forces arising as they dry again will make their moving parts stick together irretrievably.
            Contamination from contact with other objects can also damage them, because frequently the chemistry or shape of their surfaces
            plays some important role in their function.
          

          Even though the processing involved in making the micro-Pirani sensor has taken us safely to the stage where there is a large
            number of finished items arranged together on the surface of a wafer, this ‘unreachability’ places an obstacle between this
            point and having the sensor installed and working in some vacuum system somewhere. The process of dicing, in which the wafer
            is sawn with a high-speed, diamond-impregnated abrasive wheel kept cool by jets of water, is so violent that serious thought
            has to be given to how to avoid carnage. Even if this is achieved, the sensor chips then have to be mounted and given electrical
            connections, all without touching the suspended bridge.
          

          In microelectronics, keeping the devices intact is a little less tricky. There are no fragile moving parts, the important
            stuff is going on within the materials on the chip, and there is no need to communicate with the outside world, except electrically.
            This means that once the wafer has had its final coating of tough insulating passivation deposited, it can be cut up into
            chips that can be handled with suction cups, and (once the wires have been attached) covered in glue or encased in plastic
            to protect them.
          

          This issue for micro and nano technologies, of having to communicate physically or chemically with the outside world yet having
            to be protected from it too, is all-pervasive, and you will see it determining the way things are designed time and time again.
            It is sure to appear at some point in the next topic: the atomic force microscope.
          

          
            
              SAQ 3 

            

            
              
                The MEMS Pirani sensor has a thin metal film resistor supported on an insulating beam spanning an open trench. Identify reasons
                  for the following:
                

                
                  	
                    (a) the metal film is platinum

                  

                  	
                    (b) the beam is made from silicon nitride

                  

                  	
                    (c) the trench is cut out of silicon.

                  

                

              

              View answer - SAQ 3 

            

          

        

      

    

  
    
      
        3 Building atomic force microscope probes

        
          3.1 Introduction

          The atomic force microscope is a key visualisation tool for the ‘invisible’ world of micro and nano technology. Within it,
            right at the heart, is a probe tip that is itself a triumph of nanotechnology.
          

          This section is going to begin with a fair amount of detail about how scanning probe microscopes of various types work, starting
            with a description of the scanning tunnelling microscope (STM). After that I want to concentrate on its close relative, the
            atomic force microscope. Then we can get down to micromechanics to see how the atomic force probe is expected to perform,
            finally addressing the question of how to make the probe tip. It is worth knowing some of the differences between the ways
            in which different probes interrogate surfaces, because although superficially the pictures look similar (in that they tend
            to be bumpy relief maps that look like mountain landscapes), what they show is not always the shape of the surface. In the
            case of the STM, for instance, the image is a combination of the topography of the surface and something called the surface
            distribution of the local density of states – often abbreviated to LDOS – which is essentially where the electrons of the
            surface atoms are most likely to be.
          

          Because these energy states (electron orbitals) are centred on the atoms themselves, the images produced look very like those
            of atoms on a surface. This can be deceptive, as atoms can disappear from view if they are bonded to others in such a way
            that they don't produce a strong density-of-states signal. A good example of this is the graphite surface shown in Figure 5, where half the carbon atoms are absent from the image. This is because not all carbon atoms are equal in this case, with
            some, on what are known as the A sites, being bonded more strongly than the others to the sheet of carbon atoms on the layer
            below.
          

        

        
          3.2 The principles of scanning probe microscopes

          Scanning probe microscopy is a term that is applied to a set of imaging methods based on a common element: a fine stylus.
            In many ways, what scanning probe microscopes do is similar to what a gramophone does. A gramophone stylus scans a spiral
            groove (by travelling along it) on which information has been encoded in the form of undulations in the groove wall. Side-to-side
            and up-and-down movements of the stylus (which is mounted on one end of a rod supported and pivoted at its centre) as it follows
            these undulations are transferred, see-saw fashion, to a magnet mounted on the other end of the rod. This magnet lies in the
            space between coils mounted vertically and horizontally. As the magnet moves, it induces currents in the coils that are then
            amplified in the audio system, ultimately reproducing the sound encoded in the groove of the record.
          

          
            [image: Figure 5]

            Figure 5 (a) STM image of the surface of pyrolytic graphite. Only half the carbon atoms are visible, giving the appearance
              of a triangular lattice with a 0.25 nm pitch. (b) Diagram of the actual (hexagonal, 0.14 nm pitch) carbon lattice, showing
              how the triangular lattice (green lines) is obtained by suppressing the image of every second atom (black dots)
            

          

          In the case of scanning probe microscopy, the scanning is done by moving the stylus over the surface to be imaged in a raster
            pattern. To move the probe tip and the sample laterally relative to one another, either the probe or the sample is mounted
            on the top of a piezoelectric tube (see Figure 6).
          

          The phenomenon of piezoelectricity, in which certain materials change their dimensions in response to an electric field and
            vice versa, is described in more detail in Section 4 Piezoelectricity: motion from crystals.
          

          
            [image: Figure 6]

            Figure 6 Schematic diagram of a scanning tunnelling microscope

          

          This tube bends slightly in the left–right or forwards–backwards direction when voltages are applied across appropriate electrodes
            on it. It is possible to control the deflection of this type of actuator to a very high degree of precision and, because it
            is made from a single piece of material, it suffers much less than any other electromechanical system from inaccuracy of motion
            due to things such as friction, backlash, etc., that plague gears and bearings.
          

          By measuring either a current through, or a deflection of, the stylus as it scans across the sample, a signal related to some
            aspect (not necessarily just the height) of the surface is then recovered. By giving the stylus a precisely shaped tip with
            a tiny radius of curvature, it is possible in some cases to obtain images that show individual atoms on the surface of the
            sample being imaged.
          

        

        
          3.3 The scanning tunnelling microscope

          The first scanning probe microscope, the scanning tunnelling microscope (STM), was invented by Heinrich Rohrer and Gerd Binnig
            in 1981, and used the quantum-mechanical effect of electron tunnelling (in which electrons ‘tunnel’ through an energy barrier
            that classical physics would suggest is too high to cross). In this instance, the energy barrier is the tendency of the metal
            of the probe tip to want to hang on to its electrons. In effect, as you try to remove an electron from the surface of the
            metal, it is attracted to the metal, and an electric field strong enough to overcome this attraction is needed to pull the
            electron off. In this context, tunnelling is the phenomenon of being able to get some electrons off using an electric field
            much weaker than the calculations would suggest was needed. One of the counter-intuitive results of quantum mechanics is that
            the electron is not a hard particle confined to a specific location. Rather, it is a blurred region of ‘electron-ness’, such
            that at any instantaneous time you look, you're most likely to find it in some preferred part of this region, but there's
            also a finite chance of finding it some distance from there. So, when the STM tip is brought close enough to the surface of
            an electrically conducting sample (a separation of about a nanometre), even a small voltage, of the order of 1 V or so, between
            tip and sample enables enough electrons to absent themselves from the tip and reappear in the material across the gap. This
            transfer of electrons produces a measurable current.
          

          The current is very strongly dependent on the width of the gap – it falls exponentially as the gap increases, halving every
            0.04 nm or so. It can be maintained at a constant value by moving the probe up and down, using a piezoelectric crystal actuator,
            as it scans across the sample. The voltage applied to the actuator to cause this vertical movement then contains the information
            about how the height of the sample surface varies as the probe tip is scanned over it. Traces from successive side-by-side
            scans can then be laid together to produce a topographical map of the surface, with a vertical resolution of 1/100th of a
            nanometre (compare this with the atomic radius of carbon – about seven times this distance).
          

          As I mentioned earlier when I was talking about the graphite surface, the local density of states also plays a part in forming
            the image. The LDOS refers to the number of energy states an electron from the tip of the STM has available to it when it
            arrives on the surface. The more of these there are, the higher is the likelihood that an electron will tunnel across from
            the tip to the surface, and therefore the larger will be the tunnelling current. It's a little like a cat jumping across a
            gap. If its landing site is the small square top of a fence post, it will find it more difficult to ensure it has the right
            momentum to stay balanced on it than if it has a whole rooftop to aim at. The cat opposite the roof (with a higher density
            of states) will be more likely to risk the jump. The larger current due to a higher LDOS is indistinguishable from one due
            to the surface getting closer to the tip: an increase in the LDOS will look to the STM like a bump on the surface.
          

          The development in microscopy that the STM represented was considered so significant that Rohrer and Binnig received the Nobel
            Prize in 1986, only three years after describing their invention. It is interesting to note that they shared the prize that
            year with August Ruska, who was honoured for inventing the electron microscope over fifty years earlier.
          

        

        
          3.4 The atomic force microscope

          The most commonly used scanning probe microscope is the AFM – the atomic force microscope. It works in a way much more similar
            to the gramophone stylus, but instead of detecting the movement of the probe tip electromagnetically, it usually does so optically.
            As the probe tip is drawn across the sample, a laser beam is reflected off the cantilever on which the tip is mounted. A position-sensitive
            optical detector picks up the deflection of the beam, converting the angle of bending into a voltage signal. A topographic
            image of the sample can be generated directly from this signal. Alternatively, the height of the cantilever can be continually
            adjusted to maintain the cantilever deflection at a constant angle, and the control signal that varies the height is used
            to generate the image of the scanned surface.
          

        

        
          3.5 Scanning modes of the AFM

          One of the interesting effects of scale is the answer to the question of whether the probe needs to come into contact with
            the surface of the sample being scanned. The cantilever on which the probe tip is mounted is a very compliant structure. The
            control system of the AFM ensures that the deflection of the cantilever, and hence the force it exerts on the surface, is
            maintained within very strict limits. Figure 7 shows how the force between two atoms varies as a function of their separation. Force above the x-axis is attractive; that below is repulsive. The curve crosses the x-axis where the net force is zero, and the distance along the x-axis at this point corresponds to the mean separation of the atoms. If two atoms from different pieces of material get this
            close to one another, they are in a state that is commonly known as ‘in contact’.
          

          
            [image: Figure 7]

            Figure 7 Force-separation curve for two neutral atoms

          

          An important ideal of any form of microscopy is to damage the sample as little as possible, and so the AFM tracks the surface,
            maintaining a separation sufficient to ensure that no atoms are dislodged from their bound positions. Depending on the type
            of substrate being scanned, the tip of the AFM probe may be maintained at different distances from the surface. In the contact
            mode it will be at (or very slightly below) the separation marked r0 on the figure, where the powerfully separation-dependent repulsive force begins to be felt. For soft substrates, such as
            biomolecules, the probe may be operated at a greater separation, never actually touching the surface, but still close enough
            to feel the longer-range attractive force component of the interaction.
          

          
            3.5.1 Contact mode

            Contact mode produces images with the highest resolution. This is because when the probe tip is as close as it can be to the
              surface, the influence of atoms other than the one directly under the probe tip is relatively small. This is a simple geometrical
              effect – if the tip were withdrawn a large distance from the surface, a large number of atoms would be at a very similar distance
              from the tip, and therefore would have a similar contribution to the overall force. In contact mode, the repulsive force between
              tip and sample is sufficient to deflect the cantilever. How much the cantilever is allowed to deflect will determine the force
              it exerts on the sample, in proportion to its flexural stiffness. Cantilevers of low stiffness are desirable here, because
              it is easy to ensure that excessive force is not applied to the surface being scanned, since a large deflection results in
              a small change in the applied force.
            

          

          
            3.5.2 Non-contact (tapping) mode

            If the probe is taken further away from the sample, into the region beyond the maximum on the force-separation curve of Figure 7, it can be operated in non-contact mode. Typically, the separation required is of the order of 10 nm. The attractive force
              is much smaller than the repulsive force of the contact mode, and its gradient with respect to separation is also much lower.
              To make matters worse, in order to prevent the probe tip being drawn into contact mode by the attractive force, a higher-stiffness
              cantilever is used. These two factors make the deflection signal from the cantilever much smaller than in contact mode. In
              order to improve the signal-to-noise ratio, the cantilever is often operated in a different way: using a piezoelectric actuator
              near its root, it is excited into oscillation in the vertical direction very close to, but slightly above, its natural resonant
              frequency. Typically, this will be a frequency of a couple of hundred kilohertz, with an amplitude of a small number of nanometres.
              At the separations used in non-contact mode scanning, the attractive force between tip and sample increases as the tip approaches
              the sample. The effect of this on the oscillating probe is to cause it to linger a little longer when it is near the sample
              – it's as though the spring softens a little on this part of the cycle. This spring softening lowers the resonant frequency
              of oscillation of the cantilever, and because we are operating near resonance this leads to marked changes in the amplitude
              of vibration. This method is sometimes called ‘tapping mode’.
            

            Thus, by monitoring the vibration of the cantilever (either its frequency, its amplitude, or its phase relative to the driving
              signal fed into the piezoelectric actuator), and using the z-drive on the microscope to maintain this signal at a constant value, the average separation of the tip and the sample can
              be kept constant, too. The z-drive signal then provides the data for the topographic image that is generated. Non-contact mode has a much lower resolution
              than contact mode (3 nm lateral, 0.1 nm vertical are typical), but it has the advantage of imposing very tiny forces on the
              sample, and it is therefore suitable for imaging biological molecules, which are easily deformed or damaged.
            

          

          
            3.5.3 Lateral force (friction) mode

            If the AFM probe is put in contact with the surface and dragged sideways across it, the cantilever will be sensitive to variations
              in the lateral force between the probe tip and the sample. Figure 8 illustrates the principle.
            

            
              [image: Figure 8]

              Figure 8 In friction mode, the lateral force, F, on the probe tip exerts a torque, Fh, on the cantilever
              

            

            With a four-segment photodiode detector, both the bending of the cantilever due to the normal force and the twisting due to
              the lateral force can be detected. This allows a friction-mode image to be collected simultaneously with the contact-mode
              topographic image. The friction-mode image yields additional information about the bonding between atoms in the surface being
              scanned. This opens up the possibility of modifying the probe tip so that it interacts in specific ways with the sample. For
              instance, if the probe tip is coated with a chemical that binds with another chemical group of particular interest, then it
              can be used to map that group's distribution on the surface of the sample, through the variation in the lateral force exerted
              on the tip.
            

          

          
            3.5.4 Other modes

            The investigation of new scanning modes for the AFM has been something of a playground for researchers: think of any interaction
              between materials in which a force plays a part and you have a potential scanning mode. Coating the probe with a magnetic
              material, appropriately magnetised, enables samples to be scanned in magnetic-force mode. An obvious industrial use for this
              technique is the investigation of the structure of magnetic storage media. Electrostatic forces too have been used. Using
              an insulating probe tip and applying a charge to it, it is possible to map the distribution of charge on surfaces. This has
              uses in areas of research ranging from polymer science to semiconductors.
            

            The field is large and ever-growing. Even the diagram in Figure 9 does not give a complete picture of the multitude of ways in which this simple cantilever-tip system is being applied.
            

            
              [image: Figure 9]

              Figure 9 Some AFM probe-based techniques

            

            
              
                SAQ 4

              

              
                
                  The STM and AFM turn surface properties ultimately into a current, a voltage or a frequency. State which of these quantities
                    are used to encode the surface properties in an AFM and an STM.
                  

                

                View answer - SAQ 4

              

            

          

        

        
          3.6 Design considerations for AFM probes

          AFMs have proved so useful in so many areas of science and engineering that they are now to be found in most universities
            and many manufacturing companies. The making of probes for these instruments is no longer a cottage industry, partly because
            of the sheer numbers involved, but also because of the need for consistency of performance from probe to probe. This requires
            precise shaping, both of the tip itself and of the cantilever on which it is mounted. The quality of image obtained from an
            AFM is greatly dependent both on the probe tip's shape and the elastic properties of the cantilever. For the cantilever, it
            is its lateral and vertical stiffness, its resonant frequency, and the quality (or ‘Q’) of that resonance that matter.
          

          Resonance is described in more detail in Section 6 Vibrations and resonance.
          

          For tapping-mode and frictional-mode atomic force microscopy, the preferred shape of the cantilever is just a rectangular
            or trapezoidal prism. This is because this shape has simple and easy-to-analyse mechanical resonant behaviour, and has low
            torsional stiffness, enabling a high sensitivity to lateral forces on the probe tip. Figure 10 shows a typical example.
          

          
            [image: Figure 10]

            Figure 10 A rectangular cantilever-type AFM probe

          

          In contrast, for the highest-resolution images, obtained in the so-called contact mode, the cantilever needs to have as much
            stiffness as possible in all directions except for vertical motion, where its stiffness needs to be sufficiently low to allow
            the force it exerts on the sample to be accurately controlled. For this, the optimum solution turns out to be the triangular
            double cantilever. Figure 11 shows one of these.
          

          
            [image: Figure 11]

            Figure 11 A triangular cantilever-type AFM probe

          

          
            3.6.1 Stiffness

            Just how compliant does an AFM cantilever have to be to enable it to follow the undulations in a surface on an atomic scale?
              How can we find out? It turns out that this is easier than at first it seems.
            

            A simple assumption we can make is that the compliance of the cantilever should be appreciably greater than that of a typical
              bond that holds atoms to one another. Here's one way in which a rough estimate of the stiffness (the force required to cause
              a given deflection) of the bonds in a solid can be made.
            

            Take a solid material: gold, for example. Its Young's modulus, E, is 78 GPa. Using the equation relating stress σ, and strain ε (Hooke's law):
            

            
              [image: ]

            

            we can calculate that a piece of this material, 1 m2 in cross section, would require an applied force F of 7.8 ×107 N to cause it to exhibit a strain of 0.1%.
            

            X-ray diffraction measurements show the length, d, of the interatomic bonds in gold to be approximately 4 × 10−10 m, so a 0.1% strain corresponds to each bond that lies along the direction of the applied force changing in length by 4 × 10−13 m.
            

            The number of bonds lying along the direction of the applied force in a 1 m2 cross section of gold is approximately 1/d2, that is:
            

            
              [image: ]

            

            So, the force exerted on each bond is:

            
              [image: ]

            

            We have a force, and we have an extension caused by it. Dividing one by the other gives us the stiffness, k, of a gold–gold bond:
            

            
              [image: ]

            

            If the AFM probe is not to distort the surface as it travels across it, its stiffness should not be more than, say, 10% of
              that of the interatomic bond, giving us a maximum stiffness of about 3 N m−1. For non-contact mode, somewhat stiffer cantilevers would be acceptable.
            

            Now that we have an approximate value for the stiffness, how does that translate into the required dimensions for a cantilever?
              Let us assume, for simplicity, that the cantilever is a simple beam with a rectangular cross section (i.e. length l, width a, thickness b), rigidly anchored at one end. In this case, the standard expression for its deflection z at the far end under a point load F, as shown in Figure 12, is:
            

            
              [image: ]

            

            where I is the second moment of area of the cross section of the cantilever, given by: 
            

            
              [image: ]

            

            
              [image: Figure 12]

              Figure 12 Deflection of a clamped rectangular cantilever

            

            
              
                Example 1

              

              
                If we chose to make our cantilever from a piece of aluminium kitchen foil of length l = 2 mm and thickness b = 10 µm (Young's modulus E = 70 GPa), what width would it need to be to have a stiffness of 3 N m−1?
                

                Stiffness, k, is force/deflection:
                

                
                  [image: ]

                

                Therefore in terms of equations (1.4) and (1.5):

                
                  [image: ]

                

                But we need to rearrange in terms of our unknown width a:
                

                
                  [image: ]

                

                From this we find that a ~ 1.4 mm. These dimensions look easily achievable, almost by hand with a scalpel blade. To get a lower stiffness would just
                  mean increasing the length. In practice, AFM cantilevers are manufactured with a range of stiffnesses from 0.01 N m−1 to 100 N m−1, according to the modes in which they are intended to operate (the stiffer ones are used in the non-contact modes).
                

              

            

            The aluminium foil cantilever is not a practical way of supporting an AFM tip. The tip itself needs to be fashioned using
              sub-micrometre precision. Furthermore, the tip needs to be attached to the cantilever. As we shall see in Section 3.7, this calls for a micro engineering solution using silicon or silicon nitride.
            

            
              
                SAQ 5

              

              
                
                  Estimate the stiffness of the 10 µm wide, 7 µm thick and 130 µm long cantilever beam that supports the AFM tip shown in Figure 10. It is made from material with E = 150 × 109 N m−2 (Pa).
                  

                

                View answer - SAQ 5

              

            

          

          
            3.6.2 Resonant frequency

            There are two very good reasons for wanting the resonant frequency of the AFM cantilever to be as high as possible: to minimise
              the effect of vibrations from the surroundings, and to obtain a high image acquisition rate. Given the very high resolution
              of the measurements they are intended for, atomic force microscopes are bound to be susceptible to the effects of air movements
              and vibrations in the buildings where they are sited. Building vibrations are most significant in a frequency range from about
              5 Hz to 2000 Hz, and frequencies ten times higher are still audible. If the cantilever has a resonant frequency within or
              below this range, it will be liable to oscillate in response to the fraction of the ambient vibrations that get through the
              vibration-suppression systems on which the AFM is mounted. The lowest resonant frequency of the cantilever should be at least
              ten times greater than the highest frequency present in the ambient vibrations – let's aim for at least 200 kHz.
            

            
              
                Example 2

              

              
                What is the lowest natural frequency of the kitchen-foil cantilever?

                The expression for the first bending mode resonance of a rectangular section cantilever, as can be found in an engineer's
                  handbook, is:
                

                
                  [image: ]

                

                You can see that the formula looks reasonable: under the square root are two material properties – Young's modulus and density
                  – which, when combined with the geometry of the structure, look a lot like the stiffness and mass we are familiar with from
                  the mass and spring example. The thickness and length of the beam are the right way round for the effects we expect them to
                  have on the natural frequency.
                

                Substituting the values from the previous example for the kitchen foil, and using 2700 kg m−3 for the density of aluminium, we get:
                

                
                  [image: ]

                

              

            

            This does not satisfy the criterion of a fundamental resonance at no less than ten times the highest frequency of the ambient
              vibrations. It needs to be shorter.
            

            Furthermore, if we want to reduce the stiffness of the cantilever, the solution is not going to be to increase its length
              as suggested before (as this will reduce the resonant frequency) but rather to reduce its thickness and width. In fact width
              does not affect the resonant frequency, because both the stiffness and the mass of the cantilever are proportional to it:
              the resonant frequency depends on the ratio of stiffness and mass, so the width gets cancelled out. If you don't believe this,
              think of twanging a ruler on the edge of a desk. If you brought another one alongside it and twanged them together, you would
              expect an increase in volume perhaps, but not in frequency.
            

            
              
                SAQ 6

              

              
                
                  Estimate the resonant frequency of the cantilever shown in Figure 10 and detailed in SAQ 5. The material density is 2.3 × 103 kg m−3.
                  

                

                View answer - SAQ 6

              

            

            Indirectly, there is another factor that favours higher frequencies: the thermal noise of the cantilever due to Brownian motion
              is minimised by maximising the spring constant of the cantilever.
            

            Brownian motion is the random vibration of objects that happens because of their being repeatedly struck from all directions
              by gas molecules. In the macro world we inhabit, this effect is far too small to notice, but it becomes significant when the
              object we are interested in has a small mass (such as the AFM cantilever), and when we want to accurately measure very small
              deflections of that object (definitely the case with the AFM cantilever).
            

            Random vibrations of the cantilever (whose dominant source is Brownian motion) impose an ultimate limit on the spatial resolution
              of the measurements that can be made with a given AFM probe. This random motion is likely to be greater in the vertical (z) direction than in any other because the cantilever is most compliant in this direction.
            

            The amplitude of this random motion is expressed as a root-mean-square (rms) value (a simple mean value would be zero, as
              there is as much random downward movement as upward). The mathematical expression that links the amplitude of this thermal
              motion to the temperature is:
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            where kz is the spring constant of the cantilever in the z direction and the expression in brackets that follows it is the mean square motion in the z direction (the < > brackets denote taking the mean value of the expression within them). The symbol kB on the right is Boltzmann's constant, and T is the absolute temperature. The units of this equation are in joules. If you have done any kinetic theory of gases, you
              might recognise the expression on the right-hand side as one-third of the kinetic energy of the gas molecules at a temperature
              T. So, what this expression is saying is that the gas surrounding the cantilever gives an equal amount of kinetic energy to
              its motion in all three directions (there are similar expressions for the x and y components of the Brownian motion, each with their own corresponding spring constant, kx and ky).
            

            The point to note here, though, is that the higher the value of the spring constant, the lower will be the amplitude of the
              random motion of the cantilever. And, as shown in Section 6 Vibrations and resonance, a large spring constant (all else being equal) means a high natural frequency.
            

            
              
                Example 3

              

              
                Calculate the rms amplitude of the thermal motion of the kitchen-foil cantilever at room temperature. Compare this with that
                  of a micromachined contact-mode cantilever with a compliance of 0.01 N m−1.
                

                The spring constant in the z direction of the kitchen-foil cantilever is 3 N m−1. Room temperature is more or less 300 K, and Boltzmann's constant is about 1.4 × 10−23 J K−1.
                

                Putting these values into the expression gives a value of 0.037 nm, or about a fifth of a typical interatomic spacing in a
                  solid for the kitchen-foil cantilever, and 0.65 nm (roughly three interatomic spacings) for the much softer contact-mode cantilever.
                

              

            

            The reason that the large thermal motion of the softer cantilever in the example is not a problem is that it is used only
              in contact mode, and therefore is not free to vibrate (remember, it is working in the region where those powerful repulsive
              forces are acting. For the soft cantilever, it's like a brick wall, preventing any motion in the −z direction). Cantilevers used in the non-contact mode, where they are free to vibrate, must therefore be of the stiffer type
              if they are to have good resolution in the z direction.
            

          

          
            3.6.3 Quality of resonance

            As you will see when you read Section 6 Vibrations and resonance the quality of a resonance, Q, is defined as ω/Δω. Here, ω is the resonant frequency, and Δω is the frequency range over which the amplitude of the oscillation is greater than half the maximum amplitude at resonance.
            

            The MEMS sensors that so far have achieved the best measurement resolution are pressure sensors that rely on the pressure
              applied to a membrane changing the tension in a resonant beam attached to it, and thereby changing the frequency at which
              it resonates. The reason for this high resolution is that frequency (in effect, time) is a quantity that we are able to measure
              to parts per billion accuracy with great ease. Crucial to using this fact to advantage in a resonant sensor is ensuring that
              the resonance of that sensor is very sharp – in other words, of very high Q.
            

          

          
            3.6.4 Materials selection for cantilevers

            Table 1 shows some of the physical and mechanical properties of materials that can be deposited and etched in thin-film form. One
              of the consequences of manufacturing these materials in thin-film form is that properties that in the bulk material can be
              determined to within a few per cent are much less easy to measure, and appear in some cases to be very different from the
              bulk material. The variation in measured values can be attributed in part to small variations in the processes used in creating
              and depositing the materials, in part to the sheer difficulty of conducting tests on samples of such small dimensions, and
              in part to the statistical variation in the measured values of those properties in which the ‘weakest link’ in the material
              sample has a dominant influence on the value obtained. For instance, the ultimate tensile strength of a sample of material
              depends on the length and nature of the largest defect. In a sample that is less than a millimetre in all its dimensions,
              defects are small in number and the statistics of large populations do not apply. This results in there being a large spread
              in measured values from sample to sample.
            

            The lack of accurately determined material properties is a difficult challenge in MEMS; it makes the whole exercise much more
              risky than (to generalise shamelessly) conventional, macroscale engineering. The issue of process control lies right at the
              heart of micro and nano technologies – not being able to measure material properties accurately is one thing, but failing
              to produce the same material from run to run or wafer to wafer has the potential to make matters considerably worse. Being
              on the wrong curve on Figure 4 may result in a sensor with characteristics quite different from what was expected or, in the worst case, no sensor at all,
              as the component made from the rogue material fails under its own tension after being released.
            

            However, we have to start somewhere and Table 1 shows some values that can be used for initial design calculations.
            

            
              Table 1 Physical properties of thin-film materials for AFM cantilevers

              
                
                  
                    	
                    	Young's modulus / GPa
                    	Poisson's ratio
                    	Density / kg m−3
                    	Electrical resistivity / Ω m
                    	Thermal conductivity / Wm−1 K−1
                    	Temperature coefficient of expansion / µm m−1 K−1
                  

                  
                    	Single-crystal silicon
                    	125–180
                    	0.23
                    	2330
                    	1 × 10−6−100 (dopant dependent)
                    
                    	157
                    	2.6
                  

                  
                    	Polycrystalline silicon
                    	160
                    	0.22
                    	2330
                    	always higher than single crystal Si for a given dopant concentration
                    	34
                    	2–2.8
                  

                  
                    	Thermal silicon dioxide
                    	70
                    	0.17
                    	2240
                    	1 × 1013
                    	1.4
                    	0.35
                  

                  
                    	3C-silicon carbide
                    	400
                    	0.25
                    	3300
                    	1–1 × 104 (dopant dependent)
                    
                    	360–490
                    	4
                  

                  
                    	LPCVD silicon nitride
                    	250–290
                    	0.23–0.27
                    	3300
                    	1 × 1014
                    	15–30
                    	1.6
                  

                  
                    	PECVD silicon nitride
                    	160
                    	0.25
                    	2500
                    	1 × 1010
                    	16–33
                    	1.5
                  

                  
                    	DLC (diamond-like carbon)
                    	800–1000
                    	0.22
                    	1800–2800
                    	>1 × 1011
                    	400–1000
                    	1
                  

                  
                    	Aluminium
                    	70
                    	0.33
                    	2710
                    	2.7 × 10−8
                    	156
                    	24
                  

                  
                    	Platinum
                    	147
                    	0.39
                    	21 500
                    	11 × 10−8
                    	69
                    	9
                  

                  
                    	Gold
                    	70 (bulk); 35–44 (e-plated)
                    	0.42
                    	19 300
                    	5–10 × 10−8
                    	298
                    	19–26
                  

                  
                    	Nickel
                    	180
                    	0.31
                    	8900
                    	1.4 × 10−7
                    	92
                    	13
                  

                
              

              

            

            It seems that there are two conflicting requirements for the cantilevers: on the one hand, a high resonant frequency is desirable,
              implying a high value for E; on the other, a low stiffness is wanted, for which a low value of E would make matters easier. For the density of the material, the decision is more straightforward: a low-density material
              is needed for a high resonant frequency and, since density does not play a direct part in the stiffness of the cantilever,
              there is no conflict here.
            

            One of the materials listed must have a combination of E and ρ that is better suited to the job than any of the others, but what is the surest way of knowing which this is? The answer
              lies in the merit index, a number that expresses the suitability of a material for the particular purpose to which it is to
              be put. The merit index is obtained by a suitable mathematical combination of all the relevant material properties.
            

          

        

        
          3.7 Micromachining the AFM tip and cantilever 

          
            3.7.1 The machined-at-once tip and cantilever

            Just as in conventional manufacturing, micro engineering is cheapest to do if as few different materials as possible are used
              and if the number of separate processes involved is minimised. Therefore, the idea of making the cantilever and the probe
              out of the same material and in the same process step is a very attractive one.
            

            When silicon nitride is deposited onto a silicon surface, it produces a thin film that coats the whole of the material to
              an equal thickness. We have already seen how it is possible to adjust the process parameters to tune the materials properties
              of the film. Silicon nitride's high Young's modulus relative to its density makes it a good choice for the AFM cantilever,
              as does its extreme resistance to chemical attack. This last property also makes it ideally suited to a process in which it
              can be left behind as the only material to survive a chemical dissolution.
            

            The anisotropic etching of silicon can produce deep rectangular-pyramidal pits in the surface of the wafer. The faces of these
              pits are defined by the densely packed crystallographic planes in the silicon. They are therefore very repeatable from pit
              to pit and from wafer to wafer, and the apex of the pit is (at least in theory) atomically sharp. Figure 13 shows a process sequence in which these etch pits are used to define the tips of silicon nitride AFM probes – the silicon
              nitride being a low-pressure chemical-vapour deposition (LPCVD) coating of controlled thickness and composition. During the
              same process sequence, the cantilever on which the tip is mounted is also first defined as an etched region of the silicon
              wafer. The resulting structure, made entirely of silicon nitride, is extremely light and has a hollow pyramidal tip. If a
              dry-etch process was used to define the shape of the cantilever, any shape (in plan view) is possible, giving lots of scope
              for tailoring its torsional and lateral stiffness and its resonant frequency to suit the specific application. This simple
              and effective way of making AFM probe assemblies has been widely adopted.
            

            
              [image: Figure 13]

              Figure 13 Process sequence for the manufacture of silicon nitride AFM cantilever/tip assemblies

            

            However, the process does not provide the sharpest tips it is possible to make, and the rather shallow angle of the tip makes
              it unsuitable for use on surfaces whose features are likely to be steeper than this.
            

            It is also possible to make the probes entirely from silicon. One advantage of doing this is that it allows tips with a narrower
              angle to be made. This process often, but not always, involves a combination of anisotropic and isotropic etching steps. Because
              single-crystal silicon cannot easily be produced in sub-micrometre thicknesses, silicon cantilevers are thicker – and hence
              stiffer – than silicon nitride ones. The anisotropic etching that is used in their manufacture leaves them with a trapezoidal
              cross-sectional shape. Figure 10 is an example of an all-silicon AFM probe: it is typical of its kind also in the simple diving-board shape of the cantilever
              (more complex or angled shapes are not easily achieved with anisotropic etching).
            

          

          
            3.7.2 The hybrid probe

            Where the benefit to be gained from combining the narrow-angled silicon tip with the super-light, any-shape silicon nitride
              cantilever outweighs the expense and difficulty of the more complex process sequence, AFM probes can be made with silicon
              tips on silicon nitride cantilevers. Figure 14 shows one such process sequence.
            

            
              [image: Figure 14]

              Figure 14 Process sequence for the manufacture of a silicon/silicon nitride combination AFM probe

            

          

          
            3.7.3 Oxidation sharpening

            The all-important radius of curvature of the tip can be made smaller – both in the silicon nitride and pure silicon tips –
              by the trick of oxidation sharpening. Figure 15 shows the principle. The original tip is first heated to around 1000 °C in an oxidising atmosphere, such that the outermost
              micrometre or so of the material is converted to an oxide of silicon. This oxide is more easily etched in buffered hydrofluoric
              acid than the underlying silicon or silicon nitride, so when the etch is carried out it stops when all the oxide has been
              consumed. This makes the process highly repeatable. The diagram shows, in crude geometrical terms, how the effect of removing
              this newly formed oxide layer results in a reduction in the radius of curvature of the tip.
            

            
              [image: Figure 15]

              Figure 15 Schematic diagram of the oxidation-sharpening process

            

            The image in Figure 16 is of a silicon tip before and after the oxidation-sharpening process. It is possible to achieve radii of curvature less
              than 10 nm by this means.
            

            
              [image: Figure 16]

              Figure 16 Scanning electron micrographs of a silicon AFM tip before and after a set of two oxidation-sharpening steps

            

          

          
            3.7.4 The carbon-nanotube tip

            A way of escaping the issues affecting process compatibility that arise from the use of techniques such as oxidation sharpening
              is simply to assemble the probe from separate parts – and this has been successfully done using carbon nanotubes. Single-walled
              carbon nanotubes can have diameters as small as 0.4 nm, but more typically they are of the order of 1 to 2 nm. This represents
              a great improvement on the radii of curvature achieved with oxidation sharpening. One might have thought that it would be
              difficult to get the nanotube in position on the probe tip, but happily, electrostatic forces tend to attract the nanotubes
              to the tip. Aligning the tube along the axis of the tip is more fiddly, and requires the use of micromanipulation. Once in
              position, the nanotube can be attached to the tip by means of electron-beam deposition, in which an electron beam, such as
              is produced in a scanning electron microscope, is focused on a stationary spot on the substrate. Carbon, always present in
              vacuum systems, is deposited at the focus of the electron beam, and begins to pile up on itself. This heap of carbon atoms
              forms a very effective bonding material that will permanently bond the nanotube to the tip. In addition to the tiny radius
              of curvature of this tip, it is also a tip with a small included angle, and this enables steeply rising steps to be imaged
              without the result simply showing the shape of the AFM tip. Figure 17 is a good illustration of the improvements in resolution and step-profile imaging that can be obtained with this type of
              tip. Notice how in Figure 17(b), taken with a simple silicon nitride probe tip, the pillars appear much less steep than they do in Figure 17(a). This is just the result of the tip's shape: as it strikes the edge of the feature, the feature begins to interact with
              the flanks of the tip rather than the end, and the result is that the image reveals more about the shape of the tip than it
              does about that of the feature. In this particular example, we also see the benefit of the smaller radius of curvature of
              the carbon nanotube tip, in the much greater detail that is visible on the tops of the pillars.
            

            
              [image: Figure 17]

              Figure 17 Images of gallium arsenide pillars taken with (a) a carbon-nanotube-tipped AFM probe and (b) with an oxide-sharpened
                silicon-nitride-tipped probe
              

            

          

        

        
          3.8 Review

          In the first three sections, we have looked at devices whose usefulness is dependent on their form. In the case of the Pirani
            sensor, it was the dimensions of the microbridge that affected its sensitivity; in the AFM probe, its ability to resolve features
            on a surface is determined mostly by the form of the last few nanometres of its very tip. With devices the emphasis is not
            so much on the form of the structure as on how to make it move in the right way and, just as importantly, how to detect motion.
            This is of relevance to the AFM probes, too (we've already seen some dynamic aspects of this), as the optical method is not
            the only way to measure the tiny movements of the cantilever. This is just as well, as many of the most sensitive inertial
            devices are to be found inside family cars – a market that is notorious for demanding the best performance at bargain-basement
            prices, where carefully vibration-isolated, long-path-length optical arrangements have no place.
          

        

      

    

  
    
      
        4 Piezoelectricity: motion from crystals

        
          4.1 The piezoelectric effect

          The phenomenon of piezoelectricity was first predicted and demonstrated in the late nineteenth century using naturally occurring
            materials. It has a vast number of applications, ranging from spark ignitors to inkjet printers. It is also utilised in timing
            circuits, where an oscillating electric field is used to make a quartz crystal resonate at its natural frequency. In MEMS,
            the effect is used to generate small-scale movements in a range of devices known as micro-actuators.
          

          The effect is the direct interconversion of mechanical and electrical energy in a material. Only a few materials do this to
            an appreciable extent. Their response can be summarised briefly by saying that they change their physical shape when electrically
            stressed (by having a voltage applied across them); and they change their distribution of electrical charge (commonly known
            as their state of polarisation – I'll come to this later) when mechanically stressed (by being squeezed, bent, or pulled).
            The material's electrical response to mechanical stress is known as the ‘generator’ effect, and it is this that is described
            by the word ‘piezoelectric’ – the prefix ‘piezo-’ is from the Greek piezein, to press.
          

          The generator effect is exploited in the spark ignitor. Here, a crystal is sufficiently stressed to generate a voltage across
            it large enough to make the air (between electrodes attached to it) break down. This creates a spark and is used for lighting
            stoves the world over. Conversely, a piezoelectric material will change its shape when its ambient electric field changes
            and this is known as the ‘motor’ effect. It is this effect that is deployed in some inkjet printers. A piezoelectric crystal
            is used as a piston to launch micro-droplets of ink across the short gap between the print head and the paper. Ink drops can
            be expelled very quickly (at a rate of tens of kHz) and at high velocity (several m s−1) enabling fast, accurate printing on the page. Figure 18 shows the effects.
          

          This ‘motor’ effect then gives us the possibility of making something move, merely by the application of an electric field.
            That is to say, we can transduce an electrical signal into physical movement.
          

        

        
          4.2 The piezoelectric effect at the atomic scale

          It has been mentioned above that by changing the state of polarisation of a piezoelectric material we can generate movement, and vice versa. Let's examine a little more deeply what is meant by
            ‘state of polarisation’ and how we can maximise its effect to get the best out of electrically controlled micro-actuators.
          

          In order to electrically polarise a material we need, by definition, to cause a separation of charges within the material.
            The more we can do this the greater the degree of polarisation. Materials that utilise ionic bonds (see Box 7) lend themselves well to this, as they are made up of positively and negatively charged atoms (ions) held together by strong
            forces of electrostatic attraction. Not all piezoelectric materials are ionically bonded – some polymers are piezoelectric
            – but the effect is stronger in ionically bonded materials, and because these are hard, they are capable of producing large
            forces.
          

          However, ionic bonding isn't the only item on the shopping list of characteristics for a useful piezoelectric material. It
            is also important that some of the individual ions in the material are free to move (to some degree). This allows the material's
            polarisation to be changed by the application of an electric field across it. This movement of charge must be tethered, though,
            because if the charges (whether they be ions or electrons) had complete freedom to move through the material, it would be
            a conductor and we wouldn't be able to sustain much of a voltage across it. So let me summarise. In order to have a material
            that exhibits a strong piezoelectric effect, it would be desirable to have an ionically bonded material that is insulating,
            but that allows some ions to move over a short distance and thus polarise the material.
          

          
            [image: Figure 18]

            Figure 18 (a) and (c) An applied stress induces a strain which causes a change in polarisation (generator effect); (b) and
              (c) an applied electric field induces a change of polarisation which causes a change of shape (motor effect)
            

          

          
            
              Box 7 Ionic bonds

            

            
              There are many different ways in which atoms can bond together to form solids. One of the most common bonds occurs when one
                atom donates one or more electrons to another. An atom which has lost or gained one or more electrons (that is to say, the
                number of electrons does not match the number of protons in the atom's nucleus) is referred to as an ion and it is from this
                that ionic bonds take their name.
              

              A common example of this is NaCl, sodium chloride (common table salt), where each atom of sodium donates an electron to an
                atom of chlorine. The extra electron from the sodium atom becomes tightly bound to the chlorine atom, while the remaining
                electrons stay very tightly bound to the sodium atom. The net effect is that the resulting chlorine ion carries a negative
                charge, and the sodium ion a positive charge; the two stick together because they are oppositely charged (see Figure 19).
              

              Ionically bonded materials are among the best insulators available. Insulators insulate because there are no free charges
                within them that can move in response to an applied voltage. In ionically bound materials, the electrons are all tightly bonded
                to atoms.
              

              
                [image: Figure 19]

                Figure 19 A sodium chloride crystal

              

            

          

        

        
          4.3 PZT

          The above requirements lead us to a range of ceramic materials with crystalline structure. One such material is lead zirconate
            titanate (PZT), which is an oxide alloy of lead, zirconium and titanium. It is often used in a specific composition (sometimes
            with additives) in order to achieve a particular crystal structure and the desired piezoelectric response. Figure 20 shows the structure of PZT.
          

          
            [image: Figure 20]

            Figure 20 (a) Structure of PZT; (b) under influence of an electric field

          

          The choice of constituent atoms in the structure is no accident. The radii of the atoms and their bonding affinity lead to
            a lattice that is rigid, while affording some freedom to the positive ions, in the centre of the cages, to move within the
            structure.
          

          To be useful as a piezoelectric material the PZT needs to be ‘poled’. This is done by heating the material within a large
            electric field (>2000 V mm−1). The material expands slightly along the axis of the electric field and contracts a little in the perpendicular direction.
            Upon cooling with the electric field still on, this distortion of the material is frozen in, resulting in a permanent polarisation
            even after the field is turned off. The PZT is now a ferroelectric material, in a technically useful state that is polarised
            in zero electric field. A field can now be applied over quite a range, which will strain the material causing a slight shape
            change. However, care must be taken not to exceed a field strength that would ‘depole’ the piece. In the other mode of operation,
            an applied stress causes a mechanical strain that, through displacing the ions in their cages, alters the polarisation, giving
            rise to a voltage across the material.
          

          The most important quantity for describing the extent to which a material is piezoelectric is its coupling coefficient k. This expresses the efficiency of energy conversion between mechanical and electrical forms. It is defined by:
          

          
            [image: ]

          

          which, for a poled ceramic, is:

          
            [image: ]

          

          where E is the Young's modulus of the material; m is the piezoelectric ‘motor’ coefficient, defined as the rate of change of strain with field; ε0 is the permittivity of free space (which approximately equals 8.85 × 1012 F m −1); and εr is the relative permittivity of the material.
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                A particular PZT piezoelectric actuator has a coupling coefficient of 0.7. Determine how much more efficient this is in conversion
                  of electrical to mechanical energy than quartz, which has a coupling coefficient of 0.1.
                

              

              View answer - SAQ 7

            

          

          Figure 21 shows how the substitution of zirconium atoms for some of the titanium atoms in the structure can be used to control the
            coupling coefficient.
          

          In summary, this has been a brief skirmish with the piezoelectric effect, the material requirements and the effect's atomic
            origins. PZT and its various compositions are some of many materials technically suited to use in piezoelectric applications,
            but are by no means the only ones.
          

          
            [image: Figure 21]

            Figure 21 Coupling coefficient versus composition for PZT

          

        

      

    

  
    
      
        5 Short range forces

        
          5.1 Stickiness

          Stickiness is something that we take for granted in the macroscopic world; it's what happens when you put your elbow in some
            jam, or spill a sugary drink then put a paper on the drying surface. It's also responsible for friction: everyone knows that
            gripping a sliding rope will produce enough heat to cause severe burns. But where does this heat come from, and why is stickiness
            important in the microscopic world?
          

          Atomic and molecular bonds come with a wide range of strengths: from very strong ionic and covalent bonds, involving exchange
            of charge, to very weak bonds between molecules in liquids, which have slight and fluctuating charge imbalances. These weak
            interactions are often referred to as van der Waals bonds.
          

          So how do such interactions occur? Broadly speaking, they take place between electrically neutral atoms and molecules which,
            at first sight, might appear to offer no means of interacting electrically. Even for an electrically neutral atom or molecule,
            if I inspect it closely enough, I will find a discernible charge distribution; in the presence of an electric field, if the
            charges are mobile, this distribution will tend to become more pronounced.
          

          Imagine bringing two electrically neutral objects together from a distance, each with an internal charge distribution; see
            Figure 22. These could be atoms or molecules or even larger entities. I'm going to use atoms because the locations and mobility of
            the charges are easy to visualise. At large distances there would be no attraction between the two. However, as they approach
            each other the charge distribution from the electrons in one will influence that in the other and an attractive force will
            emerge.
          

          
            [image: Figure 22]

            Figure 22 (a) Charge distribution in neutral bodies; (b) effects on charge distribution at close range

          

          If the two continue to move together, then the outer electrons will reach a state where they can no longer screen the positive
            charges of the nuclei from each other and a strong repulsive force will emerge. Somewhere between these two positions is a
            neutral position where the atoms would ‘prefer’ to rest. The way that the force between the two atoms changes with their separation
            is shown in Figure 23.
          

          
            [image: Figure 23]

            Figure 23 Force vs separation graph for two electrically neutral atoms
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                Identify the two points of equilibrium in Figure 23.
                

              

              View answer - SAQ 8

            

          

          There are two distinct ways in which charge distributions that produce these weak bonds can occur: one is static and the other
            is time-dependent. I will look at the two cases separately; however, in general bonds occur because of combinations of both
            effects.
          

          
            5.1.1 London forces

            The distribution of charge in one atom or molecule occurs naturally as the electrons move around the nucleus. If a second
              atom or molecule is introduced, the charge distribution from the first will induce a complementary charge distribution in
              the second. Looking at Figure 22 you can see that the negative bias of one molecule will induce a positive bias on the adjacent side of the other. This distribution
              does not have to remain constant and as the charge moves around on one atom or molecule, the other may respond; so that although
              no charge is exchanged or shared, an attraction between the two always exists and a weak bond is formed.
            

          

          
            5.1.2 Dipole-dipole forces

            In the case of dipole-dipole interactions, the molecules that bond together have a fixed asymmetry in their charge distributions
              (as is the case in Figure 22); if their orientations are favourable the two will bond together. All molecules produce London forces. The dipole-dipole
              interactions are in addition to these and are, perhaps surprisingly, usually much weaker.
            

            There are many everyday examples of these bonds. For instance, they are to be found between molecules in liquids. A liquid
              is a loose association of its constituent atoms or molecules; not so loose that they fly apart, but they are easily separated
              by, for example, heat or gravitational forces.
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                  What distinguishes dipole–dipole forces from London forces?

                

                View answer - SAQ 9

              

            

          

        

      

    

  
    
      
        6 Vibrations and resonance

        
          6.1 Why is resonance important?

          This section aims to take you through some general ideas about vibrations, which will help you understand the principles behind
            the resonant behaviour of the AFM probe tip. Vibrations and oscillations crop up in many contexts. They can be modelled mathematically
            and form a general topic in mathematics about vibrations and oscillations in which the appropriate balances between forces
            and accelerations are formulated into differential equations.
          

          Students of physics and chemistry also get a dose of vibrations and oscillations in the context of, for example, the mechanics
            of springs and masses, or atoms and atomic bonds. Here, too, the formal description assembles the various forces and accelerations
            and seeks to balance the books. In this section I plan to show you the generalities that must be part of the toolkit.
          

          Oscillations happen on all scales, and their mathematical descriptions are relatively simple and elegant. The conclusions
            you can draw about one system transfer across scales with a universality that can be breathtaking. Atoms in molecules follow
            the same rules and exhibit the same phenomena as bungee jumpers and comets. Here then is the list of essential concepts we'll
            explore:
          

          
            	
              natural frequency of free oscillations

            

            	
              restoring force

            

            	
              damping

            

            	
              driven oscillations and resonance.

            

          

        

        
          6.2 Natural frequency of free oscillations

          Most of us have a fairly accurate understanding of what is meant by resonance – it's what causes a bell to continue to make
            a sound long after it has been struck. Yet this is just one example of resonance, a phenomenon that occurs in nature in a
            surprisingly large number of places.
          

          It is all to do with the reversible transfer of energy from one form to another in a system. The common feature associated
            with mechanical systems that are able to store energy by oscillating is that they have a moving mass and a restoring force.
            The energy in the system continually swaps back and forth, from kinetic energy in the form of the movement of the mass, to
            potential energy in the form of a displacement in the presence of a restoring force acting on the mass. The restoring force
            works to bring the mass to the point where the potential energy is a minimum and the kinetic energy is a maximum.
          

          In the case of the AFM cantilever, the mass is that of the cantilever itself and the restoring force is provided by the elasticity
            of the material from which the cantilever is made.
          

          I'll start by analysing a simpler system: a mass attached to a fixed location by a spring, as shown in Figure 24. If the mass is displaced from its rest position so as to extend or compress the spring, the spring will provide a restoring
            force. This, according to Hooke's law, is proportional to the displacement of the mass and in a direction so as to move the
            mass back to its rest position. In order to see the mathematics that relates to this look at the simple harmonic oscillator (see Box 8).
          

          
            [image: Figure 24]

            Figure 24 A simple mass-spring system. The spring will always push or pull the mass towards its rest position, x0. If the mass is in motion it is likely that its momentum will carry it past its rest position
            

          

          
            
              Box 8 Simple harmonic oscillator

            

            
              We can use the expression for Newton's second law of motion, F = ma (where F is the restoring force produced by the spring, m is the mass and a its acceleration), to analyse the mass-spring system and obtain an equation for how the displacement varies with time. After
                the mass has been displaced the restoring force F is given by the product of the spring constant, k, and the displacement, x (as shown in Figure 24):
              

              
                [image: ]

              

              Force and displacement are both vectors so the negative sign is needed to show that the restoring force produced by the spring
                is in the opposite direction to the original displacement.
              

              Acceleration is the rate of change of velocity, which in turn is the rate of change of displacement. Expressing the acceleration,
                a, in its differential form we have:
              

              
                [image: ]

              

              Writing this in the standard form for second order differential equations gives:

              
                [image: ]

              

              Solutions to this type of equation take the general form:

              
                [image: ]

              

              This tells us that the displacement of the mass follows a sinusoidal pattern over time with natural angular frequency ω0  (in rad s−1) and amplitude of oscillation A (Figure 25). We can turn ω0 into a linear frequency by dividing by [image: ] (since [image: ] radians are covered for every complete oscillation). This frequency, f0, is termed the natural frequency of oscillation.
              

              If you are familiar with solving second-order differential equations, you will be aware that the general solution should be
                [image: ]. However, the φ term simply introduces a phase shift and we can ignore this if we choose to start the clock when t = 0.
              

              
                [image: Figure 25]

                Figure 25 This graph shows the position of the mass with respect to time. You can clearly see the maximum amplitude, A, and
                  the period of oscillation
                

              

              If you know how to differentiate expressions like A cos ω0t then you can easily verify this as a solution by differentiating it twice and inserting it into Equation (5.3). By doing
                this you can also verify that:
              

              
                [image: ]

              

              If you have not met differentiation before then you can simply accept this solution. Either way, it is essential to note what
                the solution says about the behaviour of the oscillating system:
              

              
                	
                  It goes as cos ωt, so the position, x, of the mass oscillates with time.
                  

                

                	
                  The natural frequency f0 is given by:
                  
  
                  
                    [image: ]

                  
  
                  (because [image: ]). This depends on the spring constant and the mass, but not on the initial displacement. In particular you should note that
                    a high spring constant leads to a high natural frequency.
                  

                

                	
                  The amplitude, A, does not vary with time.
                  

                

              

              Rewriting Equation (5.5) and substituting into Equation (5.3) gives:

              
                [image: ]

              

              which I will use later.

            

          

          The analysis of the mass-spring system shows that the mass will oscillate with a frequency given by Equation (5.6) and a fixed
            amplitude, indefinitely. This is referred to as simple harmonic motion, often abbreviated to SHM. This is an approximation
            to what we observe in the real world for two reasons:
          

          
            	
              The amplitude will decay with time rather than remain constant.
 
              The motion of a mass-spring system in the real world would suffer frictional losses (referred to as damping). These might
                be due to factors such as air resistance, internal friction in the material of the spring and/or energy lost to the spring's
                fixed location.
              

            

            	
              The mass-spring system will not oscillate unless something sets it in motion.
 
              There are two distinct ways to set the system into motion:
 
               
                	
                  I can displace the mass then let go (as suggested before)

                
 
                	
                  I can drive the system continuously by shaking the spring at its ‘fixed’ location.

                
 
              

            

          

          The amplitude A in the solution above is the initial displacement if there are no losses. I will discuss the case where the system is continuously
            driven later on; at this stage it is not represented in the analysis.
          

        

        
          6.3 Damping

          In the real world, most oscillations are subject to damping and so the amplitude of the oscillation dies away over time. For
            example, the bell mentioned earlier would not be very effective if it did not lose some of its energy as sound waves. The
            oscillating cantilever of the AFM will, like the simple mass-spring system, be subject to frictional forces from the air,
            the material of the cantilever itself, and the fixing point.
          

          For the mass-spring system the damping force Fd will be proportional to the velocity v of the oscillating mass, so:
          

          
            [image: ]

          

          where b is a positive constant called the damping coefficient. The negative sign appears because the force is opposing the motion.
            To understand how this affects the results that I obtained for the simple harmonic oscillator, see the input on the damped harmonic oscillator below.
          

          
            6.3.1 Damped harmonic oscillator

            Starting once again with Newton's second law but including the additional damping force in the equation gives:

            
              [image: ]
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                  Where did the term ω02 in Equation (5.9) come from?
                  

                

                View answer - SAQ 10

              

            

            Transposing and writing this expression in differential form I have:

            
              [image: ]

            

            Remember that dx/dt = v, the velocity.
            

            As with the simple harmonic oscillator, we can solve this equation for x as a function of t. This time there are three solutions and they depend on the values of the constants.
            

            Before you look at these solutions answer the following question.
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                  The effect of damping is bound to make the oscillations die away. Imagine holding one end of the spring of a mass-spring system
                    and setting it into oscillation:
                  

                  
                    	
                      (a) What would you expect the influence of a large damping coefficient to be on the rate of decay?

                    

                    	
                      (b) What would you expect the influence of a large mass to be on the rate of decay?
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            It is the value of b/m that is significant in identifying how the system will behave. In the extreme, where this value is very small (large mass
              or small damping coefficient) the system will behave like the undamped system described earlier and oscillate indefinitely.
            

            You can see that, in this case, the velocity-dependent term in Equation (5.10) will disappear as b/m tends to zero and the equation will be identical to Equation (5.7). On the other hand, if b/m is very large then this term will dominate and, as you will see, the system will not oscillate at all.
            

            And now to the three solutions.

            1. The underdamped case

            The underdamped case occurs when ω0 > b/2m. As in the previous case, the system oscillates but now, as expected, the amplitude decays. The solution takes the form:
            

            
              [image: ]

            

            Again, I have ignored the phase term. The more general solution is [image: ] but an appropriate choice of start time enables me to set φ to zero.
            

            The amplitude term Ae−(b/2m)t will decay with time; the minus sign in the exponent combined with large values for t (as time goes on) ensures this. The rate of decay will depend on the value of b/m. If this value is large, then the decay will be rapid. This corresponds to a large damping force or a small mass. See Figure 25(a).
            

            2. The overdamped case

            The overdamped case occurs when ω0 < b/2m. Now the system doesn't oscillate at all; the motion simply dies away. This is characterised by a solution which decays exponentially:
            

            
              [image: ]

            

            
              [image: ]

            

            The important thing to notice here is that there are no oscillations; you can see this because there is no cosine term. See
              Figure 25(b).
            

            3. The critically damped case

            The critically damped case occurs when ω0 = b/2m. The solution has the form:
            

            
              [image: ]

            

            This is a special case where the displacement goes to zero at the fastest possible rate. Clearly, again, there are no oscillations.
              You can think of this as the smallest value of b/m before the onset of oscillatory behaviour. See Figure 26(c).
            

            
              [image: Figure 26]

              Figure 26 Plots of displacement vs time for the mass-spring system: (a) underdamped – mass in air; (b) overdamped – mass in
                thick oil; (c) critically damped – mass in water
              

            

            As with the solution for the simple harmonic oscillator (SHO), you can check these results by differentiating the solutions
              above and inserting them into the appropriate places in Equation (5.10).
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                  If I want to engineer a damped mass-spring system to have a high natural frequency and a rapid decay rate, what physical properties
                    should I prescribe?
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          6.4 Driven oscillations and resonance

          Finally I need to consider the situation where the oscillator is driven, as in the case of the AFM cantilever. The driving
            force will depend on the application, but for my mass on a spring it might be a small motor driving what was the fixed end
            of the spring up and down. The simplest expression for an oscillating driving force FD will be something like:
          

          
            [image: ]

          

          where ω is the (angular) driving frequency. Including this as an extra term in my force Equation (5.9) and solving for x gives a steady-state solution of the form:
          

          
            [image: ]

          

          I say ‘a steady-state solution’ because when I switch on the driving force the initial response, often referred to as the
            transient, can be very complicated. After a time, however, the system will settle into a steady state. My solution has two
            terms which are of interest: the amplitude, A0, and the phase, φ0

          
            
              Box 9 Phase

            

            
              In the driven case, I have to consider the amplitude of the driving force and the relationship between the driving frequency
                and the motion of the mass. You can think of the phase as the time difference between the maximum amplitude of the driving
                force and the maximum displacement of the mass. Imagine that I am holding the spring suspending a large mass. If I move the
                end of the spring up and down very slowly, then it won't stretch and the motion of the mass will be in exact phase with (and
                have the same amplitude as) my hand movement. As I begin to move my hand more quickly the motion of the mass begins to lag
                behind my hand motion; now there is a phase difference between my hand motion (the driving force) and the displacement of
                the mass.
              

              Figure 27 shows the two plots in a single time axis, one for the driving force and the other for the motion of the mass. You can see
                that the maximum amplitude of the driving force occurs well before the maximum displacement of the mass. Here we would say
                that the phase of the driven mass lags behind that of the driving force. We could equally well say that the phase of the driving
                force leads that of the driven mass.
              

              
                [image: Figure 27]

                Figure 27 Plot (a) the driving force and plot (b) the motion of the mass. The motion of the mass lags behind that of the driving
                  force
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                What would be the effect on the phase of using a smaller mass on the end of the spring?
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          Following the same procedure as for the simple and damped cases and using quite a lot of algebra, I find that the amplitude,
            A0, is given by:
          

          
            [image: ]

          

          and the phase, φ0, by:
          

          
            [image: ]

          

          
            [image: Figure 28]

            Figure 28 Amplitude A0 vs driving frequency ω for a damped driven harmonic oscillator
            

          

          Remember that ω0 is the natural angular frequency of the oscillator – the frequency at which it will vibrate if it is simply displaced and
            then released. Looking at Equation (5.17) you can see that as the driving frequency, ω, gets close to the natural angular
            frequency, ω0, the difference term will tend to zero. In this case, if the damping coefficient b is also zero then A0 will tend to infinity.
          

          
            
              SAQ 14

            

            
              
                Using Equation (5.17), set the frequency to the natural angular frequency (ω = ω0) and derive an expression for A0.
                

              

              View answer - SAQ 14

            

          

          This is what happens if an undamped harmonic oscillator is driven at its natural frequency. The amplitude of oscillation will
            grow out of control; something will break, or the geometry of the system will change, so that the assumptions we made in deriving
            this solution will no longer be valid. Even if there is some damping present, you can see from Equation (5.17) that the amplitude
            will peak when ω = ω0. How sharply it peaks, and what the maximum value of the displacement is, depends on how much damping is applied.
          

          
            [image: Figure 29]

            Figure 29 Amplitude A0 vs driving frequency ω for a damped driven harmonic oscillator: (a) for large and small values of m; (b) for large and small values of b; and (c) for large and small of values of ω0

          

        

        
          6.5 Q-value

          The rate at which the mass–spring system loses energy to its surroundings is referred to as the Q-value for the oscillator. The Q-value is defined as:
          

          
            [image: ]

          

          ΔE/E is the fractional energy loss per cycle of the oscillation. This can also be expressed in terms of angular frequency as:
          

          
            [image: ]

          

          or frequency as:

          
            [image: ]

          

          where Δω and Δf are the width of the peak at its halfway point. This energy loss is referred to as damping and is due to the frictional losses
            I have already mentioned. A large value of Q equates to a very small energy loss. Q stands for quality; in systems where oscillations are desired, such as the design of a bell, the larger the value of Q the longer the bell will ring.
          

          Figure 30 shows two typical plots of amplitude vs angular frequency (A0 vs ω)  for two driven resonators, one with a high Q and the other with a lower Q-value.
          

          
            [image: Figure 30]

            Figure 30 Plots of amplitude vs frequency for two resonators. Plot (a) is for a high Q-value, plot (b) is for a lower Q

          

          You can see that the amplitude of plot (a) is far greater than that of (b), but also that it falls away much more rapidly
            either side of the peak. This sharpness is characteristic of an undamped oscillator with a high Q and it exactly mirrors the amplitude vs frequency behaviour shown in Figure 28.
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                Should I look for high or low Q-values in the following cases? Why?
                

                
                  	
                    (a) A clock pendulum;

                  

                  	
                    (b) car suspension;

                  

                  	
                    (c) a bell.
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          6.6 Oscillators in general

          Although this section has dealt only with mass-spring systems, the analysis can be extended to any system where there is an
            oscillating driving force acting on a mass which is located by a restoring force. In fact, the analysis is even more general
            than this and can be applied to electronic networks where voltages and currents oscillate in much the same way as the mass
            on the spring.
          

        

      

    

  
    
      
        7 Deposition

        
          7.1 Introduction

          Micro fabrication often involves multiple layers of different materials, each following a sequence of process steps, usually
            deposition/lithography/etching. The microelectronics industry has been a driver for many of these techniques and that momentum
            has carried over into the MEMS community. The treatment that follows covers examples from both industries.
          

          The appropriate deposition technique depends on the purpose of the layer – a thin insulating barrier layer in a transistor
            or capacitor will have very different requirements from a metal plug filling a hole for a contact between layers. The capabilities
            of different techniques are outlined in Table 2.
          

          
            Table 2 Aptitudes of different deposition techniques

            
              
                
                  	
                  	Pure metals
                  	Alloys
                  	Semiconductors
                  	Compounds
                  	Polymers
                  	Rate
                  	Film purity
                  	Composition control
                  	Step coverage
                  	Wafer heated
                

                
                  	Electroplating
                  	Y
                  	
                  	
                  	
                  	 
                  	***
                  	*
                  	*
                  	***
                  	N
                

                
                  	Evaporation
                  	Y
                  	(Y)
                  	
                  	
                  	 
                  	***
                  	**
                  	*
                  	*
                  	(Y)
                

                
                  	Sputtering (PVD)
                  	Y
                  	Y
                  	(Y)
                  	
                  	 
                  	**
                  	***
                  	**
                  	**
                  	(Y)
                

                
                  	Laser ablation deposition
                  	Y
                  	Y
                  	Y
                  	Y
                  	 
                  	***
                  	*
                  	**
                  	**
                  	(Y)
                

                
                  	Reactive PVD
                  	
                  	
                  	 
                  	Y
                  	 
                  	**
                  	***
                  	**
                  	**
                  	(Y)
                

                
                  	Chemical vapour deposition (CVD)
                  	(Y)
                  	 
                  	Y
                  	Y
                  	Y
                  	**
                  	*
                  	 **
                  	***
                  	Y
                

                
                  	PECVD
                  	
                  	 
                  	Y
                  	Y
                  	Y
                  	**
                  	*
                  	**
                  	**
                  	(Y)
                

                
                  	Spin-on/flowfill
                  	
                  	
                  	 
                  	Y
                  	Y
                  	***
                  	*
                  	**
                  	**
                  	N
                

                
                  	Atomic layer deposition (ALD)
                  	
                  	
                  	 
                  	Y
                  	 
                  	*
                  	**
                  	**
                  	***
                  	(Y)
                

                
                  	Molecular beam epitaxy (MBE)
                  	Y
                  	Y
                  	Y
                  	(Y)
                  	 
                  	*
                  	***
                  	***
                  	**
                  	Y
                

              
            

            Key: Y means yes, N means no. Brackets indicate under some circumstances. The more stars, the better.

          

        

        
          7.2 Film properties

          In practice, we can hardly ever use just the fastest technique to put some material down onto the wafer. Before deciding how
            to deposit a particular layer, we must consider which film properties are important for the function of the device. The commonest
            requirements relate to uniformity, step coverage, composition, micro structure and stress. We shall consider each of these
            in detail.
          

          
            7.2.1 Thickness control and uniformity

            Often, final device characteristics, such as the value of a capacitor, the threshold voltage of a transistor, the resistance
              per square in a thin-film resistor and the resonant frequency of an acoustic wave filter, depend strongly on the thickness
              of a deposited layer. Therefore it must be ensured that the layer thickness is the same at all points on the wafer, and on
              every wafer that comes off the production line. Specifications of ±1% uniformity and reproducibility are not uncommon, and
              some critical applications are starting to demand thickness control to ±0.1%. This is not trivial! If the material came from
              a point source, we would need a chamber 75 m tall to achieve ±0.1% uniformity across a 200 mm diameter wafer – we'll have
              to find a much better method than that. Figure 31 illustrates the point. Also, a process lasting 2 min must stop with an accuracy of 100 ms to hit the correct thickness consistently
              over many process runs, despite temperature drifts, changes in chamber contamination and wall coatings, and declining stocks
              of material in the deposition source.
            

            Some deposition techniques give intrinsically good uniformity by virtue of their operating mechanism. For those that don't,
              techniques to redistribute material more evenly include multiple or spatially distributed sources, gas scattering, shielding
              and wafer rotation.
            

            
              [image: Figure 31]

              Figure 31 Material emanating from a point source gives poor thickness uniformity

            

            Uniformity is important not only for film thickness, but for all aspects of the film's chemistry, microstructure and morphology.
              This is often the most difficult specification to meet, so it should be the first thing we think of, and the last to be fine-tuned
              once everything else is in place.
            

          

          
            7.2.2 Step coverage (conformality)

            Not all layers require precise thickness control. Sometimes all that matters is that the film coats the entire surface, including
              vertical walls and (most difficult) the corners at the bottom of deep holes.
            

            For example:

            
              	
                We may require an insulating layer of oxide between two conductors.

              

              	
                A protective titanium nitride barrier layer prevents aluminium from diffusing into silicon, and an underlying titanium adhesion
                  layer ensures that the titanium nitride sticks. Similarly, tantalum adhesion layers and tantalum nitride barrier layers are
                  used before depositing copper onto aluminium, and a platinum or palladium layer is used to prevent poisoning by gold.
                

              

              	
                Thin barriers, or liner layers, may be used to protect the surface during individual process steps, such as protecting an oxide layer against attack
                  by WF6 during tungsten deposition.
                

              

            

            For all of these, the layer thicknesses are relatively unimportant, but we must ensure that coverage is complete.

            Step coverage is the ratio of the film thickness at its thinnest to that on the open upper face, and only a few techniques
              produce a fully conformal coating, with step coverage of 1, as shown in Figure 32(a). These are the ones where the film grows outwards from the surface. Figure 32(b) shows the morphology seen when the film is deposited from above. Melting the layer and allowing it to flow under the influence
              of surface tension can sometimes correct these thickness variations, but only in a few lucky circumstances. It is more likely
              to make the situation worse.
            

            Instead of coating walls, we may wish to fill up a hole or trench with material. Examples where this might be necessary include:

            
              	
                ‘via holes’, filled with metal plugs that make electrical contact to an underlying layer

              

              	
                polysilicon gate electrodes in power transistors, where a voltage controls conduction down the trench wall

              

              	
                insulating gap-fill to prevent conduction across a trench.

              

            

            Figure 32(c) shows what happens if we attempt such a plug fill, using a technique with poor step coverage. It is greatly preferable
              not to leave voids, as air gaps are poor insulators, terrible conductors, and mechanically very weak! Techniques that build
              up a conformal coating may therefore again be required.
            

            
              [image: Figure 32]

              Figure 32 Step coverage profiles: (a) perfectly uniform thickness over the whole surface; (b) thin areas near the base of
                the wall may cause problems for insulation or barrier layers; (c) as thickness increases to fill the hole, a void may be left
              

            

          

          
            7.2.3 Chemical composition

            As outlined in Table 2, some deposition techniques are best suited to conducting materials, whereas others come into their own only for chemical
              compounds. In either case, chemical composition may be an important consideration. Impurities can interfere with the conduction
              properties of the material (notably in the accidental doping of semiconductors, but also for metals and insulators) or may
              result in residues when the material is later etched.
            

            As a rule of thumb, processes that act in a solution or that generate liquid by-products tend to produce the lowest purity
              in the deposited material, as it is easy for contaminants to be incorporated into the growing film. For deposition processes
              using a gas or plasma, the lower the pressure the cleaner the chamber will be and the more slowly contaminants will rain down
              onto the wafer. This must be traded off against the deposition rate of the film – fast deposition at low pressure provides
              the best film purity (assuming, of course, that the source material is pure in the first place).
            

            As well as impurities, in a material with multiple components (an alloy or a compound) obtaining the correct stoichiometry (the relative quantities of the different components) is important. There is no guarantee, even though the source material
              has the correct composition, that this will be maintained into the deposited film. This is especially true of chemical compounds
              such as oxides, so it is usual to deposit these in a reactive gas atmosphere that re-forms the compound as it deposits.
            

          

          
            7.2.4 Microstructure

            There are many practical requirements for a film at the microscopic level.

            Firstly, it must be firmly bonded to the surface on which it's deposited. A poorly adhered film can peel or flake away under
              the stresses of later processing steps, or may lead to a reliability issue that will plague the device throughout its lifetime.
              Similarly, issues can arise with wetting if a deposited material prefers to form droplets on the surface rather than spreading
              out into a uniform film. A thin adhesion layer or seed layer can work wonders here, but this must be compatible with later
              processing stages. For example, gluing down aluminium with a layer of copper can produce difficulties if there is a need to
              chemically etch through it later.
            

            Deposition processes are likely sources of particulate contamination. In a process that can build up solid layers on a surface,
              what is to stop a particle growing around a nucleation centre above it? Material must form only on the wafer, and perhaps
              on the walls of the chamber if they are monitored, but it must never be allowed to solidify in free space. Generation of this
              ‘dust’ can be problematic if it reaches the wafer surface and affects deposition quality.
            

            A dense structure is (almost) always required, without pores or cracks or voids, and this is easier to achieve with atoms
              deposited from a vacuum than with a solution or a chemical reaction, where there are other components involved that must move
              out of the way to let the film form. Sometimes, densification can be achieved by compaction (by ion bombardment) during deposition,
              or by annealing or reflowing (heating and allowing to flow) the film after the deposition is complete.
            

            Dense structure may not be enough for an active device layer, which may need to be composed of crystalline grains, or even
              aligned into a single crystal. Heating the wafer during the deposition allows atoms to move around on the surface and find
              the most comfortable sites on which to sit, so deposition that requires good crystallinity is usually performed hot. Cold
              deposition is more likely to produce polycrystalline or even glassy or amorphous films. This crystal texture can sometimes be improved by annealing, but will never be perfect, so if it is really important we must achieve crystallinity
              in the original process.
            

          

          
            7.2.5 Stress

            Perfect crystal structure can be achieved only by epitaxial growth, where deposits are formed atomic layer by atomic layer.
              The lattice planes of the deposited film merge seamlessly with those of the substrate on which it is deposited. Even when
              the crystal lattices of these two materials match in shape, however, they will never be a perfect match in size, owing to
              differences in atomic spacing between the deposit and the substrate; so, the deposited film will be stretched and distorted
              to match the substrate. This is one of several possible sources of stress in the growing film, which may force it into compression
              or into tension, with consequences both for the robustness of the device and for the flatness of the wafer as a whole. A thick
              compressive film will cause the whole wafer to bow downwards, so it no longer sits flat on the processing surface and becomes
              much more difficult to handle and work with. Such intrinsic stress becomes problematic at the device scale when the film is
              patterned, especially in MEMS devices, which twist and distort their components away from the designed shape.
            

            Epitaxial lattice mismatch is not the only way that stress can develop – we have already mentioned that a film can be densified
              by ion bombardment, and this will also leave it in compression. Stresses also develop if a wafer is heated above room temperature,
              either during deposition or during a later annealing stage. Although high temperatures may allow material to flow and relieve
              local stresses, metal layers (with high thermal expansion coefficients) will tend to contract most during cooling, so that
              they are left under tension (and may crack), whereas insulating layers are left in compression (and may buckle).
            

            It is an irony of the deposition process that methods favouring a dense film with good crystallinity (ion bombardment, hot
              deposition, annealing) are just those that also introduce stress into the structure.
            

          

        

        
          7.3 Depositing metals and alloys

          Metal layers are used extensively in device fabrication: to carry current for both power and signals, to apply the voltages
            that control transistors and generate forces for MEMS, as mirrors and optical coatings, and in magnetic devices for recording
            media. Different applications might require a continuous film, a long track, multiple thin layers or a plug filling a ‘via
            hole’ through to a buried layer. The electrical properties resulting from micro structure and composition must be controlled,
            diffusion into under- and overlying layers must be curbed, and uniformity is, as always, an issue.
          

          To deposit a metal layer, there are several techniques to choose from.

          
            7.3.1 Electroplating

            Electroplating is a relatively fast process, inexpensive and simple, although fairly messy and limited in applicability. The
              wafer is dipped into a solution with dissolved salts of the metal (e.g. CuSO4 + H2SO4) and is connected to a negative voltage. A positive metal electrode (anode), also in the solution, completes the circuit.
              Anywhere that current can flow into the wafer surface, metal will be deposited. Plating has several advantages: it will deposit
              metal very quickly (batch processing is possible), the film is conformal and suitable masking can ensure that it grows only
              as directed. However, there are also considerable difficulties. It cannot easily grow a film on top of an insulator. A seed
              layer is usually required for good adhesion, which must be deposited by one of the techniques described in sections 7.3.2
              to 7.3.6. Also, purity and grain structure are poor, so recrystallisation by annealing is needed. These disadvantages are
              usually dominant, so plating is commonly used only for large-scale and thick copper layers, e.g. in PCB (printed circuit board)
              manufacture. Most other metallisation applications rely on one of a range of vacuum deposition techniques.
            

          

          
            7.3.2 Evaporation

            The simplest vacuum deposition technique is to heat an ingot of metal in a crucible under vacuum, releasing metal vapour that
              coats everything in its path. This can be done either under high vacuum (< 0.1 mbar), in which case only surfaces in a line
              of sight from the source will be coated, or in a low-pressure atmosphere, when the vapour is scattered by gas atoms and can
              go around corners, making batch processing of multiple wafers possible.
            

            This rather simple technique is fast and cheap, and with wafer rotation and a well-designed source can give good uniformity.
              Therefore, it is commonly used for optical coatings and similar continuous thin metal films. However, as with all techniques
              where material is deposited from a distant source, step coverage is imperfect.
            

            Evaporation is difficult to control, as vapour pressure depends exponentially on temperature around the boiling point, and
              this is one of several reasons that it is not suited to automation. It can, obviously, be used only for materials that can
              be evaporated and recondensed without changing their composition, which in practice means only pure metals with accessible
              boiling points, such as aluminium and gold.
            

          

          
            7.3.3 Plasmas

            More control can be achieved in vapour deposition if a plasma is generated. A plasma is simply a gas where a proportion of
              the molecules have been ionised. The ions remain in an uneasy equilibrium with the electrons they have released, prevented
              from recombining only because the electrons are hot and fast-moving, and so are difficult to trap.
            

            Plasmas are widely used in materials processing, with pressure ranging from 10−3 mbar to 1 mbar and typically up to 1% of the molecules ionised. Power must be continuously supplied to sustain this ionisation
              (either as a DC current or a radio-frequency field), adding a layer of complexity and expense to the equipment. However, this
              can easily be justified for one reason: charged ions can be accelerated by an electric field. Even 100 V of bias takes them
              to speeds equivalent to more than 1 000 000 °C of heating, so they slam into the biased surface and perform stunts of physics
              and chemistry that could not be achieved in any other way.
            

          

          
            7.3.4 Physical vapour deposition (PVD), sputtering

            An ion hitting a metal surface after acceleration through more than 100 V will not stick or bounce off but will burrow into
              the surface, splashing atoms outwards. This is known as sputtering and provides a versatile alternative to thermal evaporation for metal-vapour deposition: more controllable, with adjustable
              uniformity, able to cope with alloys and high-melting-point metals and suitable for production-line automation. Given these
              advantages, it is also worth the effort to heat the wafer to several hundred degrees centigrade to aid crystallisation.
            

            There are several variants of this physical vapour deposition (PVD) technique. In the simplest, suitable for metal deposition, the chamber ceiling is replaced with a target of the metal
              to be deposited and a DC current is passed from an anode electrode across the plasma and into the face of the target. As with
              electroplating, the deposition rate on the wafer depends on the current, as this is proportional to the flux of ions, and
              the yield of sputtered material per ion is approximately fixed. Typical industrial systems draw about 50 A, with a voltage
              of −200 V on the target, and hence a 10 kW DC power supply is required.
            

            The efficiency can be improved if the plasma is prevented from leaking to the chamber walls using shaped magnetic fields,
              with techniques similar to those in nuclear fusion reactors (albeit on a very different scale). This magnetron is designed to confine the plasma at the target face, where it is needed, increasing the sputtering rate and allowing the
              plasma to be sustained at lower gas pressure, improving the cleanliness of the film. Adjustments to the field geometry can
              also be used to optimise thickness uniformity.
            

            Since the wafer is also bathed in the fringes of the plasma, it is common to apply a second voltage to the platen on which
              it sits. This draws ions down onto the growing film, and the bombardment densifies and compresses it. The wafer may not conduct
              DC current, so an alternating voltage is used for this platen bias, usually at a radio frequency of 13.56 MHz that is set
              aside for industrial use. The edge of the plasma rectifies this voltage because it is much easier for light, mobile, negatively
              charged electrons to flow onto the wafer than heavy, relatively slow, positive ions. The wafer surface quickly accumulates
              a negative static charge, slowing the electron leakage to equal the ion current. In this subtle way, the RF bias generates
              a DC voltage that controls the ion bombardment energy. Figure 33 shows a tantalum barrier layer deposited by PVD with ~60% step coverage.
            

            
              [image: Figure 33]

              Figure 33 PVD tantalum barrier layer with ~60% step coverage

            

          

          
            7.3.5  Ion beam deposition

            PVD still has some limitations, however. It must operate in a gaseous atmosphere (to provide the plasma) so is not well suited
              to the long-throw, directional line-of-sight mode accessible to low-pressure evaporation. Also, if magnets behind the target
              are used to generate a magnetic field for magnetron sputtering the technique cannot be easily used to deposit magnetic metals
              such as nickel and cobalt, owing to the influence from the magnetic field on the deposition process.
            

            In an alternative technique, sputtering is achieved not by drawing ions from a plasma, but by firing them onto the target
              from a separate ‘ion gun’. This broad ion beam deposition technique does not require magnetic fields and can operate at higher levels of vacuum to achieve more directional
              deposition of material. However, the flux from an ion gun is relatively low, so the technique is slower than magnetron sputtering
              and it does not lend itself to the use of a platen bias voltage. As the equipment is yet more intricate and expensive, this
              technique is restricted to specialist applications such as optical coatings and magnetic thin films.
            

          

          
            7.3.6 Laser ablation deposition

            Another close cousin to sputter deposition is laser ablation deposition. Ion bombardment of the target is replaced by a focused
              pulse of light from an ultraviolet laser. Although each pulse may carry only 1 J of energy, this is delivered within 1 ns
              to a 1 mm spot on the target surface. This represents an astonishing power density and the target surface explodes into vapour
              that can be caught on the waiting wafer surface. It is vital to scan the focus point across the target surface or you will
              rapidly drill through it.
            

            Laser ablation is a ‘quick and dirty’ method of film deposition which can operate under relatively poor vacuum conditions.
              It is most commonly used for depositing rare materials such as superconductors, where a full-sized target for other sputtering
              methods would be prohibitively expensive.
            

          

        

        
          7.4 Depositing compounds

          As well as conducting metal layers, device fabrication requires dielectric, insulating materials and these are mostly chemical
            compounds rather than simple elements or alloys. By far the most widely used of these is silicon oxide (either as a glass
            or as crystalline quartz), but other oxides and nitrides are also common, plus polymers and a selection of more exotic materials.
          

          Such compounds generally have very high melting points, or decompose under heating, so cannot be deposited by evaporation.
            As they are electrically insulating electroplating is out of the question, and a target made from insulating material cannot
            carry a current to drive DC sputtering. An entirely separate set of deposition techniques is therefore required.
          

          
            7.4.1 Spin-on

            For a thick, quick, blanket coating of material, it is sometimes possible just to pour it over the surface! The technique
              is familiar from photolithography, where photoresist-polymer precursors are dissolved in a solvent. The wafer is spun at high
              speed (up to several thousand rpm) and a droplet is dripped onto its centre. This is thrown outwards, coating the surface
              instantly. The wafer is then baked to drive off the solvents and leave a solid film, perhaps 1 mm thick. This spin-on technique
              is not just used for polymers, however. Recently, solvent solutions of silicon dioxide have been developed that allow spin-on
              glass (SOG) to be deposited in just the same way.
            

            The technique is not suitable for critical layers: the solvent solution is likely to contain many impurities; uniformity is
              poor, with a thick ‘edge bead’ at the wafer edge; and since film thickness depends critically on the viscosity, control is
              difficult. For high-quality films, a vacuum deposition technique is required.
            

          

          
            7.4.2 Reactive PVD

            For a simple compound, such as a metal oxide or nitride, a modification to the sputter deposition technique can be used. The
              plasma is formed from a reactive gas, such as nitrogen, instead of the inert argon used for conventional PVD. A side effect
              of the plasma excitation is that chemical bonds are broken in the source gas to release copious unpaired atoms (radicals), which are extremely reactive and form a monolayer coating of nitride on the target surface. These can then be sputtered
              to release a shower of molecular fragments. The compound reforms on the wafer surface, with the atmosphere of radicals ensuring
              full nitridation as the film grows.
            

            In this form, the technique is suitable only for a few electrically conducting compounds – TiN and TaN diffusion barrier layers
              are the commonest applications. It cannot be used for insulators, as the surface coating on the target will not transmit a
              current to drive the plasma. If we increase the voltage the coating breaks down in an arc, resulting in particles and very
              poor reproducibility.
            

            A further modification is required for reactive sputtering to deposit insulators, and the clue to this comes from the technique
              of platen bias voltage generation. If we replace the DC power supply with an RF one, this will both sustain the plasma and
              build up a DC voltage on the target surface to accelerate the ions without having to drive a DC current through the insulating
              coating. Instead, this coating acts as a thin capacitor, across which RF power is transmitted, and which carries a negative
              static charge on its surface to produce the necessary voltage.
            

            The limitation of RF reactive sputter deposition is the power supply – 10 kW RF power supplies are more difficult to come
              by than the equivalent DC supply, leaving a choice of lower power (and therefore lower deposition rate) or more expensive
              equipment. This RF technique has now mostly been supplanted by pulsed DC. A negative DC voltage is applied to the target and
              a charge builds up on the insulating coating on its front side, just as would happen in conventional PVD. Before this reaches
              the point of arcing, the polarity is rapidly switched to apply a short positive voltage pulse and electrons from the plasma
              flood in and discharge the surface. Pulsed DC sputtering in a reactive atmosphere is the technique of choice when depositing
              simple metal oxides and nitrides, especially when film purity is important.
            

          

          
            7.4.3 Chemical vapour deposition (CVD)

            If step coverage or equipment cost is more critical than purity, then PVD is supplanted by CVD.

            There are many variants on the chemical vapour deposition technique, but the concept is simple: gases adsorb onto the wafer
              surface where a chemical reaction forms a solid product. Any other products are gases, or at least volatile liquids, and are
              pumped away.
            

            There is one obvious restriction: the wafer surface must be the only place where the reaction can occur. If it is not, particles
              spontaneously form within the gas and a thick coating forms on the chamber walls, eventually flaking off as more particles
              and contaminating the process. To isolate the reaction region the wafer surface is heated: if the reaction can occur only
              at high temperature, then it can occur only on the wafer. The film is then deposited everywhere on the surface, with no preference
              for horizontal over vertical walls, so near-perfect conformal coverage can be achieved, and the hot surface also helps with
              crystallisation.
            

            Having established this technique, all that remains is the choice of chemistry. The examples given in Table 3 illustrate the range of materials that can be used with the technique.
            

            
              Table 3 Examples of CVD chemistry

              
                
                  
                    	Solid product
                    	Chemical reaction
                    	
                  

                  
                    	Polycrystalline silicon
                    	SiH4
                    	→ Si(s) + 2H2
                  

                  
                    	Silicon nitride
                    	3SiCl2H2 + 4NH3
                    	→ Si3N4(s) + 6HCl + 6H2
                  

                  
                    	Silicon oxide (LPCVD route)
                    	SiH4 + O2
                    	→ SiO2(s) + 2H2
                  

                  
                    	Silicon oxide (TEOS route)
                    	Si(OC2H5)4 
                    
                    	→ SiO2(s) + 4C2H4 + 2H2O
                    
                  

                  
                    	Silicon oxide (flowfill route)
                    	SiH4 + 4H2O2
                    	→ SiO2(s) + 6H2O
                    
                  

                  
                    	Tungsten
                    	WF6 + 3H2
                    	→  W(s) + 6HF
                  

                  
                    	MOCVD GaN
                    	Ga(CH3)3 + NH3
                    	→ GaN(s) + 3CH4
                  

                
              

              

            

            CVD can therefore be used to deposit oxides, nitrides, metals, and both silicon and III-V semiconductors. For a particular
              material, there may be several chemical routes to the same result. There are chamber architectures for single-wafer processing
              and batches, with hot walls or cold walls, and many designs of nozzles and showerheads for delivering the gases. Depending
              on the operating regime the technique might be known as APCVD (atmospheric pressure), LPCVD (low pressure), flowfill (producing
              a flowable aqueous suspension, which solidifies only when dried) or MOCVD (metal organic). Whatever the name there is a common
              factor: these CVD reactions are initiated simply by the heat of contact with the wafer surface.
            

          

          
            7.4.4  Plasma-enhanced CVD (PECVD)

            In PECVD a plasma is initiated in the CVD chamber, usually by supplying an RF voltage to the platen on which the wafer sits
              – the chamber geometry is similar to a reactive ion etch chamber. Ions are accelerated from this plasma onto the wafer surface,
              so that the CVD reaction is initiated not only by heating the wafer, but also by the energy imparted as the ions land. This
              allows high-quality film deposition at much lower wafer temperatures and higher deposition rates than unenhanced CVD, with
              the added advantages of film density and structure that come with ion bombardment during deposition. If performed in a reactive
              atmosphere, the presence of reactive radicals can ensure complete reaction of the growing film, so PECVD has found many applications
              in growing relatively high-quality oxide material. PECVD has the added feature that a film can be encouraged to grow from
              the base of a hole, and to ignore its walls, making it the only technique we have seen that gives active control of step coverage.
            

          

          
            7.4.5  Atomic layer deposition (ALD)

            For very thin conformal films, where rate is unimportant but precise thickness control is critical, a form of CVD allows deposition
              one monolayer at a time. One precursor gas is introduced into the chamber, which is then pumped away leaving only a monolayer
              adsorbed onto the wafer and chamber walls. The second precursor gas can then be supplied to complete the reaction at the surface,
              and then this gas is pumped away along with any gaseous reaction products. This cycle is repeated several times per second
              using fast-switching valves, to build up the film layer by layer.
            

            ALD is used in dynamic random-access memory (DRAM) capacitor manufacture to deposit high dielectric constant insulators such
              as zirconia: a monolayer of adsorbed ZrCl4 is reacted with water vapour to form ZrO2 and volatile HCl. As these insulating layers are extremely thin (to increase the capacitance) they must be of very high quality,
              which justifies the use of such a slow deposition technique (less than 1 nm min−1).
            

            Deposition temperatures for ALD are typically lower than CVD, to aid the adsorption, and the chamber walls may be kept hotter
              than the wafer, in contrast to conventional CVD. As with CVD batches of wafers can be processed together, which slightly mitigates
              the inherent slowness of the technique.
            

          

          
            7.4.6  Molecular beam epitaxy (MBE)

            Where a suitable ALD chemistry cannot be found, or where cleanliness and high crystallinity are required, molecular beam epitaxy
              may be necessary. This is more akin to evaporation than to CVD, with multiple molecular beams of the separate chemical constituents
              each focused onto the hot wafer surface. Deposition is performed under extreme vacuum conditions (10−11 mbar) to prevent any contaminants from being incorporated, and the substrate must present a perfect cleaved crystal face
              so that a matching lattice can be seeded in the deposited film. MBE has found its major application for transistor structures
              in III-V semiconductors such as GaAs, as it allows multiple layers of chemically similar layers (e.g. GaAs, AlxGa1−xAs, AlAs) to be grown in a single process with a perfect interface between them.
            

          

          
            7.4.7  Deposition of patterned films: lift-off and damascene

            We have assumed throughout this section that the deposited film will cover the entire wafer surface and that its patterning
              will be performed by subsequent lithography and etching steps. However, some materials, most notably copper, can be very difficult
              to remove with micrometre-scale precision or better, making this sequence extremely difficult. Since copper, with its high
              electrical conductivity and good chemical properties, is increasingly used in microelectronic device fabrication, another
              way to create a patterned film had to be found.
            

            In fact, two quite different methods are used. The easier method is lift-off, which begins with photolithographically creating a stencil from photoresist. A second, softer layer of resist is exposed
              to give the holes a small overhang. Metal deposition is by evaporation or PVD, optimised for low step coverage so that the
              islands deposited at the base of the holes are not connected to the bulk film on top of the photoresist. When the resist is
              later dissolved, the metal film peels away and only the metal on the substrate remains.
            

            Smaller features, as in the most advanced modern CMOS (complementary metal-oxide-semiconductor) architectures, require the
              more difficult damascene method. A dielectric layer, such as CVD SiO2, is deposited and patterned by etching in the usual way. Copper is then deposited over the top, filling all the holes and
              being sure to leave no voids. This copper is then ground away in a process of chemical mechanical polishing (CMP) until the top of the dielectric layer is exposed and the pattern, in the copper filling the gaps, emerges. In the most
              advanced logic chips, with transistor-gate dimensions below 100 nm, oxide dielectric is now being replaced with more delicate
              organosilicate insulators, chosen for the low dielectric constant that reduces capacitances and allows faster device operation.
              Unfortunately, these materials are mechanically soft and friable and the CMP step is far from straightforward.
            

            
              
                SAQ 16

              

              
                
                  Distinguish between the deposition requirements for a low-melting-point metal and a high-melting-point dielectric oxide.

                

                View answer - SAQ 16

              

            

          

        

      

    

  
    
      
        8  Etching

        
          8.1 Introduction

          Etching is central to all forms of micro-device production, from microelectronics and memory through to microsystems technology.
            Although materials, geometries and feature sizes vary widely, etch processes have a few common features and requirements:
          

          
            	
              Etching acts by converting solid material into a gas or a liquid that can be pumped or flushed away.

            

            	
              It is usually restricted to the openings in a lithographically defined mask, and since this mask must survive for the duration
                of the process the etch must be selective.
              

            

            	
              The cross-sectional shape (profile) of the etched hole is usually important; the most common requirement, both for microelectronics and MEMS, is for near-vertical
                walls without undercutting of the mask.
              

            

            	
              The roughness of the etched surface and any electrical or mechanical damage to the device must be controlled.

            

            	
              A consistent result is needed both across a wafer (uniformity) and between wafers (repeatability), since this determines the proportion of working devices (the yield); it may be necessary to monitor the etch to detect when the process is finished (endpoint).
              

            

            	
              Etch rate is always important, since time is money.
              

            

          

        

        
          8.2  Wet etches: acids and bases

          The simplest etches use a liquid solvent that converts the material into a soluble compound or a gas. Unfortunately, most
            materials used in micro-devices have few soluble compounds, so some very aggressive chemicals are needed to attack them. Here
            is a list of some of the most commonly used ones:
          

          
            	
              Hydrofluoric acid (chemical formula HF) is used to convert silicon dioxide into water-soluble H2SiF6 (plus some hydrogen and water). It attacks silicon so slowly that for practical purposes it cannot be said to etch it at
                all. Dilute HF is used as a dip to remove native oxide from bare silicon surfaces before a silicon etch.
              

            

            	
              HNA is a mixture of hydrofluoric and nitric acids, diluted with acetic acid. It will eat into silicon very rapidly (up to
                100 μm min−1) at around room temperature – the nitric acid oxidises the silicon, allowing the HF to attack. This etch is isotropic (i.e. not at all directional), so the etched hole bulges out sideways below the mask opening, as shown in Figure 34.
              

            

          

          
            [image: Figure 34]

            Figure 34 Profile of a feature made using an isotropic wet-etching process

          

          
            	
              Hot potassium hydroxide (KOH) solution does not etch silicon as quickly (around 1 μm min−1), but has the advantage that it is anisotropic (etching faster along some crystal planes than others). This allows angled facets to be cut into the silicon surface (as
                shown in Figure 35) giving better control over where the etch goes.
              

            

          

          
            [image: Figure 35]

            Figure 35 Profile of a feature made using an anisotropic wet-etching process

          

          
            	
              Tetramethyl ammonium hydroxide (TMAH) solution, although less anisotropic than KOH, is a useful alternative when integrated
                circuits are to be made on the same chip (potassium is fatal to integrated circuits).
              

            

            	
              Phosphoric acid (H3PO4) solution will dissolve aluminium oxide, and together with some oxidising nitric acid can also etch aluminium. When heated
                to 160 °C, this acid will also etch silicon nitride. Silicon and silicon dioxide are unaffected by H3PO4, hot or cold.
              

            

          

          Table 4 summarises the characteristics of these etchants.
          

          
            Table 4 Etch rates and target materials for a selection of wet etchants

            
              
                
                  	Etchant
                  	Target material
                  	Approximate etch rate/μm min−1
                  	Preferred mask material
                

                
                  	HF (20 °C)
                  	SiO2
                  	0.1
                  	photoresist, Si3N4
                

                
                  	HNA (20 °C)
                  	Si
                  	4–100
                  	Si3N4, SiO2
                

                
                  	KOH (80 °C)
                  	Si
                  	1
                  	Si3N4, SiO2
                

                
                  	TMAH (80 °C)
                  	Si
                  	0.5–1
                  	SiO2, Si3N4
                

                
                  	H3PO4 (160 °C)
                  
                  	Si3N4
                  	0.004–0.01
                  	SiO2
                

              
            

            

          

          A quick glance at the safety sheets shows that all of these are dangerous chemicals (except for acetic acid, which you can
            sprinkle on your food), but there is another problem with using liquids in device production. Once the process is over, how
            do you dry the device off? It is essential that all of the reactants are removed – we cannot have the etch continuing merrily
            onwards throughout the life of the device – but they may be difficult to remove without leaving residues that can interfere
            with later processing. Microsystems manufacture also has an extra difficulty: surface tension forces at the liquid surface
            can rip apart or glue together a lovingly created and delicate suspended structure. Much better, therefore, if both the reactants
            and the products of the etch process stay as gases throughout.
          

        

        
          8.3  Gas-phase etching

          
            8.3.1 Fluorine-based etching of silicon

            Given the noxious chemistry needed to etch silicon with a liquid, it is perhaps surprising that a gas can do the job at all.
              However, both xenon fluoride (XeF2) and chlorine trifluoride (ClF3) gases have been used successfully for just this purpose. Each acts as a source of fluorine atoms, which are just barely
              bound together into molecules and are easily rearranged around silicon atoms with which they form strong bonds, turning them
              into inert SiF4 gas. These highly corrosive gases can achieve very similar results to liquid etchants (etching at a few μm min−1) without the problems associated with drying.
            

            XeF2 is a rare example of a compound of a noble gas. That it exists is a measure of the extreme reactivity of the fluorine atom.
            

            Neither liquid nor gaseous etchants give much control over the etch profile. The etched holes grow sideways, undercut the
              mask, and before long join up with their neighbours. This is not usually the desired result. To pack devices densely together,
              we need to etch straight downwards.
            

          

          
            8.3.2 Sputter etching: argon ion etching of gold

            One commercial process for cutting inkjet printer nozzles uses sandblasting. Not surprisingly, the surface finish is rather
              poor and there are issues with particles contaminating the devices. However, it is a physical process very like this that
              we need if we are to achieve a vertical etch profile.
            

            The key is directed bombardment by highly energetic particles. When processing on the microscale, these particles are not
              sand grains but ions accelerated towards the surface by an electric field. Ar+ ions are most commonly used, as argon is chemically inert, easily ionised, relatively cheap and its heavy ions, like heavy
              hammers, are more effective for chipping away at a surface. The process is harder than you might think. An equivalent task
              would be breaking down a cemented brick wall by hurling bricks at it.
            

            In the simplest apparatus, such as the reactive ion etcher shown in Figure 36, an electrical discharge is created in a vacuum chamber by applying a voltage to a platen where the wafer sits. With a gap
              of a few cm to the ceiling, the best gas pressure is around 100 Pa and a plasma can be sustained with a few hundred volts.
              Ions are pulled onto the platen and therefore onto the wafer with energy (in electron volts) similar to the applied voltage.
              Since 1 eV of ion energy is equivalent to a temperature of 11 000 K (this is not a typographical error!), these ions are quite
              capable of dislodging atoms and sputtering the material away.
            

            A plasma is an ionised gas. The plasmas used in semiconductor processing are near to room temperature. They consist mainly
              of ordinary gas molecules doing nothing special, but a small proportion of them has been excited electrically, so that they
              are ionised. These ions can be made to move very fast by means of an electric field. The kinetic energy this gives them allows
              them to physically and chemically attack surfaces in ways otherwise possible only at very high temperatures.
            

            Usually at least one layer in the device structure is insulating, so you can't pass a DC current through it. However, RF currents
              are still transmitted so it is usual to operate plasma-processing apparatus at MHz frequencies: 13.56 MHz is a convenient
              standard frequency set aside by statute for industrial use.
            

            Sputter etching is not subtle, but it can be the only choice for materials (like gold and platinum) that are resistant to
              chemical attack. However, there are some big problems:
            

            
              	
                Etching tends to be slow. You are lucky to knock off more than one atom for each ion hitting the wafer, and the ion flux is
                  limited by the current that your power supply can deliver. Typically, sputter etch rates are measured in tens or at best hundreds
                  of nm min−1.
                

              

              	
                Sputter etching is not selective, so you need a mask that is either thicker or more resistant to sputtering by having stronger
                  bonds than the material you want to etch. Mask deposition and lithography then become as big a problem as the etch itself.
                

              

            

            
              [image: Figure 36]

              Figure 36 A reactive ion etcher; the plasma is sustained by the electric field between the platen and the showerhead, through
                which process gases are delivered
              

            

            
              	
                The sputtered atoms don't go away. They were recently part of a solid, and they will stick on the first surface they hit to
                  form a solid once again. Not only do the chamber walls get coated (there is a good living to be made recovering precious metals
                  from sputter chambers), but the material will also be redeposited up the sides of the etched hole and all over the face of
                  the wafer. This makes the problems of drying residues pale into insignificance.
                

              

            

          

          
            8.3.3  Reactive ion etching: chlorine/argon plasma etching of aluminium

            In a reactive ion etch (RIE), a chemical reaction is used to weaken the bonding of the surface of the material and assist
              the sputtering process. This combines the high rate and selectivity of a gas-phase etch with the directionality of a sputter
              etch.
            

            For example, consider aluminium etched anisotropically by a Cl2/Ar mixed-gas plasma, which etches at up to 1 μm min−1:
            

            
              	
                Power pumped into the plasma breaks the gases up, releasing argon and chlorine ions and an equal number of free electrons.

              

              	
                These electrons are accelerated in the electric field, and bombard the gas molecules to create more ions and break Cl–Cl bonds
                  to release free chlorine atoms (radicals). (Radicals are fragments of molecules. They are chemically important because they
                  are highly reactive: they want to recombine with something to make a stable molecule again.)
                
  
              

              	
                Although Cl2 gas does not react strongly with aluminium, the more aggressive chlorine radicals can rapidly convert the aluminium surface
                  into AlCl3. 
                

              

              	
                At 100 Pa, AlCl3 is still a solid but its molecules are not joined to the aluminium surface by primary chemical bonds, and it would boil off
                  at about 100 °C. This makes it much easier than the aluminium to sputter away.
                

              

              	
                Bare aluminium exposed at the base of the etch is continually chlorinated and sputtered away, but the etch sidewalls are barely
                  exposed to the ions, so the AlCl3 is removed from them only by the much slower process of evaporation. Any AlCl3 that does come off the walls tends to redeposit on the bottom corners of the etch floor, and the net effect is that the etch
                  proceeds mostly vertically, tapering inwards and with slow undercutting of the mask.
                

              

            

            Since the vertical and sideways etch processes act by different mechanisms, there are several ways to control the profile
              of the sidewalls:
            

            
              	
                More electrode voltage increases the ions' energy, and therefore their sputtering prowess, but makes them more likely to attack
                  the lithographic mask.
                

              

              	
                More gas pressure has an opposite effect. It increases the likelihood of chemical etchants attacking the sidewalls, while
                  slowing the ions down by collisions with gas molecules, so increasing the relative importance of chemistry compared to physics
                  in the process. Similar effects come from changing the proportions of Cl2 and Ar in the gas mixture.
                

              

              	
                Lower platen temperature suppresses evaporation, resulting in less undercutting and tapering.

              

              	
                Adding HBr to the gas mixture introduces a competing chemical reaction whereby bromine radicals form AlBr3, which is a slower reaction but with a product that is easier to remove than AlCl3 – Figure 37 shows the effect of adding HBr to the mix.
                

              

            

            Process engineers therefore have a good choice of control knobs, but they are never satisfied. They now demand that they should
              be able to:
            

            
              	
                etch faster

              

              	
                eliminate undercutting and tapering

              

              	
                etch materials that don't form a convenient, easily sputtered compound – such as silicon.

              

            

            
              [image: Figure 37]

              Figure 37 SEM images of Al tracks etched with (a) Cl2 alone, and (b) a Cl2/HBr mixture. In (a) the sidewalls are sloping, whereas in (b) they are vertical. HBr encourages the formation of volatile
                AlBr3 instead of the less volatile AlCl3

            

          

          
            8.3.4  Etchants and protectants: sulphur hexafluoride/oxygen plasma etching of siliconL

            A high etch rate requires a highly reactive etchant, forming a gaseous reaction product that we don't have to remove in a
              separate process. We have considered chlorine and bromine as etchants, but the reactivity series for simple radicals is F
              > O > Cl > N > Br > H, so we would prefer to use fluorine or oxygen.
            

            Oxides are almost always solids, with the notable exception of carbon dioxide. This makes O2 the plasma etchant of choice for carbon compounds, as the rapid etch selectively removes only organic material, just forming
              a surface oxide layer elsewhere.
            

            Fluorides, in contrast, are quite commonly gaseous, except for group III of the Periodic Table (Al, Ga, In) – where we must
              settle for chlorine when seeking the best etch rates – and most transition metals, where hardly any compounds are volatile.
              A fluorine-containing plasma gives the highest etch rates for most other materials. Several gases are available as the source
              of fluorine, in order of increasing bond strength: XeF2, F2, ClF3, NF3, SF6, HF, CF4. The most generous with fluorine is SF6. Moreover, it is easily ionised and is non-toxic, so it is a common favourite – although unfortunately it is also a very
              potent greenhouse gas.
            

            Since SiF4 is a gas, there is no need for ion bombardment to remove it, and an SF6 plasma etch of silicon, although fast, is isotropic. To protect sidewalls during the etch, a small bleed of oxygen is added
              to the gas mixture, and a one-off reaction at a newly etched surface forms a solid passivation layer involving atoms of silicon, oxygen and fluorine. This passivation layer resists chemical attack by the fluorine, stopping
              the etch dead. To keep the etch moving downwards, the oxide is sputtered from the etch floor by ion bombardment. Figure 38 shows the effect of adding O2 to the SF6 etch.
            

            This passivated plasma etch can be thought of as three processes, operating simultaneously:

            
              	
                passivation of exposed silicon by oxygen radicals, forming SiO2

              

              	
                removal of oxide, from the etch floor only, by ion bombardment

              

              	
                chemical etching by fluorine radicals, acting only where the passivation has been removed.

              

            

            
              [image: Figure 38]

              Figure 38 SEM images of (a) isotropic SF6 etch and (b) anisotropic SF6/O2 etch of silicon
              

            

            There are now even more knobs for the engineer, as each process can be controlled separately. For example, if we want a vertical
              etch, but rate is at less of a premium than undercut or selectivity to other materials, we might now deliberately weaken the
              etch chemistry. We could do this by substituting Cl2 for SF6, or by adding HBr, which soaks up fluorine from the plasma to form HF. Note that the role of HBr in this case is very different
              from its action in the aluminium etch above. The choices made when selecting etch chemistries can be very specific to the
              materials under consideration and the constraints of the desired result, and several variants of this process might be used
              at different stages in forming the same device.
            

          

          
            8.3.5  Alternative plasma chamber designs: MERIE and ICP

            There are several variants of the parallel-plate RIE chamber. For example:

            
              	
                The ‘magnetically enhanced’ MERIE, where magnetic fields are used to slow the leakage of plasma to the chamber walls, reducing
                  the operating voltage and improving the power efficiency.
                

              

              	
                ‘Plasma mode’ operation, where the RF voltage is applied to the chamber ceiling and the platen is grounded. This reduces the
                  ion energy at the wafer from hundreds of volts to tens of volts, giving a physically much gentler etch for low-damage processing.
                

              

            

            Parallel-plate chambers, however, have two significant limitations

            
              	
                It is not possible to control the current (ion flux), voltage (ion energy) and power (chemical dissociation) independently
                  of one another.
                

              

              	
                They will operate only over a limited range of pressure, from ~20 Pa to ~200 Pa.

              

            

            To achieve independent ion flux and energy control requires two power sources – one to create the plasma and a second to accelerate
              the ions to the wafer. Plasma creation in this case uses a very different technology, in the form of an inductively coupled plasma (ICP) chamber – see Figure 39. The chamber has an insulating wall (or sometimes ceiling), with an antenna coil wrapped around the outside (or occasionally
              inside) through which an RF current flows. The oscillating magnetic field induces currents in the plasma, heating its electrons
              and driving the electron-molecule collisions that sustain it.
            

            The choice of RIE (high pressure, low ion flux, high ion energy, and low radical density) against ICP (low pressure, high
              ion flux, controllable ion energy and high radical density) depends on the process result required – each has its advantages
              and there is not always agreement on the best choice.
            

            
              [image: Figure 39]

              Figure 39 (a) ICP chamber and (b) its operating principle. RF current around an antenna (red) generates an oscillating magnetic
                field that passes through the insulating chamber wall (green) to induce an opposing current in the plasma (blue)
              

            

          

          
            8.3.6  Deep silicon etching

            MEMS structures often require etching to a much greater depth than is needed for microelectronics. A rate of 1–2 μm min−1 may be quite sufficient for making transistors less than 1 mm deep, but to etch through 600 mm of silicon to form an accelerometer
              would take all day. The advent of MEMS and wafer-level packaging applications, therefore, brought a need for yet faster anisotropic
              etches, requiring advances both in the process and in the etching equipment.
            

            Capacitive coupling, used in RIE at higher pressure, cannot deliver high power without very high bias voltages. Conversely,
              ICP etches become inefficient and non-uniform at high pressure: as diffusion slows, power coupling becomes localised so the
              gas in most of the chamber is not dissociated. The answer is a downstream source: gas is fed through a small, high-power inductive
              region, then expands to fill the reaction chamber containing the wafer.
            

            On the process side, etching remains with the most reactive choice of SF6, with more power, more pressure and more flow all resulting in faster processing. This soon reaches a limit, though, as the
              more aggressive etch punches through the thin oxide passivation layer and adding more oxygen just makes it impossible to clear
              the etch floor. For the etch rate to be further increased, more robust sidewall passivation is required.
            

            One solution is to cool the wafer: the silicon oxyfluoride created in the SF6/O2 etch is less volatile than SiF4, and low temperature can hold it on the surface. There is a snag: ‘low’ means −100 °C, so a specially designed wafer stage,
              complex measures to prevent condensation and a ready supply of liquid nitrogen are required.
            

            A simpler solution is not to form the passivation layer by a reaction with silicon, but to deposit it as a thick layer using
              fluorocarbon polymer (like the non-stick coating on a frying pan); suitable precursors include CHF3, C3F8, and C4F8. Unfortunately, for polymerisation the F:C ratio in the plasma must not exceed 3:1, but this is incompatible with the huge
              fluorine quantities required for fast etching. Robert Bosch GmbH found the way around this problem. Although a fluorine etch
              plasma and a fluorocarbon depositing plasma cannot be used together, you can switch from one to the other and back again repeatedly.
            

            Deep reactive ion etching (DRIE) using the patented Bosch process achieves a vertical profile by alternating etching and deposition
              cycles, while collimated ion bombardment keeps the base of the feature clear. Selectivity to lithographic masks is excellent,
              the process operates at room temperature, and the polymer is easily removed with an oxygen plasma when the etch is complete.
            

            A collimated beam of ions is one in which each ion's trajectory is parallel to that of all the others.

            DRIE-etched walls show scallops (Figure 40) recording the history of the cycles, as rings on a tree record the passage of the seasons. The scallops’ undercut also means
              that etched features can be up to 1 mm wider than the pattern defined by the lithography. Although this is acceptable for
              mechanical devices, optical and moulding applications require much smoother walls. Scallop reduction is a current challenge
              for the Bosch process: gas cycling must be speeded up, and the process adjusted towards heavier passivation.
            

            
              [image: Figure 40]

              Figure 40 (a) Bosch process and (b) SEM images of free-standing structures produced by the Bosch process. Notice the vertical
                but scalloped side walls
              

            

          

        

        
          8.4  Stopping the etch

          Just as important as being able to remove material is being able to stop doing so once the intended etch depth has been reached.
            Success or failure in this aspect of etching determines whether or not any of the benefits of parallel processing of thousands
            of devices will be obtained. Uniformity of result from device to device, and repeatability from wafer to wafer, are crucial
            to the economic viability of the whole exercise.
          

          There are three broad categories of approach to this problem:

          
            	
              Open-loop control – by close attention to maintaining consistent process conditions, calibrating the system for etch rate
                and then using timing.
              

            

            	
              Closed-loop control – by monitoring in real time some indicator of the progress of the etch.

            

            	
              Self-limiting – by designing the device in such a way that upon completion of the etch, there's no more etchable material
                in contact with the etchant.
              

            

          

          The first two approaches entail the active intervention of the person or machine doing the etching, while the last is a ‘fail-safe’
            approach whereby leaving the wafer longer than necessary in the etchant has no significant consequences.
          

          
            8.4.1  Open-loop control

            Open-loop is the crudest way of controlling etch depth. It relies on ensuring that every aspect of the process that can affect
              the rate of progress of the etch is kept under tight control. This can add up to a sizeable list. Table 5 shows just some parameters that affect both wet and dry etching.
            

            Whether it involves wet or dry etching, once all these variables have been fixed, the etch system must then be calibrated
              for etch rate. A sample wafer is etched for a known amount of time after which the etch depth is accurately measured, either
              with a surface profiler or by looking at a cross section under an SEM.
            

            Pure open-loop control of etch depth is the last resort. With so many parameters needing control, there are many ways in which
              the process can go wrong. It is rarely possible to guarantee the etch depth to better than a few per cent and in many cases
              this is simply not good enough. What is really needed is some way of keeping track of the etching while it is going on, and
              this leads us to the next approach to the problem.
            

          

          
            8.4.2  Closed-loop control

            Very often in the manufacture of microsystems, the etching steps are meant to remove a layer of material entirely from within
              the areas defined by the mask pattern. This offers the opportunity to detect the moment the etch is complete by spotting a
              change in composition of the reaction products from the etching. This is particularly useful in dry etching, where very small
              numbers of molecules can be detected using optical or mass-spectrometry-based residual gas analysis. Gaseous reaction products
              are quickly transported through the volume of the chamber, and so can be detected by these systems seconds after the layer
              that produced them is reached by the etchant.
            

            End-point detection can sometimes also be done optically, directly on the substrate. In wet etching, for instance, the transparency
              of the wafer to infrared light can be monitored (though this, like the open-loop methods, requires a calibration run first
              to establish the relationship between material thickness and light transmission).
            

            
              Table 5 Parameters affecting wet and dry etch rates

              
                
                  
                    	Parameter
                    	Wet etching
                    	Dry etching
                  

                  
                    	Temperature of etchant
                    	Chemical reaction rates generally increase with temperature. Small changes in temperature can dramatically change the etch
                      rate.
                    
                    	The analogous quantity to etchant temperature in dry etching is the ion kinetic energy. This in turn is affected by gas pressure
                      and bias voltage.
                    
                  

                  
                    	Temperature of target material
                    	High thermal mass of etchant and good heat transfer to target material generally means this is the same as the etchant temperature.
                      
                    
                    	Bombarding surfaces with high-energy ions results in heating. Poor thermal contact to the wafer means temperature control
                      can easily be lost. Wafer temperature affects surface transport, evaporation and redeposition of reagents and reaction products.
                      In turn, this affects both etch rate and etch profile.
                    
                  

                  
                    	Composition of etchant
                    	Important sources of uncertainty in the composition of the reagents include: accuracy of measurement of volumes in mixtures;
                      changes in composition during storage; and local variation in composition during the etching process as reagents become consumed.
                      This is especially so in deep, narrow holes.
                    
                    	Composition of gas mixtures is controlled by flow rates through gas lines. Accuracy of metering directly affects the gas composition.
                      Local variations in gas composition during etching occur when there is variation in the proportion of the surface area being
                      etched.
                    
                  

                  
                    	Homogeneity
                    	Local variations in temperature and reagent composition can be greatly reduced by agitation of the liquid. This may be done
                      using magnetic stirrers or bubblers. If a reaction product is a gas, bubbles can adhere to surfaces, preventing further attack
                      by the etchant. Agitation is important in removing these quickly.
                    
                    	The three-dimensional shape of the electric and magnetic fields in the etching chamber causes variations in the ion energy
                      and hence the etch rate. Even the step caused by the edge of the wafer on the electrode can cause a zone on the wafer where
                      the field, and hence the etch rate, is different.
                    
                  

                  
                    	Surface state
                    	Silicon spontaneously oxidises at room temperature, forming a layer up to 2 nm in thickness. This layer can delay the start
                      of a silicon etch in an unpredictable way. Good practice therefore includes an HF dip to restore a pristine surface immediately
                      before the etch is started.
                    
                    	This issue affects dry etching equally.
                  

                
              

              

            

          

          
            8.4.3 Self-limiting etches

            In practice, it is often possible to design microsystems in such a way that there is no need to pay great attention to knowing
              the precise moment when the etching has gone far enough. A good example is the etching of the movable structures in surface-micromachined
              electromechanical devices.
            

            Figure 41 shows a simplified process sequence by which a movable cantilever is made by surface micromachining. Here, two different
              etching steps are used to make the device. The first is an anisotropic dry etch using a reactive ion etcher. The end-point
              of this etch is reached when the silicon has been removed down to the underlying oxide layer. This layer is etched much more
              slowly by the process, and so forms a barrier to further deepening of the etch hole. All that is required of the process is
              to etch for a long enough time to be sure that all the polysilicon has gone – there's no need to time it very precisely.
            

            Surface micromachining is the name given to the set of processes by which microsystems are formed on top of a silicon wafer,
              rather than cut into it. These are typically built up as multilayer sandwiches of thin oxide layers between thicker polycrystalline
              silicon layers, which eventually form the mechanical structures of the device.
            

            
              [image: Figure 41]

              Figure 41 Process sequence for making a surface-micromachined cantilever

            

            To release the moving structures, a second etch step is used to remove the oxide without affecting the polysilicon. This is
              usually done with HF, either in solution or as a vapour. Once more, there's no need to time the process precisely: the silicon
              beneath the oxide layer resists attack from the HF very effectively.
            

            In anisotropic wet etching of silicon, the etch stops are composed of the {111} planes of the crystal lattice. Figure 42 shows a KOH etch of a (100) silicon wafer on which a patterned silicon nitride layer will eventually form a suspended cantilever.
              Once the {111} planes defined by the opening in the nitride layer are fully formed, there is nothing left for the KOH to attack
              and the etch stops of its own accord.
            

            
              [image: Figure 42]

              Figure 42 Stages in the KOH etching of a (100) silicon wafer to form a suspended silicon nitride cantilever

            

            Another important etch barrier is the boron etch stop. Silicon that has been heavily doped with boron resists etching by anisotropic
              wet etchants. The boron can be introduced into the silicon either by diffusion, or by ion implantation (in which an energetic
              beam of boron ions crashes into the wafer, finally coming to rest some way beneath the surface, the depth of penetration being
              dependent on the energy of the ions). Figure 43 shows how a boron etch stop can be used to create a diaphragm of well-defined thickness with KOH etching.
            

            Wet chemical etching depends on the transfer of electrons between the etchant and the target material. This fact makes it
              possible to control etch rates by applying potential differences between the target material and the etchant. This is an elaborate
              process in which two differently doped layers in the silicon form a p-n diode junction. By applying the appropriate potential
              difference between a contact on the n-type silicon on the back of the wafer and the etchant solution, this material is protected
              from attack. For instance, this enables diaphragms like that in the boron etch stop example to be made but with the use of
              much lighter doping levels.
            

            
              [image: Figure 43]

              Figure 43 Use of the boron etch stop to fabricate a thin diaphragm with KOH etching

            

          

        

        
          8.5 Review

          We can sum up the distinctive features of wet etching with a few key points:

          
            	
              Wet etching, in general, is a simple process to operate. Wafers are immersed in a solution for a while before being taken
                out, rinsed, and dried. However, certain etches require more sophistication. They may need one or more of the following: heating
                and agitation of the solution; reflux of vapours to maintain concentrations; protection of back side of the wafer; incorporation
                of the wafer into an electrochemical cell.
              

            

            	
              Anisotropic wet etching is dependent on the existence of slow-etching crystallographic planes in the silicon. It can be applied
                only to single-crystal materials.
              

            

            	
              There are limitations on the geometries that can be produced by wet anisotropic etching. Any convex corners within the etch
                mask will result in undercutting of the mask, as fast-etching crystallographic planes are exposed. Figure 42 shows this happening under the silicon nitride cantilever.
              

            

            	
              The etchant must be rinsed off after the process. The mechanical stresses caused by the flowing liquid, and the surface tension
                effects during drying, can be destructive of movable micromachined structures on devices.
              

            

          

          
            [image: Figure 44]

            Figure 44 The process steps in the manufacture of a silicon nitride/silicon atomic force microscope probe assembly

          

          A summary for gas-phase etching produces a list as follows:

          
            	
              These are dry processes. There is no danger of etchant remaining on the wafers once they have been removed from the process
                chamber. Any residues present will be in the form of thin coatings of solid reaction or sputtering products.
              

            

            	
              The anisotropy comes essentially from the directional nature of the momentum of the gaseous etchant. The dependence on crystallographic
                orientation we have seen in the wet etches has gone. This means that there is much greater design freedom, not only in the
                feature shapes but also in the materials in which they are etched.
              

            

            	
              The anisotropy of gas-phase etching is such that near-vertical side walls are produced. This allows deep-etched features to
                be packed closely together on the wafer.
              

            

            	
              The investment in equipment is considerably greater than that needed for even the most sophisticated wet etching. However,
                the problems of danger to the process operators and toxic waste disposal are generally less severe.
              

            

          

          When it comes to etching, it is not a contest between wet and dry methods; rather, there is just more than one type of saw
            in a well-stocked toolbox. It is a matter of choosing the most appropriate for the exact purpose. In any microsystem, you
            will nearly always find that both wet and dry etches have been used in its fabrication.
          

          
            
              SAQ 17

            

            
              
                Figure 44 reproduces Figure 14. Bearing in mind the profiles (curved, straight, angled), specify details of each etching step (anisotropic, isotropic, wet,
                  dry) by completing the following description.
                

                The first etching step is a silicon etch (see Figure 44(b)). Judging by the _______ sidewalls, it is a ______________ etch, making use of the crystallographic slow etching planes.
                  It has been stopped by coming up against an oxide layer.
                

                The second etching step (see Figure 44(c)) is the removal of the nitride from the back and the front of the wafer, and the oxide from inside the cavity. The _______
                  shape of the edges of the remaining oxide indicates that this is an _________ etch.
                

                This could be done either wet or dry, but the fact that the nitride on the back and the front of the wafer have been removed
                  as well suggests that the sensible choice is to do this
                

                The third etch step is the patterning of the nitride layer on the top of the wafer (see Figure 44(d)). This could be done either wet or dry, but the fact that the nitride has been preserved on the back indicates that the
                  best choice here is a ____ etch.
                

                The final etch (see Figure 44(f)) is clearly an _________ etch. The undercut of the masking nitride and the _______ sidewalls are evidence of this. With
                  the information available in Figure 44(f), it is not possible to say whether this was a dry or wet etch.
                

              

              View answer - SAQ 17
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        SAQ 1

        Answer

        
          	
            (a) The operating principle is based on gas cooling of the metal. It is therefore important to impede the loss of heat by
              conduction along the beam. The conductance across the beam needs to be high to allow effective cooling via the back surface
              as well as the top. The conductance along the beam needs to be low.
            

          

          	
            (b) For heat flow front to back, the effective area here is 25 µm × 1000 µm and the path length for the heat flow is 1 µm.
              For heat flow along the beam, the relevant area is 25 µm × 1 µm and the path length is 1000 µm (i.e. one million times greater).
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        SAQ 2

        Answer

        In normal use the beam will be heated by the metal track that it supports. This will tend to lessen any tensile stress inherent
          in the material. Since a tensile stress in the beam keeps it taut, it is reasonable to build in a tensile stress sufcient
          to enable it to remain tensile even when operating.
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        SAQ 3 

        Answer

        
          	
            (a) An inert metal is needed that will operate stably as a resistor at high temperature in an oxidising gas; also one that
              is resistant to the etchants used to remove silicon during manufacture.
            

          

          	
            (b) It is an electrical and thermal insulator that can be formed by undercutting silicon, leaving a beam of material that
              can be inherently stretched by internal stresses built in as the material is formed.
            

          

          	
            (c) It is a robust mechanical substrate that can be chemically etched.
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        SAQ 4

        Answer

        The AFM detects shifts in frequency or voltage and the STM measures changes in a current.
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        SAQ 5

        Answer

        From the question, l = 130µm, b = 7 µm and a = 10µm.
        

        Using the stiffness formula (Equation 1.7):
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        SAQ 6

        Answer

        Using equation 1.9:

        
          [image: ]
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        SAQ 7

        Answer

        Energy interconversion is proportional to the square of the coupling coefficient. The ratio of energy conversion will be 0.72/0.12 = 49 times more efficient.
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        SAQ 8

        Answer

        Points of equilibrium occur where the force is zero. One is at infinite distance (very large separation, practically speaking)
          and the other is where the repulsive forces balance the attractive forces and the line crosses the separation axis.
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        SAQ 9

        Answer

        Dipole–dipole interactions are independent of time. London forces do not have a permanent static-charge distribution.
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        SAQ 10

        Answer

        The term ω02 comes from rearranging Equation (5.5). This is due to the solution that I identified for the simple (undamped) harmonic oscillator,
          x = A cosω0t. Remember that ω0 is the natural angular frequency of the system.
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        SAQ 11

        Answer

        
          	
            (a) A large damping coefficient would imply that the losses are high, so I would expect the oscillations to decay quickly.

          

          	
            (b) A large mass will resist the damping more readily (think of a heavy mass on a spring; it will be less affected by the
              surrounding air) and so it will tend to reduce the rate of decay.
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        SAQ 12

        Answer

        There are three physical parameters for which I can choose the properties: the spring constant, the mass and the damping coefficient.
          The natural period is proportional to [image: ] so I should choose either a large value for the spring constant or a small mass. On the other hand, the decay rate is inversely
          proportional to b/m. So I need either a small damping coefficient or a large mass. In practice, choosing which of the above to alter will depend
          on the options that I have available.
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        SAQ 13

        Answer

        The mass would tend to follow my hand movement more readily and so would tend to lag less.
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        SAQ 14

        Answer

        
          [image: ]
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        SAQ 15

        Answer

        
          	
            (a) We want the clock to run for as long as possible and at an extremely precise frequency; so we look for the highest possible
              Q-value.
            

          

          	
            (b) Car suspension is damped by shock absorbers; these reduce resonance effects which might otherwise prove disastrous. A
              very low Q-value is appropriate here.
            

          

          	
            (c) As I have already mentioned we need a high Q-value in order to ensure that the bell will ring for some time. However, a high Q-value would lead to a quiet bell and so a compromise has to be sought between volume and longevity.
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        SAQ 16

        Answer

        Metals can be deposited using techniques such as electroplating or evaporation. An insulating dielectric (and inparticular
          a high-melting-point one) can prove more difficult to deposit. Techniques suitable for these insulating layers are spin-on
          reactive PVD (with RF bias) or CVD.
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        SAQ 17

        Answer

        The first etching step is a silicon etch (see Figure 44(b)). Judging by the angled sidewalls, it is a wet anisotropic etch, making use of the crystallographic slow etching planes. It has been stopped by coming up against an oxide layer.
        

        The second etching step (see Figure 44(c)) is the removal of the nitride from the back and the front of the wafer, and the oxide from inside the cavity. The curved shape of the edges of the remaining oxide indicates that this is an isotropic etch. This could be done either wet or dry, but the fact that the nitride on the back and the front of the wafer have been
          removed as well suggests that the sensible choice is to do this wet.
        

        The third etch step is the patterning of the nitride layer on the top of the wafer (see Figure 44(d)). This could be done either wet or dry, but the fact that the nitride has been preserved on the back indicates that the
          best choice here is a dry etch.
        

        The final etch (see Figure 44(f) is clearly an isotropic etch. The undercut of the masking nitride and the curved sidewalls are evidence of this. With the information available in Figure 44(f), it is not possible to say whether this was a dry or wet etch.
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