
Chapter 1 

Data 

An excellent approach to achieving an initial understanding of a set of data is to 
summarize the data in graphical form. In this chapter several diagrammatic rep- 
resentations are described. A data set may also be summarized numerically, and 
some common measures are described. The chapter ends with a look forward fo 
the rest of the course. 

Chambers English Dictionary defines the word data as follows. 

data, data, . . . , n.pl. . . .facts given, from which others may be 
inferred: - sing. da'tum(q.v.) . . . . [L. data, things given, pa.p. 
neut. pl. of dare, to give.] 

You might prefer the definition given in the Shorter Oxford English Diction- 
ary. 

data, things given or granted; something known or assumed as fact, 
and made the basis of reasoning or calculation. 

Data arise in many spheres of human activity and in all sorts of different 
contexts in the natural world about us. The science of statistics may be 
described as exploring, analysing and summarizing data; designing or choosing 
appropriate ways of collecting data and extracting information from them; 
and communicating that information. Statistics also involves constructing 
and testing models for describing chance phenomena. These models can be 
used as a basis for making inferences and drawing conclusions and, finally, 
perhaps for making decisions. The data themselves may arise in the natural 
course of things (for 'example, as meteorological records) or, commonly, they 
may be collected by survey or experiment. 

Later in the course, beginning in Chapter 2, we shall look at models for data. 
However, we shall begin here by examining several different data sets and 
describing some of their features. 

Depending on the way they are expressed (perhaps as a mere list or in a 
complicated table), very large data sets can be difficult to appreciate without 
some initial consolidation (perhaps as a series of simpler tables or in a dia- 
grammatic form). The same applies to smaller data sets, whose main message 
may become evident only after some procedure of sorting and summarizing. 

It is now relatively easy to use a statistical computer package to explore data 
and acquire some intuitive 'feel' for them. This means that you can approach 
statistics as a numerical detective rather than as a theoretician who may be 
required to take on board difficult assumptions and preconceptions. 
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Indeed, you would have to  take on trust the direction and validity of any 
theoretical approach unless guided by the structure or 'shape' of your data. 
This is reassuring in that the most important and informative place to  start 
is the logical one, namely with the data themselves, and the computer will 
make your task both possible and relatively quick. 

However, you must take care not to  be misled into thinking that conlputers 
have made statistical theory redundant. Far from it, you will find the com- 
puter can only lead you to  see where theory is needed to underpin a common- 
sense approach or, perhaps, to reach an informed decision. It cannot replace 
such theory and it is incapable of informed reasoning. 

However, if you are to gain real understanding and expertise, your first steps 
are best directed towards learning to use your conlputer to  explore data, and 
to  obtain some tentative inferences from them. 

The technologj explosion of recent years has made relatively cheap and power- 
ful computers available to all of us. Furthermore, it has brought about an 
information explosion which has revolutionized our whole environment. In- 
formation pours in from the media, advertisements, government agencies and 
a host of other sources and, in order to  survive, we must learn to make rational 
choices based on some kind of summary and analysis of it. We need to learn 
to  select the relevant and discard the irrelevant, to sift out what is interesting, 
to have some kind of appreciation of the accuracy and reliability of both our 
information and our conclusions, and to produce succinct summaries which 
can be interpreted clearly and quickly. 

Our methods for summarizing data will involve the computer in producing 
graphical displays as well as numerical calculations. You will see how a pre- 
liminary pictorial analysis of your data can, and indeed should, influence your 
entire approach to choosing a valid, reliable method. 

But we shall begin with the data themselves. In this course, except where it 
is necessary to  make a particular theoretical point, all of the data sets used 
are genuine; none are artificial, contrived or 'adjusted' in any way. 

Statistics exists as an academic and intellectual discipline precisely because 
real investigations need to be carried out. Simple questions, and difficult ones, 

about matters which affect our lives need to be answered; information needs 
to be processed; and decisions need to be made. The idea of the statistician 
as a detective has already been introduced. 'Finding things out' is fun: this 
is the challenge of real data. 

1. I Data and questions 

The data  sets you will meet in this section are very different from each other 
in both structure and character. By the time you have reached the end of this 
chapter, you will have carried out a preliminary investigation of each, ident- 
ified important questions about them and made a good deal of progress with 
some of the answers. As you work through the course developing statistical 
expertise, these data sets will be revisited and different questions addressed. 

There are eight data sets here. Do not spend too long with them at  this early 
stage; you should spend just long enough to see how they are presented and 
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think about the questions that arise. However, if you think you have identified 
something interesting or unusual about any one of them, make a note of your 
idea for later reference. 

Example 1.1 USA workforce 
The first data set comprises the figures published by the US Labor Department 
for the composition of its workforce in 1986. It shows the average numbers 
over the year of male and female workers in the various different employ- 
ment categories and is typical of the kind of data published by government 
departments. 

Table 1 .1  Average composition of the USA workforce during 1986 

Type of employment Male (millions) Female (millions) 

Professional 15.00 11.60 
Industrial 12.90 4.45 
Craftsmen 12.30 1.25 
Sales 6.90 6.45 
Service 5.80 9.60 
Clerical 3.50 14.30 
Agricultural 2.90 0.65 

In spite of this being a small and fairly straightforward data set, it is not 
easy to  develop an intuitive 'feel' for the numbers and their relationships with 
each other when they are displayed as a table. What is the most meaningful 
and appealing way to show the information? How best can you compare the 
male and female workforces in each category? Or is the important question 
perhaps a comparison between the total number of employees in each of the 
seven categories? W 

Example 1.2 Opinion polls 
If you found the data displayed in Table 1.1 awkward to interpret, or even 
if you did not, you should find the layout of the next data set thoroughly 
confusing. On 19 December 1989, the Guardian newspaper published the 
following table of opinion poll figures. 

Table 1 .2  A newspaper summary of voting intentions 

RECENT OPINION POLLS 

Fieldwork Poll Sample Con Lab L. Dem SDP G m  

10-11.11 ICMIGuardian 1416 36 49 6 3 3 
8-13.11 NOP 1628 34 46 9 t 6 
22-23.11 Harrisl Obsvr 1037 36 47 9 1 4 
23-24.11 MORI/S.Times 1068 37 51 4 3 4 
24-25.11 ICM/S. Corr 1460 38 48 3 4 5 
24-26.11 ASL* 801 37 44 4 3 8 
29.11-4.12 NOP 1760 38 45 7 5 
1-4.12 GalluplD. Tele 950 37.5 43.5 9 4 
8-9.12 ICM/Guardian 1333 37 49 4 3 4 
12-14.12 Harrisl Obsvr 978 39 46 6 1 5 
Guardian average of last 5 38 46 6 5 3 
General election June 1987 43 32 Alliance 23 

Where two or more polls were sampling at  the same time, only one average 
is given. *Telephone poll. t NOP no longer records a separate figure for the 
SDP but includes them in Others; average figures are adjusted accordingly. 
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Presumably the column labelled Fieldwork gives the dates during which the 
polls in the second colun~n were carrying out sampling. The precise meaning 
of most of the footnote is anybody's guess and what is the 'Guardian average 
of last S'? How was it calculated? 

When displaying tables of numbers there is much to  be said for clarity and 
simplicity. Tables should not be complicated and Table 1.3, which follows, 
has the information most readers would want. 

Table 1.3 A simpler summary of voting intentions 

DECEMBER OPINION POLLS 

Poll Number of people Percentages 
questioned Con Lab L. Dem Others 

NOP 1760 38 45 7 10 
Gallup/ D. Tele 950 37.5 43.5 9 10 
ICM/ Guardian 1333 37 49 4 10 
Harris/ Obsvr 978 39 46 6 9 

How reliable are such polls? Do they really give an accurate reflection of 
party support? What  are the likely errors? You can see that there is enor- 
mous variation in sample size between the different polls, with NOP's sample 
almost double that of Gallup/Daily Telegraph. Does the way of drawing the 
sample matter, and how do we know that the sample is typical of the voting 
population as a whole? 

Example 1.3 Infants with SlRDS 
This data set comprises recorded birth weights of 50 infants who displayed 
severe idiopathic respiratory distress syndrome (SIRDS). This is a serious 
condition which can result in death. The data appear below in Table 1.4. 

Table 1 .4  Birth weights (in kg) of infants with 
severe idiopathic respiratory distress syndrome 

1.050* 2.500* 
1.175' 1.030* 
1.230' 1.100* 
1:.310* 1.185* 
1.500' 1.225' 
1.600* 1.262' 
1.720* 1.295' 
1.750* 1.300* 
l.77O* 11.550* 
2.275* 1.820' 

* child died 

At first glance, there seems little that one can deduce from these data. The 
babies vary in weight between 1.03 kg and 3.64 kg. Notice, however, that some 
of the children died. Surely the important question concerns early identifi- 
cation of children displaying SIRDS who are a t  risk of dying. Do the children 
split into two identifiable groups? Is it possible to relate the chances of event- 
ual survival to birth weight? H 

Example 1.4 Runners 
The next data set comes from 22 of the competitors in an annual cham- 
pionship run, the Tyneside Great North Run. Blood samples were taken from 

van Vliet, P.K. and Gupta, J.M. 
(1973) Sodium bicarbonate in 
idiopathic respiratory distress 
syndrome. Arch. Diseases in  
Childhood, 48, 249-255. 
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eleven runners before and after the run, and also from another eleven runners 
who collapsed near the end of the race. The measurements are P en- 
dorphin concentrations in pnlol/litre. Unless you have had medical training 
you are unlikely to know precisely what constitutes a plasma P endorphin 
concentration, much less what the units of measurement mean. This is a 
common experience even among expert statisticians working with data from 
specialist experiments, and usually gives little cause for concern. What mat- 
ters is that some physical attribute can be measured, and the measurement 
value is important to  the experimenter. The statistician is prepared to accept 

- - 

that running may have an effect upon the blood, and will ask for clarification 
of medical questions as and when the need arises. The data are given in 
Table 1.5. 

Table 1.5  Blood plasma P endorphin concentration (pmol/l) 

Normal runner before race Same runner after race Collapsed runner after race 

4.3 29.6 66 
4.6 25.1 72 
5.2 15.5 79 

You can see immediately that there is a difference in P endorphin concen- 
tration before and after a race, and you do not need to be a statistician to see 
that collapsed runners have very high P endorphin concentrations compared 
with those who finished the race. But what is the relationship between initial 
and final p endorphin concentrations? What is a typical finishing concen- 
tration? What is a typical concentration for a collapsed runner? How do the 
dispersions of data values compare? 

The table raises other questions. The eleven normal runners (in the first 
two columns) have been sorted according to increasing pre-race endorphin 
levels. This may or may not help make any differences in the post-race levels 
more immediately evident. Is this kind of initial sorting necessary, or even 
common, in statistical practice? The data on the collapsed runners have also 
been sorted. The neat table design relies in part on the fact that there were 
eleven collapsed runners measured, just as there were eleven finishers, but 
the two groups are independent of each other. There does not seem to be 
any particularly obvious reason why the two numbers should not have been 
different. Is it necessary to the statistical design of this experiment that the 
numbers should have been the same? W 

Example 1.5 Cirrhosis and alcoholism 
These data, quoted for several countries in Europe and elsewhere, show the 
average alcohol consumption in litres per person per year and the death rate 
per 100 000 of the population from cirrhosis and alcoholism. It would seem 
obvious that the two are not unrelated to  each other, but what is the relation- 
ship and is it a strong one? How can the strength of such a relationship be 
measured? Is it possible to assess the effect on alcohol-related deaths of taxes 
on alcohol, or of laws that aim to reduce the national alcohol consumption? 

The letter P is the Greek lower-case 
letter beta, pronounced 'beeta'. 

Dale, G., Fleetwood, J.A., 
Weddell, A., Ellis, R.D. and 
Sainsbury, J.R.C. (1987) 
Beta-endorphin: a factor in 'fun 
run' collapse? British Medical 
Journal, 294, 1004. 
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The  da ta  are given in Table 1.6. 

Table 1 .6  Average alcohol consumption and death rate 

Country Alcohol consumption Cirrhosis & alcoholism 
(l/person/year) (death rate/100,000) 

Osborn, J.F. (1979) Statistical 
exercises i n  medical research. 
Blackwell Scientific Publications, 
Oxford, p. 44. 

France 
Italy 
W. Germany 
Austria 
Belgium 
USA 
Canada 
England & Wales 
Sweden 
Japan 
Netherlands 
Ireland 
Norway 
Finland 
Israel 

France has a noticeably higher average annual individual alcohol consumption 
than the  others; the  figure is more than double tha t  of third-placed West 
Germany. The  French alcohol-related death rate is just under double tha t  of 
the  next highest. Should the  figures for France be regarded as atypical? If so, 
how should they be handled when the  da ta  are analysed? 

Example 1.6 Body and brain weights for animals 
The  next da ta  set comprises average body and brain weights for 28 kinds of 
animal, some of them extinct. The  da ta  are given in Table 1.7. 

Table 1.7 Average body and brain weights for animals 

Species Body weight (kg) Brain weight (g) 

Mountain Beaver 
Cow 
Grey Wolf 
Goat 
Guinea Pig 
Diplodocus 
Asian Elephant 
Donkey 
Horse 
Potar Monkey 
Cat 
Giraffe 
Gorilla 
Human 
African Elephant 
Triceratops 
Rhesus Monkey 
Kangaroo 
Hamster 
Mouse 
Rabbit 
Sheep 
Jaguar 
Chimpanzee 
Brachiosaurus 
Rat 
Mole 
Pig 

Jerison, H.J. (1973) Evolution of 
the brain and intelligence. 
Academic Press, New York. 

These data raise interesting 
questions about their collection 
and the use of the word 'average'. 
Presumably some estimates may be 
based on very small samples, while 
others may be more precise. On 
what sampling experiment are the 
figures for Diplodocus, Triceratops 
and other extinct animals based? 
The three-decimal-place 'accuracy' 
given throughout the table here is 
extraordinary (and certainly needs 
justification). 
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Once again it would seem obvious that the two variables, body weight and 
brain weight, are linked: but what is the relationship between them and how 
strong is it? Can the strength of the relationship be measured? Is a larger 
brain really required to  govern a larger body? These data  give rise to a 
common problem in data analysis which experienced practical analysts would 
notice as soon as they look at  such data. Can you identify the difficulty? You 
will see it immediately in Figure 1.14. H 

Example 1.7 Stock-market averages 

Table 1.8 lists the annual highs and lows for the Dow Jones industrial average 
on the New York stock-market from 1954 to 1985. 

Table 1.8 Dow Jones industrial averages 

Year High Low Year High Low 

The World Almanac and Book of, 
Facts 1985. Pharos Books, New 
York. 

These data are known as t i m e  series because they give values measured at  a 
series of times (i.e. a t  consecutive times). Look down the columns for annual 
lows in chronological order. Starting with 1954, you see a steady increase 
followed by a decrease which does not go as low as the 1954 value before it 
starts to increase again. After a little fluctuation, it increases to  the 1968 
value, drops again, hits a high in 1972, 1976, and so on. Notice that the 
values show an overall increase over the 32-year period. The aim, of course, 
is to use these data to  predict highs and lows of the Dow Jones average for 
1986 and subsequent years. 

Example 1.8 Surgical removal of tattoos 
The final data set in this section is different from the others in that the data 
are not numeric. So far you have only seen numeric data  in the form of 
measurements or counts. However, there is no reason why data should not 
be verbal or textual. Table 1.9 comprises clinical data from 55 patients who Lunn, A.D. and McNeil, D.R. 
have had forearm tattoos removed by two different surgical methods. Their (1988) The SPIDA m m d .  

tattoos were of large, medium or small size, either deep or a t  moderate depth. Computing Laboratory, 
Sydney. 

The final result is scored from 1 to 4, where 1 represents a poor removal and 
4 represents an excellent result. In Table 1.9 the two methods of removal are 
denoted A and B. The sex of the patient is also shown. 

7 
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Table 1.9 Surgical removal of tattoos 

Method Sex Size Depth Score Method Sex Size Depth Score 

A M large deep 1 B M medium moderate 2 
A M large moderate 1 B M large moderate 1 
B F small deep 1 A M medium deep 2 
B M small moderate 4 B M large deep 3 
B F large deep 3 A F large moderate 1 
B M medium moderate 4 B F medium deep 2 
B M medium deep 4 A F medium deep 1 
A M large deep 1 A M medium moderate 3 
A M large moderate 4 B M large moderate 3 
A M small moderate 4 A M medium deep 1 
A M large deep 1 A F small deep 2 
A M large moderate 4 A M large moderate 2 
A F small moderate 3 B M large deep 2 
B M large deep 3 B M medium moderate 4 
B M large deep 2 B M medium deep 1 
B F medium moderate 2 B F medium moderate 3 
B M large deep 1 B M large moderate 2 
B F medium deep 1 B M large moderate 2 
B F small moderate 3 B M large moderate 4 
A F small moderate 4 B M small deep 4 
B M large deep 2 B M large moderate 3 
A M medium moderate 4 B M large deep 2 
B M large deep 4 B M large deep 3 
B M large moderate 4 A M large moderate 4 
A M large deep 4 A M large deep 2 
B M medium moderate 3 B M medium deep 1 
A M large deep 1 A M small deep 2 
B M large moderate 4 

Wha t  are the  relative merits of the  two methods of ta t too  removal? Is one 
method simply better, or does it depend upon the  size or depth of the  ta t -  
too? . 
As the  course develops, there will be suggestions from time to  time tha t  you 
use your computer to  produce graphs and perform calculations on these and 
other da ta  sets. 

In  the  next section, some different diagrammatic representations of da ta  are 
described. 

Graphical displays 

The  da ta  set in Example 1.8 in Section 1.1 comprised non-numeric or cat- 
egorical data.  Such da ta  often appear in newspaper reports and are usually 
represented as one or other of two types of graphical display, one type being 
called a pie chart and the  other a bar chart; these are arguably the  graphical 
displays most familiar to  the general public, and are certainly ones tha t  you 
will have seen before. 
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1.2.1 Pie charts 
Suppose we count the numbers of large, medium and small tattoos from the 
data in Table 1.9: there were 30 large tattoos, 16 of medium size and 9 small 
tattoos. A pie chart display of these data is shown in Figure 1.1. 

This is an easy display to construct because the size of each 'slice' is pro- 
portional to the angle it subtends at the centre, which in turn is proportional 
to the count in each category. So, to construct Figure 1.1, you simply draw a 
circle and draw in radii making angles of 

to represent the counts of large, medium and small tattoos respectively. Then 
shade the three sectors in order to distinguish them from each other. 

At first sight the pie chart seems to fulfil the basic requirements of a good stat- 
istical display in that it is informative, easy to construct, visually appealing 
and readily assimilated by a non-expert. 

Pie charts can be useful when all you want the reader to notice is that there 
were more large than medium size tattoos, and more medium than small 
tattoos. In conveying a good impression of the relative nlagnitudes of the 
differences, pie charts have some limitations. They are also only useful for 
displaying a limited number of categories. Figure 1.2 shows a pie chart of the 
number of nuclear power stations in countries where nuclear power is used. 

Japan 

7 

East Germany 
Spain 

Sweden 
- Czechoslovakia 

L Canada 

E West Germany 

Figure 1.2 Nuclear power stations (a pie chart) 

It is not so easy to extract meaningful information from this more detailed 
diagram. You can pick out the main users of nuclear power, and that is about 
all. When trying to construct pie charts with too many categories, a common 
ploy of the graphic designer is to produce a chart which displays the main 
contributors and lumps together the smaller ones. 

small - 
Figure 1 . 1  Tattoo sizes 

In this diagram the names of the 
countries listed are those that 
pertained at the time the data were 
collected. Since then, geographical 
borders and political circumstances 
have altered. 
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Soviet Union 
USA 

Other 

Figure 1.3 Nuclear power stations, smaller groups consolidated 

Figure 1.3 shows how this can be done, but it is still unsatisfactory. Infor- 
mation has been lost: for instance, the reader cannot now compare France's 
nuclear power provision with that of West Germany. 

Pie charts are of limited use in that they are able to give an immediate visual 
impression of proportion for a small llumber of categories, say, four or five 
categories a t  most. However, the pie chart is the most common method used 
by the news media: you can find an example of a pie chart in the business 
section of a daily newspaper on most days of the week. 

1.2.2 Bar charts 
A better way of displaying the data on nuclear power stations is by construc- 
ting a rectangular bar for each country, the length of which is proportional 
to the count. Bars are drawn separated from each other and, since in this 
context order does not matter, in order of decreasing size from top to bottom. 

USA I 

France 

Japan 

UK 

West Germany 

Canada 

Czechoslovakia 

Sweden 

Spain 

East Germany 

South Korea 

0 10 20 30 40 50 60 70 80 90 100 110 120 

Number of nuclear power stations 

Figure 1 .4  Nuclear power stations (a  bar chart) 
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The display in Figure 1.4 is called a bar chart. The bars may be drawn 
vertically or horizontally according to preference and convenience. Those i n  
Figure 1.4 have been drawn l~orizontally because of the lengths of the naines 
of some of the countries. Had the bars been drawn vertically, the names of the  
countries would not have fitted along the horizontal axis unless the bars were 
drawn far apart or the names were printed vertically. The former would make 
comparison difficult, while the latter would make the names difficult to  read. 
However, it is conventional to draw the bars vertically whenever possible and 
Figure 1.5 shows a bar chart of the effectiveness of tattoo removal, using the  
data  in Table 1.9. 

Sometimes order is important. The quality of tattoo removal was given a 
score from 1 to 4, and this ordering has been preserved along the quality 
(horizontal) axis. The vertical axis shows the reported frequency for each 
assessment. Figure 1.6 shows the same bar chart in three dimensions. You 
can see that it is quite difficult to discern the corresponding frequency value 
for each bar. 

This kind of three-dimensional bar chart is c o i ~ ~ i ~ ~ o i ~ l y  used as a television 
graphic for showing data such as the results from an opinion poll on t he  
popularity of the main political parties. Viewers do not necessarily realize 
that they are supposed to  use the back edge of the bar to determine its height. 
If you want to be able to interpret this kind of graphic properly, you need to 
be aware of how misleading it can be. 

Frequency 

20 1 

Quality 

Figure 1.5 Quality assessment, 
surgical removal of 55 tattoos 

Frequency 

Quality 

The danger of using three-dimeasioaal effects is really brought home when two Figure A three-dimensiona' 
bar chart 

data  sets are displayed on the same bar chart. Look at  the data from Table 1.1, 
for example. Without perspective effects, we have a clear, informative display 
that lets us compare the patterns of male and female einployment in the USA. 
We simply plot the bars side by side and distinguish the sexes by shading. 
The bar chart is shown in Figure 1.7. 

Millions 
m Female 

Male 

Professional Industrial Craftsmen Sales Service Clerical Agricultural 
Type of employment 

Figure 1 . 7  USA workforce data, 1986 averages 
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Figure 1.8 is an attempt to display the same infornlation by means of a three- 
dimensional effect. 

Industrial Sales 

Figure 1.8 

It  is now very difficult indeed to identify values. Some blocks are partly 
hidden which makes judgement difficult. The display for Sales is particularly 
misleading; in Figure 1.7 you can see that the bars are almost the same height, 
but in Figure 1.8 this is less obvious. Try to remember this effect next time 
you see such a display in the press and try to  be a little more critical in your 
interpretation of it. 

1.2.3 Histograms 
In Section 1.1 we looked briefly a t  the set of birth weights (given in Table 1.4) 
of infants with severe idiopathic respiratory distress syndrome. The list of 
weights is in itself not very informative, partly because there are so many 
weights listed. Suppose, however, that the weights are grouped as shown in 
Table 1.10. 

Table 1.10 Birth weights (kg) 

Group Birth weight (kg) Frequency 

Such a table is called a grouped frequency table. Each listed frequency gives 
the number of individuals falling into a particular group: for instance, there 
were six children with birth weights between 1.0 and 1.2 kilograms. I t  may 
occur to  you that there is an ambiguity over borderlines between the groups. 
Into which group, for example, should a value of 2.2 go? Should it be included 
in Group 6 or Group 7? Provided you are consistent with your rule over such 
borderlines, it really does not matter. 

For large sets of data, a computer 
would normally be used to obtain a 
grouped frequency table, and it 
would normally be programmed to 
cope with borderline cases. The 
user would simply accept its 
decisions. Even so, it may not 
always manage to be scrupulously 
consistent. The reason for this is 
that the computer's way of storing 
and retrieving individual data 
items does not mimic our own way 
of thinking of numbers and writing 
them down. You should think of 
numbers in the machine as being at 
best within some very small 
neighbourhood (typically a factor 
of about 1 3~10-15) of their 
intended value, or what the user 
might think of as their correct 
value. However, in the great 
scheme of data analysis, the 
problem is negligible. 
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In fact, among the 50 infants there were two with a recorded birth weight of Frequency 
2.2 kg and both have been allocated to Group 7. The infant weighing 2.4 kg 
has been allocated to Group 8. The rule followed here was that borderline 
cases were allocated to the higher of the two possible groups. 

With the data structured like this, certain clmracteristics can be seen even 
though some information has been lost. There seems to be an indication that 
there are two groupings divided somewhere around 2 kg or, perhaps, three 
groupings divided somewhere around 1.5 kg and 2 kg. But the pattern is far 
from clear and needs a helpful picture, such as a bar chart. The categories are 2 

ordered, and notice also that the groups are contiguous (1.0-1.2, 1.2-1.4, and 
so on). This reflects the fact that here the variable of interest (birth weight) is 0 
not a count but a measurement. In this kind of situation, the bars of the bar 
chart are drawn without gaps between them. This is shown in Figure 1.9. This 
kind of bar chart, of continuous data which has been put into a limited number 
of distinct groups or classes, is called a histogram. In this example, the 50 data 
items were allocated to groups of width 0.2 kg: there were 14 groups. The 
classification was quite arbitrary. If the group classifications were narrower, 
there would have been more groups each containing fewer observations; if the 
classifications had been wider, there would have been fewer groups with more 
observations in each group. The question of an optinlal classification is an 
interesting one, and surprisingly complex. 

How many groups should you choose for a histogram? Too few and you will not 

have a picture of the shape, too many and the display will be too fragmented 
to show an overall shape. When these data were introduced in Example 1.3, 
the questions posed were: do the children split into two identifiable groups? . 
Is it possible to relate the chances of eventual survival to birth weight? We 
are not, as yet, in a position to answer these questions, but we can see that 
the birth weights might split into two or three 'clumps1. On the other hand, 
can we be sure that this is no more than a consequence of the way in which 
the borderlines for the groups were chosen? Suppose, for example, we had 
decided to make the intervals of width 0.3 kg instead of 0.2 kg. We would have 
had fewer groups, with Group 1 containing birth weights from 1.0 to 1.3 kg, 
Group 2 containing birth weights from 1.3 to 1.6 kg, and so on, producing the 
histogram in Figure 1.10. 

Frequency 

Birth weight (kg) 

Figure 1 .l0 Birth weights, 0.3 kg group widths 

1 2 3 4 

Birth weight (kg) 

Figure 1.9 Birth weights of 
infants with SIRDS (kg) 

The distinction between 'counting' 
and 'measuring' is quite an 
important one. In later chapters we 
will be concerned with formulating 
different models to express the sort 
of variation that typically occurs in 
different sampling contexts, and it 
matters that the model should be 
appropriate to the type of data. 
Data arising from measurements 
(height, weight, temperature and 
so on) are called continuous data. 
Those arising from counts (family 
size, hospital admissions, monthly 
launches of a lifeboat) are called 
discrete. 
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This looks quite different, but then this is not surprising as the whole display 
has been compressed into fewer bars. The basic shape remains similar and 
you might be tempted to conclude that the choice of grouping does not really 
matter. But suppose we retain groupings of width 0.3 kg and choose a different 
starting point. Suppose we make Group 1 go from 0.8 to 1.1 kg, Group 2 from 
1.1 to 1.4 kg, and so on. The resulting histogram is shown in Figure l . l l ( a ) .  

Frequency Frequency Frequency 

0.8 1.4 2.0 2.6 3.2 3.8 0.85 1.45 2.05 2.65 3.25 3.85 0.9 1.5 2.1 2.7 3.3 3.9 

Birth weight (kg) Birth weight (kg) Birth weight (kg) 

Figure 1 . 1 1  

Figure 1.11 shows three different histograms. Figures l. l l (b) and l. l l (c) 
show histograms in which the first group was started at 0.85 kg and 0.9 kg 
respectively. However, only Figure l . l l ( c )  gives a good indication that the 
data are split into two 'clumps'. What you have seen is a series of visual 
displays of a data set which warn you against trying to reach firm conclusioils 
from histograms. It  is important to realize that they often produce only 
a vague impression of the data-nothing more. One of the problems here 
is that we have only 50 data values, which is not really enough to make a 
clear pattern evident. However, the l~istograms all convey one very important 
message indeed: the data do not appear in a single, concentrated clump. It is a 
fundamental principle in modern practical data analysis that all investigations 
should begin, wherever possible, with one or more suitable diagrams of the 
data. Such displays should certainly show overall patterns or trends, and 
should also be capable of isolating unexpected features which might otherwise 
be missed. Clearly it is a good idea to look at  the way frequencies of data such 
as the birth weights are distributed and, given that any statistical computer 
package will quickly produce a histogram for you, comparatively little effort 
is required. This makes the histogram a valuable analytic tool and, in spite 
of some disadvantages, you will find that you use it a great deal. 

1.2.4 Scatter plots 
In recent years, graphical displays have come into prominence because com- 
puters have made them quick and easy to produce. Techniques of data explo- 
ration have been developed which have revolutionized the subject of statistics, 
and today no serious data analyst would carry out a formal numerical pro- 
cedure without first inspecting the data by eye. Nowhere is this denlonstrated 
more forcibly than in the way a scatter plot reveals a relationship between two 
variables. Look at  the scatter plot in Figure 1.12 of the data on cirrhosis and 
alcoholism from Table 1.6. 
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Death rate (per 100000) 

Consumption (litres/person/year) 

Figure 1 .12  Alcohol-related deaths and consumption 

In a scatter plot, one variable is plotted on the horizontal axis and the other 
on the vertical axis. Each data item corresponds to a point in two-dimensional 
space. For example, the average annual individual consunlption of alcohol in 
France for the time over which the data were collected was 24.7 litres per 
person per year, and the death rate per hundred thousand of the population 
through cirrhosis and alcoholism was 46.1. In this diagram consumption is 
plotted along the horizontal axis and death rate is plotted up the vertical axis. 
The data point a t  the co-ordinate (24.7,46.1) corresponds to France. 

Is there a strong relationship between the two variables? In other words, do 
the points appear to  fit fairly 'tightly' about a straight line or a curve? It is 
fairly obvious that there is, although the picture is not made any easier to 
see since most of the points are concentrated in the bottom left-hand corner. 
There is one point that is a long way from the others and the size of the 
diagram relative to the page is dictated by the available space into which it 
must fit. We remarked upon this point, corresponding to  France, when we 
first looked at the data, but seeing it here really does put into perspective the 
magnitude of the difference between France and the other countries. The best 
way to look for a general relationship between death rate and collsumption of 
alcohol is to  spread out the points representing the more conventional drinking 
habits of other countries by leaving France, an extreme case, out of the plot. 

Death rate (per 100000) 

I 
I I I 

0 5 10 15 

Consumption (litres/person/year) 

Figure 1 . 1 3  Alcohol-related deaths and consumption, excluding France 
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The picture in Figure 1.13 is now much clearer and shows up a general (and 
hardly surprising) rule that the incidence of death through alcohol-related 
disease is strongly linked to  average alcohol consumption, the relationship 
being plausibly linear. A 'linear' relationship means that you could draw a 
straight line through the points which would fit them quite well, and this 
has been done in Figure 1.13. Of course, one would not expect the points to 
sit precisely on the line but to be scattered about it tightly enough for the 
relationship to show. In this case you could conclude that,  given the average 
alcohol consumption in any country not included among those on the scatter 
plot, you would be fairly confident of being able to use your straight line for 
providing a reasonable estimate of the national death rate due to cirrhosis 
and alcoholism. 

It is worth mentioning at  this stage that demonstrating that some sort of 
association exists is not the same thing as demonstrating causation, that,  in 
this case, alcohol use 'causes' (or makes more likely) cirrhosis or an early death. 
For example, if cirrhosis were stress-related, so might be alcohol consun~ption, 
and hence the apparent relationship. It  also should be noted that these data 
were averaged over large populations and (whatever may be inferred from 
them) they say nothing about the consequences for an individual of alcohol 
use. The idea of association between variables, and ways of interpreting that 
association, are dealt with in Chapter 11. 

In leaving out France, that data point was treated as an extreme case. It  
corresponded to data values so atypical, and so far removed from the others, 
that we were wary of using them to draw general conclusions. 

'Extreme', 'unrepresentative', 'atypical' or possibly 'rogue' observations in sets 
of data are all sometimes called outliers. It is important to recognize that,  
while one would wish to  eliminate from a statistical analysis data points which 
were erroneous (wrongly recorded, perhaps, or observed when background 
circumstances had profoundly altered), data points which appear 'surprising' 
are not necessarily 'wrong'. The identification of outliers, and what to do 
with them, is a research question of great interest to the statistician. Once 
a possible outlier has been identified, it should be closely inspected and its 
apparently aberrant behaviour accounted for. If it is to be excluded from the 
analysis there must be sound reasons for its exclusion. Only then can the data 
analyst be happy about discarding it. An example will illustrate the point. 

In our discussion of the data on body and brain weights for animals in 
Example 1.6, we conjectured a strong relationship between these weights on 
the grounds that a large body might well need a large b&in to run it properly. 
At that stage a 'difficulty' with the data was also anticipated. It would be 
useful to  look at  a scatter plot, but you will see the difficulty if you try to 
produce one. Did you spot the problem when it was first mentioned? There 
are many very small weights such as those for the hamster and the mouse 
which simply will not show up properly, if displayed on the same plot as, say, 
those for the elephants! Figure 1.14 shows the difficulty very clearly. 

Now, this often happens and the usual way of getting round the problem is 
to transform the data in such a way as to spread out the points with very 
small values of either variable, and to  pull closer together the points with very 
large values for either variable. The objective is to  reduce the spread in the 
large values relative to  the spread in the small values. (In later chapters, some 
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Brain weight (g) 

1000 ~~~~~ 0 20000 40000 Body weight 60000 (kg) 80000 l00000 

Figure 1 .14 Body weight and brain weight 

attention is given to how we tell the need for a transformation and the way in 
which we decide which transfornlation to use.) In this case it can be done by 
plotting the logarithm of brain weight against the logarithm of body weight. 
The log transformation compresses the large values but stretches the small 
ones. Notice that simply treating the large values as outliers and relnoving 
them would not solve the problem because the tight clumping of points close 
to the origin would still remain. The scatter plot which results from a log 
transformation is shown in Figure 1.15. 

log (brain weight) 

-2 1 I L I I I I l I 

-4 -2 0 2 4 6 8 10 12 

, log (body weight) 

Figure 1 .l5 Body and brain weights after a log transformation 

The plot immediately reveals three apparent outliers to the right of the main 
band of points, and when you discover the animals to which they correspond 
you will not be surprised. They are easily identified by the stratagem of label- 
ling the animals with the first letters of the names of their species and plotting 
the letters in place of the points. This scatter plot is shown in Figure 1.16. 

17 
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log (brain weight) 

0 Giraffe, Horse 
Donkey, Gorilla 

I I I I I l I I 

-4 -2 0 2 4 6 8 10 12 

log (body weight) 

Figure 1 .l 6 Scatter plot, labelled points 

The outlying points are B, D and T which correspond to Brachiosaurus, 
Diplodocus and Triceratops. Excluding these three species, there is a con- 
vincing linear relationship, although the human, the mole and the rhesus 
monkey all appear to have exceptionally high brain weight to body weight 
ratios. 

The scatter plots you have just seen have revealed simple straight line re- 
lationships. Much more complicated patterns can emerge. Let us look at  a 
scatter plot of the data on stock-market averages in Table 1.8 by plotting the 
annual lows against their year. With time series, one might expect a value 
at  a particular time point to depend strongly upon the value at the time 
point immediately preceding it; that is, one might expect the lowest value of 
the Dow Jones average for 1984 to be linked to the lowest value of the Dow 
Jones average for 1983. It is coilventional to represent this linking on a graph 
of a time series by joining adjacent time points with straight lines, and this 
convention is adopted in Figure 1.17. 

Annual low 

I I I I I I 

1955 1960 1965 1970 1975 1980 1985 
Year 

Figure 1 . 1 7  Dow Jones lows, 1954 to 1985 

The overall increasing trend was remarked earlier, when looking at  the values 
themselves, but Figure 1.17 brings out an extra, interesting feature. If you 
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look carefully, you can see that superinlposed upon the steady increase is a 
kind of cyclic behaviour. Clearly there is a strong relationship between suc- 
cessive points because each point shows an increase over the previous year, 
except for a sharp drop which seems to occur every four years. Occasionally 
there is a small drop after three years, but, apart froin some muddled be- 
haviour in the late 1970s, a large drop inevitably follows. Why? What can 
this pattern mean? We can only speculate that the four-year cycle may have 
something to do with the frequency of presidential elections in the USA. The 
unusual performance in the late 1970s may well be a reflection of the market's 
lack of confidence in the Carter administration. 

Once such a pattern has been observed, the very brave among us may use 
it for predicting future stock-market behaviour. Many methods, both crude 
and sophisticated, exist for doing this, and there is a ready nlarket for coin- 
puter programs which attempt to predict stock-market behaviour. With one 
popular method using these data, the predicted low for 1986 is close to 1100, In fact, the 1986 low was 1185 ,and 

and for 1992 it is close to 1278. While it is not unreasonable to use these 1992 low was 3172! 

data to  predict the 1986 value, you should be very wary of extrapolating for 
predictions as far in advance of the data as 1992. 

There is a further useful graphical display which will be described in Section 1.4. 
It  is called a boxplot and, along with the scatter plot, is ainongst the most 
useful and informative of visual sunlnlaries of statistical data. However, you 
need first to have read Section 1.3, which deals with nunlerical sunlmaries of 
data sets. 

The following exercises are designed to help you become acquainted with the 
graphical (and other) facilities offered by your computer. 

Exercise 1.1 
(a) Obtain frequency tables for the SIRDS birth weight data with the follow- 

ing group classifications. 

(i) 1.0-1.2, 1.2-1.4, . . . 
(ii) 1.0-1.3, 1.3-1.6, . . . 
(iii) 0.8-1.1, 1.1-1.4, . . . 

(iv) 0.85-1.15, 1.15-1.45, . . . 
(V) 0.9-1.2, 1.2-1.5, . . . 

(b) Plot histograms for the SIRDS birth weight data with the same group 
classifications as in part (a). 

Exercise 1.2 

(a) Plot the variable death rate against alcohol consunlption for all fifteen 
countries, including France, in the data set recording alcohol-related 
deaths and average individual alcohol consumption. 

(b) Plot these data points again, excluding France from the data set. 
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Exercise 1.3 
(a) For the data set recording body and brain weights for different species 

of animal, sort the species according to decreasing brain weight to body 
weight ratio. 

(b) Obtain a scatter plot of brain weight against body weight (i) before and 
(ii) after a log transformation. 

1.3 Numerical summaries 

Histograms provide a quick way of looking at  data sets, but they lose sight 
of individual observations. However, we may often want to summarize the 
data in numerical terms; for example, we could use a number to suinmarize 

the general level of the values and, perhaps, another number to indicate how 
spread out or dispersed they are. 

1.3.1 The median, the mean and the mode 
Everyone professes to understand what is meant by the term 'average', in 
that it should be representative of a group of objects. The objects may well 
be numbers from, say, a batch or sample of measurements, in wllicll case the 
average should be a number which in some way characterizes the batch as a 
whole. For example, the statement 'a typical adult female in Britain is 160 cm 
tall' would be understood by most people who heard it. Now, not all adult 
females in Britain are the same height: there is considerable variation. To 
state that a 'typical' height is 160 cm is to ignore the variation and summarize 
the distribution of heights with a single number. Even so, it inay be all that 
is needed to answer certain questions. (For example, is a typical adult female 
smaller than a typical adult male?) 

But how should this representative value be chosen? Should it be a typical 
member of the group or should it be some representative measure which can 
be calculated from the collection of individual data values? There are no 
straightforward answers to these questions. In fact, two different ways of 
expressing a representative value are commonly used in statistics, namely 
the median and the mean. The choice of which of these provides the better 
representative numerical summary is fairly arbitrary and is based entirely 
upon the nature of the data themselves, or 'the particular preference of the 
data  analyst, or the use to which the summary statement is to be put. The 
median describes the central value of a set of data. 

The sample median 
The median of a sample of data with an odd number of data values is 
defined to be the middle value of the data set when the values are placed 
in order. If the sample size is even, then the inedian is defined to be 
half-way between the two middle values. 

A third representative measure, the 
mode, is sometimes used. It is a 
less common summary of a set of 
data, because it is not uniquely 
defined. However, as we shall see, 
it is a useful term when describing 
some general characteristics of a 
set of data. 



Chapter 1 Section 1.3 
- 

Example 1.9 Beta endorphin concentration (collapsed runners) 
The final column of Table 1.5 listed the P endorphin concentration levels for 
11 runners who collapsed towards the end of the Great North Run. The 
observations were already sorted. They were 

Eleven is an odd number, so the middle value of the data set is the sixth value 
(five either side). So, in this case, the sample median is 110 pinol/l. 

Example 1.10 Birth weights, infants with SIRDS 
The data in Table 1.4 are the birth weights (in kg) of 50 infants suffering 
from severe idiopathic respiratory distress syndrome. There are two groups of 
infants: those who survived the condition (there were 23 of these) and those 
who, unfortunately, did not. The data have not been sorted, and it is not an 
entirely trivial exercise to  do this by hand (though it is a task that a-computer 
can handle very easily). The sample size is even: the sample median is defined 
to be the midpoint of the 25th and 26th observations. That is to say, it is 
obtained by splitting the difference between 1.82 (the 25th value) and 1.89 
(the 26th value). This is 

Incidentally, the question of whether or not there are identifiable differences 
between the two groups of infants has already been raised. We explored this, 
not with any great success, using histograms. The next exercise continues this 
exploration. 

Exercise 1.4 

Find the median birth weight for the infants who survived, and for those who 
did not. (Sort the data by hand, rather than using your computer. For data 
sets much larger than about 30, you will appreciate that hand-sorting becomes 
impractical.) 

Exercise 1.5 
The first two columns of Table 1.5 give the blood plasma ,B endorphin con- 
centrations of 11 runners before and after the race (successfully completed). 
There is a marked difference between these concentrations. The data are 
reproduced in Table 1.11 below with the 'After - Before' difference shown. 

Table 1 .l  1 Differences in pre- and post-race ,L? endorphin concentration levels 

Before 4.3 4.6 5.2 5.2 6.6 7.2 8.4 9.0 10.4 14.0 17.8 
After 29.6 25.1 15.5 29.6 24.1 37.8 20.2 21.9 14.2 34.6 46.2 
Difference 25.3 20.5 10.3 24.4 17.5 30.6 11.8 12.9 3.8 20.6 28.4 

Find the median of the 'After - Before' differences given in Table 1.11. 
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Exercise 1.6 
The annual snowfall (in inches) in Buffalo, New York, USA was recorded for Parzen, E. (1979) Nonparametric 
the 63 years from 1910 to 1972. These data are listed in Table 1.12. statistical data modelling. 

J. American Statistical 
Association, 74, 105-31. 

Table 1 . 1  2 Annual snowfall in Buffalo, NY, 1910-1972 (inches) 

126.4 82.4 78.1 51.1 90.9 76.2 104.5 87.4 110.5 25.0 69.3 53.5 
39.8 63.6 46.7 72.9 79.7 83.6 80.7 60.3 79.0 74.4 49.6 54.7 
71.8 49.1 103.9 51.6 82.4 83.6 77.8 79.3 89.6 85.5 58.0 120.7 

110.5 65.4 39.9 40.1 88.7 71.4 83.0 55.9 89.9 84.8 105 .2 '113 .7  
124.7 114.5 115.6 102.4 101.4 89.8 71.5 70.9 98.3 55.5 66.1 78.4 
120.5 97.0 110.0 

Use your computer to find the median annual snowfall over this period. 

The second representative measure defined in this course for a collection of 
data is the sample mean. This is simply what most individuals would under- 
stand by the word 'average': all the items in the data list are added together, 
giving the sample total. This number is divided by the number of items (the 

sample size) 

The sample mean 

The mean of a sample is the arithmetic average of the data list, obtained 
by adding together all of the data values and dividing this total by the 
number of items in the sample. 

Denoting the n items in a data set X I ,  ~ 2 ,  . . . ,X,, then the sample size 
is n ,  and the sample mean is given by 

- X1 + X2 + . . . + X,, 1 
X = = -EXi. 

n n 
i= l  

The symbol F denoting the sample 
mean is read 'X-bar'. 

Example 1.9 continued 
From the figures in Table 1.5, the mean P endorphin concentration of collapsed 
runners is 

where the units of ineasurement are pmol/l. 

Exercise 1.7 
Use your calculator to find the mean birth weight of infants who survived H 
SIRDS, and of those who died. What was the mean birth weight for the 
complete sample of 50 infants? 

Exercise 1.8 
Find the mean of the 'After - Before' differences given in Table 1.11. 
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Exercise 1.9 
Use your computer'to find the inean annual snowfall in Buffalo, New York, 
during the years 1910 to 1972 (see Table 1.12). 

Two plausible measures have been defined for describing a typical or rep- 
resentative value for a sainple of data. Which measure should be chosen in 
a statement of that typical value? I11 the examples we have looked at in this 
section, there has been little to choose between the two. Are there principles 
that should be followed? It all depends on the data that we are trying to 
summarize, and our aim in suininarizing them. 

To a large extent deciding between using the sample inean and the sainple 
median depends on how the data are distributed. If their distribution ap- 
pears to be regular and concentrated in the middle of their range, the meail 
is usually used. It is the easier to coinpute because no sorting is involved, 
and as you will see later, it is the easier to  use for drawing inferences about 
the population from which the sample has been taken. (Notice the use of the 
word range here. This is a statement of the extent of the values observed in a 
sample, as in '. . . the observed weights ranged from a ininiin~un of 1.03 kg to 
a maximum of 3.64 kg'. It need not be an exact statement:' '. . . the range of 
observed weights was from l kg to about 4 kg'. However, in Subsection 1.3.2 
we shall see the word 'range' used in a technical sense, as a measure of dis- 
persion in data. This often happens in statistics: a familiar word is given a 
technical meaning. Terms you will coine across later in the course include 
expect, likelihood, confidence, estimator, significant. But we would not wish 
this to  preclude normal English usage of such words. It will usually be clear 
from the context when the technical sense is intended.) 

If, however, the data are irregularly distributed with apparent outliers present, 
then the sample inedian is usually preferred in quoting a typical value, since it 
is less sensitive to such irregularities. You can see this by looking again at  the 
data on collapsed runners in Table, 1.5. The mean endorphin coilcentration is 
138.6 pmol/l, whereas the median concentratioil is 110. The large discrepancy 
is due to the outlier with an endorphin concentration of 414. Excluding this 
outlier brings the mean down to 111.1 while the inedian decreases to 106. 
From this we see that the median is more stable than the inean in the sense 
that outliers exert less influence upon it. The word resistant is soinetiines 

used to describe measures which are insensitive to outliers. The median is 
said to be a resistant measure, whereas the inean is not resistant. 

The data  in Table 1.1 were usefully suininarized in Figure 1.7. The variable 
recorded here is 'type of employment' (professional, industrial, clerical, and so 
on) so the data are categorical and not amenable to  ordering. In this context 
the notion of 'mean type of employment' or 'median type of employment' is 
not a sensible one. For any data set, a third representative measure soinetiines 
used is the mode ,  and it describes the most frequently occurring observation. 
Thus, for males in employment in the USA during 1986, the modal type of em- 
ployment was 'professional'; while, for females, the modal type of einployinent 
was 'clerical'. 

With the help of a computer, 
neither the sample mean nor the 
sample median is easier to calculate 
than the other; but a computer is 
not always ready to hand. 

The word m o d e  can also reasonably be applied to nuinerical data, referring 
again to the most frequently occurriilg observation. But there is a problem of 
definition. For the birth weight data in Table 1.4, there were two duplicates: 
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two of the infants weighed 1.72 kg, and another two weighed 2.20 kg. So there 
would appear to be two modes, and yet to report either one of them as a 
representative weight is to make a great deal of an arithmetic accident. If the 
data are classified into groups, then we can see from Figures 1.9 to 1.11 that 
even the definition of a 'modal group' will depend on the definition of bor- 
derlines (and on what to do with borderline cases). The number of histogram 
peaks as well as their locations can alter. 

However, it often happens that a collection of data presents a very clear picture 
of an underlying pattern, and one which would be robust against changes in 
group definition. In such a case it is common to identify as modes not just 
the most frequently occurring observation (the highest peak) but every peak. 

Here are two examples. Figure 1.18 shows a histogram of chest measurements 
(in inches) of a sample of 5732 Scottish soldiers. This data set is explored and 
discussed in some detail latkr in the course; for the moment, simply observe 
that there is an evident single mode at around 40 inches. The data are said 
to be unimodal. Figure 1.19 shows a histogram of waiting times, varying 
from about 40 nlinutes to about 110 minutes. In fact, these are waiting times 
between the starts of successive eruptions of the Old Faithful geyser in the 
Yellowstone National Park, Wyoming, USA, during August, 1985. Observe 
the two modes. These data are said to be bimodal. 

Frequency 

1200 -1 

Chest (inches) Time (minutes) 

Figure 1 . 1 8  Chest measurements (inches) Figure 1 .l 9 Waiting times 
(minutes) 

Sonletimes data sets may exhibit three modes (trimodal) or many nlodes 
(multimodal). You should be wary of too precise a description. Both the data 
sets in Figures 1.18 and 1.19 were based on large samples, and their message 
is unambiguous. As you will see later in the course, smaller data sets can give 
rise to very jagged histograms indeed, and any message about one or more 
preferred observations is consequently very unclear. 

1.3.2 Measures of spread 
During the above discussion of suitable numerical suimnaries for a typical 
value, you may have noticed that it was not possible to make any kind of 
decision about the relative merits of the sample mean and median without 
introducing the notion of the extent of variation of the data. In practice, 
this means that the alnount of information contained in these measures, when 

24 
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taken in isolation, is not sufficient to  describe the appearance of the data and 
that a more informative numerical summary is needed. In other words, we 
need some measure of the spread of observations if we are to  be happy about 
replacing a data  set by a few summary numbers. 

The range, taken here to mean the difference between the smallest and largest 
data values, is certainly the simplest measure of spread, but it can be mis- 
leading. The range of P endorphin concentrations for collapsed runners is 
414 - 66 = 348, suggesting a fairly wide spread. However, omitting the value 
414 reduces the range to 169 - 66 = 103. This sensitivity to  a single data 
value suggests that this is not a very reliable measure; a much more mod- 
est assessment of dispersion may be more appropriate. By its very nature, 
the range is always going to give prominence to  outliers and therefore cannot 
sensibly be used in this way. 

This example indicates that we need an alternative to the range as a measure 
of spread, and one which is not over-influenced by the presence of a few 
extreme values. An alternative measure is the interquartile range: this is the 
difference between summary measures known as the lower and upper quartiles. 

The sample median has been defined already as in some sense representative 
of a set of data: it is the middle value of the observations. If the number 
of observations is odd, this middle value is easily identified; if the number is 
even, the median is defined to be the midpoint of two middle values. 

It  would be convenient to express this wordy definition in a concise symbolic 
form, and this is easy to  do. Any data sample of size n can be written as a 
list of numbers 

In order to  calculate the sample median it is necessary to sort the data list 
into order, and in any case it is often informative to do this. The sorted list 
can then be written 

where x( l )  is the smallest value in the original list (the minimum) and X(,) is 
the largest (the maximum). Each successive item in the ordered list is greater 
than or equal to the previous item. For instance, the list of six data items 

may be ordered as 

In any such ordered list, the sample median m may be defined to be the 
number 

as long as the right-hand side is correctly interpreted. If the sample size n is 
odd, then the number $ (n  + 1) will be an integer, and there is no problem 
of definition. (For instance, if n = 27 then $ (n + 1) = 14, and the sample 
median is m = X(,,), the middle value, with thirteen data items either side of 
it.) If the sample size n is even (as in the example above, where six numbers 
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are listed) then the number + ( n  + 1) will not be an integer but will have a 
fractional part equal to i. (Such numbers are sometimes called 'half-integer'.) 
For instance, if n = 6 then the sample median is 

If the number x ( ~ + )  is interpreted as the number 'half-way between x ( ~ )  and 
x ( ~ ) '  then you can see that the wordy definition survives intact. It is a very 
obvious interpretation to make, and can be extended. As well as expressing 
through the sample median a representative value for a set of data,  it is useful 
to  be able to say something about the dispersion in the data set through the 
lower quartile (roughly, one-quarter of the way into the data set) and the 
upper quartile (approxin~ately three-quarters of the way through the data 
set). 

Sample quartiles 

If a data set XI, 2 2 , .  . . ,X,  is re-ordered as ~ ( ~ ) , i  = l, 2 , .  . . , n, where 

X(1)  I X(2) I . . . I X(,), 

then the lower sample quartile is defined by 

q L  = x(+(n+l))r 

and the upper sample quartile is defined by 

4 u  = X($("+l)). 

Example 1.11 Quartiles for the SIRDS data 
For the 23 infants who survived SIRDS (Table 1.4), the ordered birth weights 
are given in Solution 1.4. The first quartile is 

qL = %($(23+1)) = x(6) = kg; 

the third quartile is 

= x($(23+l)) = X(18) = 2.830kg. 

Example 1.12 Quartiles when the sample size is awkward 
For the ordered list 1 , 3 , 3 , 6 , 7 , 7  (n  = 6) the lower quartile is given by 

9L = x(+(n+l)) = = x(l:). 

In other words, the number q~ is given by the number three-quarters of the 
way between x ( ~ )  = 1 and x(2) = 3. Their difference is 2: so q~ = X ( I )  + 
3 si(x(2) - x ( ~ ) )  = l + :(2) = 2.5. The upper quartile is given by 

qu = X(:(,+,)) = X ( % )  = 335;). 

So q~ is the number one-quarter of the way between X(S) = 7 and = 7. 
This is just the number 7 itself. H 

The lower and upper sample 
quartiles are sometimes called the 
first and third sample quartiles. 
The median is the second sample 
quartile. Other definitions are 
possible, and you may even be 
familiar with some of them. Some 
practitioners use 

4'L x(L,+$)r PU = X ( 3 , + + j .  

Still others insist that the lower 
and upper quartiles be defined in 
such a way that they are identified 
uniquely with actual sample items. 
Almost all definitions reduce to the 
same thing when it comes to 
identifying the sample median. 
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Exercise 1.10 
(a) Find the lower and upper quartiles for the birth weight data on those 

children who died of the condition. (See Solution 1.4 for the ordered 
data.) 

(b) Find the median, lower and upper quartiles for the data in Table 1.13, 
which give the percentage of silica found in each of 22 chondrites meteors. 
(The data are ordered.) 

Table 1 . 1 3  Silica content of chondrites meteors. 
20.77 22.56 22.71 22.99 26.39 27.08 27.32 27.33 
27.57 27.81 28.69 29.36 30.25 31.89 32.88 33.23 
33.28 33.40 33.52 33.83 33.95 34.82 

Good, I.J. and Gaskins, R.A. 
(1980) Density estimation and 
bump-hunting by the penalized 
likelihood method exemplified by 
scattering and meteorite data. 
J. American Statistical 
Association, 75, 42-56. 

A simple measure of dispersion, the interquartile range, is given by the differ- 
ence q u  - q ~ .  

I T h e  in te rquar t i l e  r a n g e  

The dispersion in a data  set may be simply expressed through the in- 
t e r q u a r t i l e  range ,  which is the difference between the upper and lower 
quartiles, qu - q ~ .  

Exercise 1.1 1 

Use your conlputer to find the lower and upper quartiles and the interquartile 
range for the Buffalo snowfall data in Table 1.12. 

The interquartile range is a useful measure of dispersion in the data and it 
has the excellent property of not being too sensitive to outlying data values. 
However, like the median it does suffer from the disadvantage that its compu- 
tation requires sorting the data. This can be very time-consuming for large 
samples. Anotller measure that is easier to compute and, as you will find in 
later chapters, has good statistical properties is the standard deviation. 

The standard deviation is defined in terms of the differences between the data 
values and their mean. These differences (xi - c),  which can be positive or 
negative, are called residuals.  

Example 1.13 Calculating residuals 

The mean difference in P endorphin coilcentratioil for the 11 runners sainpled 
who completed the Great North Run in Example 1.4 is 18.74 pmol/l ( to two 
decimal places). The eleven residuals are given in the following table. 

 difference,^; 25.3 20.5 10.3 24.4 17.5 30.6 11.8 12.9 3.8 20.6 28.4 
Mean, 5 18.74 18.74 18.74 18.74 18.74 18.74 18.74 18.74 18.74 18.74 18.74 
Residua1,xi-5 6.56 1.76 -8.44 5.66 -1.24 11.86 .-6.94 -5.84 -14.94 1.86 9.66 , 
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If xi is a data value (i = 1 ,2 , .  . . , n,  where n is the sample size) then the i th  
residual can be written 

These residuals all contribute to an overall measure of dispersion in the data. 
Large negative and large positive values both indicate observations far re- 
moved from the sample mean. In some way they need to be combined into a 
single number. 

There is not much point in averaging them: positive residuals will cancel out 
negative ones. In fact their sum is zero, since 

and so, therefore, is their average. What is important is the magnitude of 
each residual, the absolute difference lxi - 571. The absolute residuals could be 
added together and averaged, but this measure (known as the mean absolute 
deviation) does not possess very convenient mathematical properties. Another 
way of eliminating minus signs is to square the residuals and average them. 
This leads to a measure of dispersion known as the sample standard deviation. 

The sample standard deviation 

A measure of the dispersion in a sample 

Xlrx21...,Xn 

with sample mean : is given by the sample standard deviation S ,  
where s is obtained by'averaging the squared residuals, and taking the 
square root of that average: 

There are two important points you should note about this definition. First, 
you should remember to take the square root of the average. The reason for 
this is that the residuals are measured in the same units as the data, and so 
their squares are measured in the squares of those units. After averaging, it is 
necessary to  take the square root, so that the standard deviation is measured 
in the same units as the data. 

Second, although there are n terms contributing to the sum in the numerator, 
the divisor is not the sample size n ,  but n - 1. 

The reason for this surprising amendment will become clear in Chapter 6 of 
the course. Either average (dividing conventionally by n or dividing by n - 1) 
has useful statistical properties, but these properties are subtly different. The 
definition at  (1.1) will be used in this course. 
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Example 1.13 continued 
The sum of the squared residuals for the eleven ,B endorphin concentration 
differences is 

so the sample standard deviation of the differences is 

Notice that a negative residual 
contributes a positive value to the 
calculation of the standard 
deviation. This is because it is 
squared. 

Even for relatively small samples the arithmetic is rather awkward if done 
by hand. Fortunately, it is now common for calculators to have a 'standard 
deviation' button, and all that is required is to key in the data. 

Exercise 1.12 
Use your calculator for each of the following calculations. p 
(a) Confirnl the sample standard deviation for the 11 differences listed in 

Example 1.13. 

(b) Calculate the standard deviation for the 22 silica percentages given in 
Table 1.13. 

(c) Calculate the standard deviation for the ,B endorphin concentrations of 
the 11 collapsed runners. (See Table 1.5.) 

Exercise 1.13 

Use your computer for each of these calculations. 

(a) Compute the standard deviation for the birth weights of all 50 infants in a 

the SIRDS data  set. (See Table 1.4.) 

(b) Find the standard deviation for the annual snowfall in Buffalo, NY. (See 
Table 1.12.) 

In later chapters you will find that the main use of the standard deviation lies 
in making inferences about the population from which the sample is drawn. 
Its most serious disadvantage, like the mean, results from its sensitivity to 
outliers. In Exercise 1.12 you calculated a standard deviation of 98.0 for the 
data  on collapsed runners. Try doing the calculation again, but this time onlit 
the outlier at 414. You will find a drastic reduction in the standard deviation 
to  37.39, a reduction by a factor of almost three! 

Which, then, should you prefer as a measure of spread: range, interquar- 
tile range or standard deviation? For exploring and sunlnlarizing dispersion 
in data  values, the interquartile range is safer, especially when outliers are 
present. For inferential calculations, which you will meet in subsequent chap- 
ters of the course, the standard deviation is used, possibly with extreme values 
removed. The range should only be used as a check on calculations. Clearly 
the mean must lie between the smallest and largest data values, somewhere 
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near the middle if the data are reasonably symmetric; and the standard devi- 
ation, which can never exceed the range, is usually close to about one-quarter 
of it. 

Exercise 1.14 
When hunting insects, bats emit high-frequency sounds and pick up echoes Griffin, D.R., Webster, F.A. and 
of their prey. The data given in Table 1.14 are bat-to-prey detectioll dis- hlIichael, C.R. (1960) The echo 

tames (i.e. distances a t  which the bat first detects the insect) measured in location of 'ying by bats. 
Animal Behaviour, 8 ,  141-154. 

centimetres. 

Table 1 . l 4  Bat-to-prey detection distances ,(cm) 

62 52 68 23 34 45 27 42 83 56 40 

Calculate the median, interquartile range, meall and standard deviation of 
the sample. 

Exercise 1.15 8 The following data are taken from the 1941 Canadian Census and comprise 
the sizes of completed families (numbers of children) born to a sample of 
Protestant mothers in Ontario aged 45-54 and married at age 15-19. The data Keyfitz, N. (1953) A factorial 
are split into two groups according to how many years of formal education arrangement of com~arisons of 

the mothers had received. family size. American J. Sociology, 
53, 470-480. 

Table 1.15 Family size: mothers married aged 15-19 

Mother educated for 6  years or less 

14 13 4  14 10 2  13 5  0  0  13 3  9  2  10 11 13 5  14 

Mother educated for 7 years or more 
0 4 0 2 3 3 0 4 7 1 9 4 3 2 3 2 1 6 6 0 1 3 6 6 5 9 1 0 5 4 3 3 5 2 3 5 - 1 5 5  

Find the median, interquartile range, mean and standard deviation of each of 
the groups of mothers. Cominent on these measures for the two groups. 

For future reference, the square of the sample standard deviation in a sample 
of data is known as the sample variance. 

The sample variance 

The sample variance of a data sample X I ,  xz, . . . , X, is given by 

where is the sample mean. 

Finally, many practitioners find it convenient and u se f~~ l  to characterize a data 
sample in terms of the five-figure summary. 
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The five-figure summary 

For a sample of data, the five-figure, summary lists, in order, 

0 the sample n~inimum, 

a the lower quartile, q ~ ;  

0 the sample median, m;  

0 the upper quartile, qv; 

0 the sample maximum, X(,). 

For instance, the five-figure summary for the snowfall data in Table 1.12 can 
be written 

(25,63.6,79.7,98.3,126.4). 

For the silica data in Table 1.13 it is 

(20.77,26.91,29.03,33.31,34.82). 

1.4 Graphical displays and numerical 
summaries 

Bearing in mind the advice that we should always start a data exploration 
by looking at  a graphical display of the data, we have displays such as bar 
charts and histograms to guide us when looking at  data sets which involve 
only one variable. But the problem with these displays is first, that they can 
have too much detail, and second, that they are not very useful for comparing 
two or more samples. Now that we know how to calculate useful numerical 
summaries of the data, it would be useful to have available a graphical display 
showing the summary statistics in a visually appealing and interpretable way: 
a simple method for doing this is by drawing a boxplot. 

A boxplot is designed to  depict, as clearly as possible, the median, the quar- 
tiles, the range of the data and any outliers which may be present. It  gives 
a clear picture of all of these features and, as you will see, allows a quick 
comparison of data sets. 

A boxplot is simple to construct. I t  will be useful to follow the construction 
through with an example, and we shall use the 'collapsed runners' data in 
Table 1.5. The eleven ,l? endorphin concentrations recorded were 

It  will also be useful to have the five-figure summary for these data, given by 

First, a convenient horizontal scale is drawn, covering the extent of the data: 
say, in this case, a scale from 0 to 500. Against this scale, the three quartiles 
(the first quartile q ~ ,  the second quartile m ,  and the third quartile q u )  are 
drawn in as shown in Figure 1.20. 
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m 
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p endorphin concentration (pmol/l) 

Figure 1.20 Drawing a boxplot 

The rectangle is the 'box', with edges defined by the lower and upper quartiles; 
the median is shown by a vertical line appropriately located in the box. 

Next, calculate the interquartile range. In this case, 162 - 79 = 83. 'Whiskers' 
are then constructed, extending to the furthest observation within one i.q.r. 
(interquartile range) either side of the box. In this case, 

g" + i.q.r = 162 + 83 

= 245, 

and so the right-hand whisker will extend as far as the observation 169, the 
highest observation not exceeding 245. The nunlber 169 is called the u p p e r  
ad jacen t  value. Similarly, 

q~ - i.q.r. = 79 - 83 

= -4, 

and so the left-hand whisker extends all the way to 66, the lowest obser- 
vation. So, in this case, the lower ad jacen t  value is the same as the sample 
minimum. This is shown in Figure 1.21. 

€U- 
I l I I I I 

0 100 200 300 400 500 

p endorphin concentration (pmol/l)- 

Figure 1.21 Drawing a boxplot, continued 

Finally, any observatiom not covered by the whiskers are marked in as sep- 
arate items. (They may in some circumstances be deemed outliers, or a t  least 

worth special attention.) In this case, the oiily observatioii iiot covered by the 
whiskers is that to the extreme right, the nlaxilnuln observation of 414. This 
is shown in Figure 1.22, which is the completed boxplot. 

p endorphin concentration (pmol/l) 

Figure 1.22 The completed boxplot 

Again, you should be aware that boxplot construction is an area where there 
are no clear rules. All boxplots show the three quartiles, but the conventions 
defining the whiskers vary from text to text and from one computer package 
to another. The whiskers may extend up to one and a half or even two 
interquartile ranges either side of the box; and some approaches distinguish 
moderate and severe outliers with different symbols. The approach adopted 
here is the simplest approach that shows all that needs to be illustrated. 

You can see how a boxplot gives a quick visual assessnlent of the data. The 
length of the box shows the interquartile range and the lengths of the whiskers 
relative to the length of the box give an idea of how stretched out the rest 
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of the values are. The unusually large value is clearly shown in this case and 
the median gives an assessment of the centre. If the sample ~nediail is to be 
used as an estimate of an unknown population value, then the boxplot gives 
an overall feel for the precision of such an estimate. Some kind of assessment 
of symmetry is possible, since synlmetric data will produce a boxplot wl~ich is 
symmetric about the median. However, it should be borne in nlind that this 
particular data set has only 11 values, and this is too sinall a number to infer 
anything definite about any underlying structure. You should now make sure 
you understand boxplots by constructing a couple for yourself. 

Exercise 1.16 

Using a pent" and ruler, construct a boxplot (a) for the silica data in Table 1.13 
and (b) for the snowfall data in Table 1.12. Use the five-figure sunlnlaries given 
at  the end of Section 1.3. 

Boxplots are particularly useful when used for quick comparisons. When 
the data on birth weights of children exhibiting severe idiopathic respiratory 
distress syndronle were introduced in Table 1.4 the question asked was: is it 
possible to relate survival to birth weight? We are now in a good position 
to  make some headway. Figure 1.23 shows comparative boxplots of the two 
groups of birth weights. 

Birth weight (kg) 

Figure 1.23 Comparative boxplots, two groups 

You can see immediately that the median birth weight of children who died 
is less than the lower quartile of birth weights of children who survived. The 
picture immediately gives a compact, quickly assimilated suilmary of the 
data, suggesting that children who survive and children who do not may 
typically have different birth weights. 

Using boxplots you have seen how summary statistics can be represented by 
graphical displays which not only give some feel for the way the data are 
dispersed but also make it possible visually to compare two or inore samples 
of data. 

1.4.1 Data and symmetry 
Figure 1.24 shows a bar chart of some of t,he data of Table 1.15: it shows the 

numbers of children born to  the 35 Protestant mothers in Ontario who had 
at  least seven years' education. 
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Frequency 

Number of children 

Figure 1 .64 Bar chart, family size 

The bar chart shows a marked lack of symmetry. The corresponding boxplot 
is shown in Figure 1.25. 

I - I I I I I I I I 

0 2 4 6 8 10 12 14 16 

Number of children 

Figure 1.25 Boxplot, family size 

Detection of lack of symmetry is of considerable importance in data analysis 
and inference. This is because the most important sunmary measure of the 
data is the typical or central value in the context of which the sample median 
and the sample mean were introduced. Now, when the data are roughly 
symmetrically distributed, all ambiguity is renloved because the median and 
the mean will nearly coincide. When the data are very far from symmetric, 
not only will these ineasures not coincide but we may even be pressed to 
decide whether any sunmary measure of this kind is appropriate. 

A measure of synmletry would clearly be both meaningful and useful. 

The generally accepted measure is the sample skewness, defined as follows. 

The sample skewness 

The sample skewness of a data sample X I ,  x2, . . . , X,, is given by 

where Z is the sanlple mean and s is the sample standard deviation. 

Notice in this formula the term (xi - E ) ~ :  observations greater than the sample 
mean contribute positive terms to the sum, while observations less than the 
sample mean will contribute negative terms. Perfectly synlmetric data would 

34 
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have a skewness of 0. The data of Figures 1.24 and 1.25 have a sample 
skewness of 1.28-the data are said to be positively skewed. 

Exercise 1.17 
Use your computer to calculate the sample skewness for the family size data 
for the first group of 19 mothers, who.had six or less years' education. 

I11 the case of the first group of mothers the sample skewness is negative: the 
data are said to  be negatively skewed. In this case, the asymmetry is rather 
slight. However, the consequences of asyillinetry are iinportant for subsequent 
analyses of the data, as we shall see as the course develops. 

The following exercise is a computer exercise to reinforce some of the ideas 
you have met so far. 

Exercise 1.18 

Data were taken from an experinlent on three groups of mice. The measure- 
ments are amounts of nitrogen-bound bovine serum albumen produced by 
normal mice treated with a placebo (i.e. an inert substance), alloxan-diabetic 
mice treated with a placebo, and alloxan-diabetic mice treated with insulin. 
The data are given in Table 1.16. 

Table 1 .l 6 Nitrogen-based BSA for three groups 
of diabetic mice 

Normal Alloxan-diabetic Insulin treatment 

(a) Sulnmarize the three groups in terms of their five-figure summaries. 

(b) Calculate the mean and standard deviation for each group. 

(c) Calculate the sample skewness for each group. 

(d) Obtain a comparative boxplot for the three groups. Are any differences 
apparent between the three treatments? 

Dolkart, R.E., Halpern, B. and 
Perlman, J.  (1971) Comparison of 
'antibody responses in normal and 
alloxan diabetic mice. Diabetes, 
20, 162-167. 
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1.5 A look ahead 
The examples in this chapter have been drawn from a wide variety of areas, 
the diversity of which serves to illustrate the unlimited range of applicability 
of statistical methods. Statistical ideas, however, are not merely used to 
address questions from a broad range of areas, they are also used to address 
a multitude of different types of problem. 

One important division of problem types is into formulation, estimation and 
testing situations. In the first, we are searching for patterns or structures in 
the data, and you have seen some of that in this chapter. This is done in the 
hope that such patterns or structures might lead to simplified explanation and 
improved understanding of what is going on, thereby helping the formulation 
of hypotheses and theories. Sometimes the word exploratory is used to 
describe statistical methods with this aim in mind because they are being 
used to explore the data to see what can be discovered. Most of the graphical 
methods you have met in this chapter could be described as exploratory. 

Example 1.14 Hypothesizing a linear relationship 
We used an exploratory method to investigate the relationship between alcohol 
consumption and the death rate from cirrhosis and alcoholisn~ (Table 1.6). I t  
is clear from Figures 1.12 and 1.13 that some pattern does exist. We might 
hypothesize a linear relationship of the form 

Death rate = a + ,B (Alcohol consumption), The letter a! is the Greek 

where a and ,B are constants (to be determined numerically by a method which lower-case letter alpha. 

is described in Chapter 10). With this as a basic relationship, a government 
might then wish to  examine its policy of alcohol taxation. 

Example 1.15 Old Faithful geyser, August 1978 

The Old Faithful geyser in Yellowstone National Park has been much ob- 
served: we saw in Figure 1.19 the results of monitoring in 1985. Some years 
earlier, observations were carried out with the objective of deciding whether 
a prediction rule could be formulated so that the Park Rangers would be able 
to tell visitors when the next eruption would be likely to occur, based on the 
duration of the previous eruption. The durations of eruptions and the times 
to next eruption were recorded between 6 am and midnight from 1 to 8 August 
1978. The data are given in Table 1.17. 

Table 1.17 Eruptions of Old Faithful geyser, August 1978 
Day 1 Day 2 Day 3 Day 4 Day 5 Day 6 Day 7 Day 8 

D I D I D I D I D I D I D I D I  
4.4 74 4.3 76 4.5 71 4.0 71 4.0 67 1.8 53 3.5 50 4.2 73 
3.9 70 1.7 54 3.9 78 3.7 69 2.3 65 4.6 70 2.0 87 4.4 73 
4.0 64 3.9 76 4.4 80 3.7 63 4.4 77 3.5 69 4.3 40 4.1 70 
4.0 72 3.7 65 2.3 51 4.3 64 4.1 72 4.0 66 1.8 76 4.1 84 
3.5 76 3.1 54 3.8 82 3.6 82 4.3 79 3.7 79 4.1 57 4.0 71 
4.1 80 4.0 86 1.9 49 3.8 68 3.3 73 1.2 48 1.8 71 4.1 79 
2.3 48 1.7 40 4.6 80 3.8 71 2.0 53 4.6 90 4.7 70 2.7 58 
4.7 88 4.1 87 1.8 43 3.8 71 4.3 69 1.7 49 4.2 69 4.6 73 
1.7 53 1.8 49 4.7 83 2.5 63 2.9 53 4.0 78 3.9 72 1.9 59 
4.9 71 3.2 76 1.8 49 4.5 79 4.6 78 1.8 52 4.3 51 4.5 76 
1.7 56 1.9 51 4.6 75 4.1 66 1.9 55 4.1 79 1.8 84 2.0 49 
4.6 69 4.6 77 1.9 47 3.7 75 3.6 67 1.9 49 4.5 43 4 . 8 - 7 5  
3.4 72 2.0 49 3.5 78 3.8 56 3.7 68 4.6 75 4.1 75 D = duration of eruption, I = time 

3.4 83 3.7 73 2.9 75 interval to next eruption (minutes) 
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A scatter plot of 'time interval to next eruption' against 'duration of eruption' 
is given in Figure 1.26. H 
Interval (minutes) 

I I I I I 

1 2 3 4 5 

Duration (minutes) 

Figure 1.26 Eruptions of Old Faithful geyser, August 1978 

The scatter plot clearly shows that,  if the duration is large, the interval to 
the next eruption is also likely to be large, and if the duration is small the 
interval is likely to be small. However, the situation is not entirely clear C L I ~  

because the plot also shows some outlying points which are far from the others, 
notably in the bottom right-hand and top left-hand corners of the plot. Two 
statisticians from Bell Laboratories in the United States, Lorraine Denby and 
Daryl Pregibon, were intrigued by this curious distribution of the points and 
explored it by replacing the points on the plot with symbols showing the days 
on which the measuren~ents were taken. This is shown in Figure 1.27, and 
you can see that Day 7 accounts for the anomalous outlying points. 
Interval (minutes) 
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Figure 1.27 Eruptions of Old Faithful geyser, August 1978, day by day 



Elements of Statistics 

This led Denby and Pregibon to check that the results for Day 7 had been 
recorded correctly. They found that a mistake had indeed been made, and 
that the recorded intervals for Day 7 should have been matched with the listed 
duration following the one with which they had originally been matched. This 
led to  the revised scatter plot shown in Figure 1.28. 

Interval (minutes) 

Duration (minutes) 

Figure 1.28 Eruptions of Old Faithful geyser, August 1978, revised plot 

Now the points follow a fairly well-defined pattern (except for one!), and 
predictions can be made. 

Another type of problem concerns testing. Here, statistical methods are used 
to  determine the possible truth of a hypothesis or theory by comparing it with 
a set of data. In effect we are asking if it is likely that the observed data arose 
from a structure such as the one hypothesized or if it is, in fact, extremely 
unlikely. Later chapters will include formal methods for such tests. 

Before we have even the possibility of performing the kind of conlparison in- 
volved in a test, we need to have a mathematical description or explanation 
of the data. In other words, we need to formulate and test a model which 
explains how the data  arose. The first step in such model-building is to decide 
what is relevant. It is impossible to inodel the real world in all its awesome 
complexity and simplifying assunlptions have to  be made. These may be 
along the lines that certain things are irrelevant (Newton, for example, in 
formulating his laws of gravitation, decided that the colour and material of 
gravitating bodies were irrelevant-only distance and mass were important), 
or certain aspects of the data may be too complex to explain (in Table 1.8 
and Figure 1.17, we might decide that short-term fluctuations are too com- 
plex to model and focus our attention on long-term trends). The next three 
chapters will be about constructing probability inodels for data. You will see 
how to formulate common-sense assumptions which lead to tidy mathemat- 
ical descriptions of the way in which the data arise. These will enable you to  
quantify such things as the tests mentioned in the preceding paragraph. 



Chapter 1 Section 1.5 

Of course, modelling does not end with formulating a plausible mathenlatical 
description of the way data  arise. We also need to test the validity of the 
resulting model. The results of such a test may lead us to accept the ad- 
equacy of a model; we may decide that the patterns in the data are explained 
successfully. But is the test we have used powerful enough? A weak test is one 
which would pass an inadequate model and clearly would not be of much use. 
A powerful test is more discriminating and acceptance will require a closer fit 
between model and data. 

Alternatively, the results of a test may lead us to conclude that the model is 
inadequate: it does not explain successfully the patterns in the data. We say 
that the test has rejected the model and we have to try some other model. 
Sensitive use of statistical methods can lead to ideas about how a rejected 
model may be modified to improve the fit. 

Example 1.16 Incidence of Down's syndrome births, Australia, 1942-1 952 

Table 1.18 shows the incidence of Down's syndronle babies born to Australian 
mothers from 1942 to 1952. The total nunlber of births is also given. The 
mothers are grouped into seven categories, by age. 

Table 1.18 Down's syndrome births 

Age group Number of Down's Total number 
of mother syndrome births of births 
under 20 15 35 555 

20-24 128 207 931 
25-29 208 253 450 
30-34 194 170 970 
35-39 297 86 046 
40-44 240 24 498 

45 and over 37 1 707 

The objective is to model the risk of a child born with the syndrome given 
the mother's age at  the birth. 

Suppose we plot the proportion of Down's syndronle births for each age group 
against the midpoint of the age group; that is, we shall plot the number of 
Down's syndrome births divided by the total number in each age group against 
each interval midpoint, the midpoints being taken to be 17.5, 22.5, 27.5, 32.5, 
37.5, 42.5, 47.5. The plot is shown in Figure 1.29. 

Down's syndrome proportion 

Moran, P.A.P. (1974) Are there 
two maternal age groups in Down's 
syndrome? British Journ,al of 
Psychiatry, 124, 453-455. 

Figure 1.29 Proportion of Down's syndrome births against age of mother 
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You can see how the risk increases with age, but the proportions increase so 
rapidly at  the higher ages that we need to use a transforlnation of the data 
if we are to see what is really happening. In Figure 1.15 we obtained a clear 
scatter plot for the data in Table 1.7 by taking logarithms. I11 this case, we 
want to spread out the small proportions and compress the larger ones whilst 
leaving the ages evenly spread, so we take logarithms of the proportions only. 

In fact, the appropriate transforn~ation is to  plot the variable You are not expected at this stage 

) 
of the course to be able to select an 

1% ( proportion appropriate transformation 
1 - proportion yourself, or to recognize why some 

particular transformation might 
against age. You need not worry about the arithmetic. The transformed plot lead to a more informative view of 
is shown in Figure 1.30. the data. 

proportion 
log ( 

I - proportion 

- 2 

Average maternal age (years) 

Figure 1.30 Down's syndrome plot, after transformation 

The plot shows two groups of points, each approximately linear but with 
different slopes, the changeover point being the midpoint of the 30-35 age 
interval. In fact the fit is almost perfect. 

The model gives the proportion of Down's syndrome births as a function of 
the maternal age and enables us to  estimate the relative risks for different 
ages. H 

Sometimes models are very complex and it is difficult to see what is going on. 
In such cases, one method which is sometimes adopted to gain understanding 
is simulation. A computer program is written which acts as if the model were 
true, and generates data from it. Thus large numbers of simulated random 
samples may be produced and compared. In this way different models may 
be tried and the consistency of their performance may be assessed. You will 
meet computer simulation throughout the text, beginning towards the end of 
Chapter 2. 



Chapter 1 Section 1.5 

Summary 

An important first stage in any assessment of a collection of data, preced- 
ing any numerical analysis, is to represent the data, if possible, in some 
informative diagrammatic way. Useful graphical representations include 
pie charts, bar charts, histograms, scatter plots and boxplots. Possibly, 
transformations may be useful to aid the representation of the data. 

Most diagrammatic representations have some disadvantages; in partic- 
ular, histograms are very sensitive to the choice of origin and the widths 
of the class interval. 

The design of boxplots varies with analysts' preferences and between 
computer packages. In this course a boxplot exhibits the lower adjacent 
value, the lower quartile, the sample median, the upper quartile and the 
upper adjacent value. The quartiles are spanned by the 'box', the adja- 
cent values by 'whiskers'. Other extreme values are marked individually 
and may be called 'outliers'. 

Numerical summaries for a set of data include the sample median 

m = x  1 (3(n+l)), 

where n  is the sample size; the lower quartile 

the upper quartile 

the minimum value x ( ~ ) ;  and the maximum value X(,). The distance 
X(,) - x(1) is sometimes called the range of the sample; the distance 
qv - q~ is called the interquartile range. 

The data summary ( x ( ~ ) ,  qh, m, qv, X(,)) is called the five-figure sum- 
mary. 

Other summary measures include the sample mean 

the sample standard deviation (a  measure of dispersion) 

((xl - q2 + (X2 - q2 + . . . + (2, - q 2 )  

and the sample skewness (a measure of asymmetry) 

1 
n - l  
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The quantities (xi - 5) are called residuals; the number s2 is known as 
the sample variance. 


