
Chapter 10 
Explanatory relations 

In this chapter observations are collected on a random variable whose mean al- 
ters with changing circumstances (for instance, with passing time). Techniques are 
developed in an attempt to model this dependence and to make predictions. 

So far in this course models for variation have been developed that are suf- 
ficient for the entire population under study. For instance, in Chapter 2, 
Example 2.17, data were collected on the heights of elderly women: a sample 
of size 351 from the community was used. The data collection formed part 
of a study into the disease osteoporosis, and in this context the population of 
elderly women was the only one of interest. There was evident variation in 
the sample (see Figure 2.19) and it was suggested that a normal distribution 
with appropriately fitted parameters p and a might be adequate to model the 
variation in the population. We did not seek to model the heights of females 
in general (because in this context the variation in height of teenage girls, for 
instance, was of no interest). But in the population in general, we know that 
height depends on age at least up to about 15 or 16 years old. Clothing manu- 
facturers, for instance, would need to be aware of-the extent of this variation, 
and how it depended on age. Figure 10.1 illustrates the variation in height 
of schoolboys aged between 6 and 10 years old, taken from an early study 
in America. For each of the five age groups, a histogram for the variation This early study explored the 
in heights was drawn. Then each histogram was composed into the single relationship between the age and 

diagram in the way shown. heights of 24 500 Boston 
schoolboys, conducted for the 

I leigl~t ( i t~chc~s)  Massachusetts Board of Health in 
1877 by H.P. Bowditch. The figure 
is adapted from Peters, W.S. 
(1987) Counting for 
Something-Statistical Principles 
and Personalities. Springer-Verlag, 
New York, p. 90. 

.'K 1 
(i 7 8 >J 10 

Age (pears) 

Figure 10.1 The variation in height (in inches) for boys aged 6 to 10 
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It is clear that the distribution in heights alters with the increasing age of 
the boys. In fact, the figure suggests very clearly for each age group that a 
normal distribution would provide a very adequate model for the variation in 
heights; that the mean increases roughly linearly with age (at least between 
the ages 6 and 10; the trend would not continue into middle age, of course); 
it also seems that the variance in height does not alter much with age, if at 
all. So, perhaps a model where the parameter p altered linearly with age but 
where a did not alter at all, would provide a very good model for the variation 
in height of this developing population. 

This kind of dependence is the subject of the present chapter. Here are two 
more examples. 

Example 10.1 Finger-tapping 
An experiment was carried out to investigate the effect of the stimulant caf- 
feine on performance on a simple physical task. Thirty male college students 
were trained in finger-tapping. They were then randomly divided up into 
three groups of 10, and the students in each group received different doses of 
caffeine (0, 100 and 200mg). Two hours after treatment, each subject was 
required to do finger-tapping, and the number of taps achieved per minute 
was recorded. The question of interest was: does caffeine affect performance 
on this task? 

The recorded figures are given for each of the 30 subjects in Table 10.1. 
Table 10.1 Finger-tapping data 

Caffeine dose (mg) Finger-taps per minute 

0 242 245 244 248 247 248 242 244 246 242 
100 248 246 245 247 248 250 247 246 243 244 
200 246 248 250 252 248 250 246 248 245 250 

There are not enough data here to construct meaningful or informative his- 
tograms for each of the three dose levels. The appropriate graphical rep- 
resentation to use is the scatter plot, where the caffeine dose is measured 

along the horizontal axis, and recorded finger-taps per minute are measured 
up the vertical axis. The result recorded for each of the 30 subjects corre- 
sponds to a single point on the scatter plot. A scatter plot for these data is 
given in Figure 10.2. 
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Draper, N.R. and Smith, H. (1981) 
Applied regression analysis, 2nd 
edn. John Wiley and Sons, New 
York, p. 425. Finger-tapping is a 
fairly standard psychological task 
performed by subjects to assess 
alertness through manual (or, 
strictly, digital) dexterity. Of 
course, a more informative 
experiment might have been to 
collect 'Before' and 'After' tapping 
frequency data for each of the 
30 subjects, and then to explore 
the difference achieved for each 
subject, and how that difference 
related to the caffeine dose. 
However, we must deduce what we 
can from the data supplied. 

In Figure 10.2, coincident points 
are shown slightly displaced for 
clarity. 

Figure 10.2 Tapping frequency against caffeine dose 



In this example, it is not possible to deduce very much about the shape of 
the variation in tapping frequencies at  each dose level, but the range is easy 
to determine (a range of about 8 beats per minute, from somewhere in the 
mid-240s to somewhere in the mid-250s). More significantly, there is some 
evidence of a possible upwards trend from the graph in Figure 10.2-that is, 
there is some evidence that increasing the caffeine dose leads to an increase 
in tapping frequency. The questions that might be asked are: is there a 
genuine underlying trend or is its manifestation here merely an accident of 
the data? If the trend is there, how can we model it? How can we account for 
the variation between responses at  the same dose level? One might then use 
the model to predict finger-tapping frequencies at higher (or just different) 
dose levels. Without more knowledge of the effect of caffeine on the human 
physiology, one should be wary of extending the trend and predicting finger- 
tapping performance at very much higher doses than 200mg. . 
This is a typical problem in the statistical exercise known as regression. 
Regression analysis involves the development and use of statistical techniques 
designed to reflect the way in which variation in an observed random variable 
changes with changing circumstances. 

Example 10.2 Forbes' data 
In the 1840s and 1850s the Scottish physicist James Forbes was interested in 
developing a method for estimating altitude on a hillside from measurement 
of the boiling point of water there. The temperature at which water boils 
is affected by atmospheric pressure, which in turn is affected by altitude. 
Forbes concluded that it would be possible for climbers to estimate their height 
from the temperature at which water boiled. Carrying altimeters (that is, 
barometers) up and down hills is a tricky business: boiling5 pan of water and 
measuring the temperature at which boiling point occurs is less troublesome. 

It would be useful to have data available for the way boiling point varies 
with altitude: in fact, the data in Table 10.2 give the boiling point (OF) and 
atmospheric pressure (inches Hg-that is, inches of mercury) at 17 locations 
in the Alps and in Scotland. 

Boiling point ( O F )  
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Figure 10.3 Forbes' data: boiling point of water against atmospheric pressure 

Forbes, J.D. (1857) Further 
experiments and remarks on the 
measurement of heights by the 
boiling point of water. 
iPransactions of the Royal Society 
of Edinburgh, 21, 135-143. 

Table 10.2 Forbes' data 
Boiling point Pressure 

("-F) (inches Hg) 
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It is the different atmospheric pressure prevailing at each location that 'causes' 
differences in the observed boiling point of water. You may know that the 
higher the altitude, then the lower the pressure, and the lower the boiling 
point of water. In Figure 10.3 pressure is measured along the horizontal axis, 
and temperature is measured up the vertical axis. There is a very strong 
suggestion of a straight-line relationship between the boiling point of water 
and atmospheric pressure. It is a feature of science that many relationships 
can be formulated (sometimes approximately) in very simple terms, in which 
case they are sometimes called natural laws or laws of nature--or just laws. 
For example, Hooke's Law states that the extension produced in a spring is 
proportional to the external force applied to the spring. In fact, most such 
'laws' merely articulate experimental results perceived to be true under certain 
circumstances. W 

However, one should not jump too rapidly to easy and convenient conclusions. 
Often, it is found that a list of data pairs appears to suggest a linear law 
(a straight-line relationship) over the range investigated, but when further 
measurements are taken beyond that domain, it becomes clear that a non- 
linear law may be required overall. The case of atmospheric pressure and 
altitude provides an example of this. The scatter plot in Figure 10.4 shows Figures 10.4 and 10.5 are from 
atmospheric pressure (as a percentage of pressure at sea level) plotted against The Open University (1992) 

altitude (in metres, at various points on the earth's surface). You c a i  see that An Introduction to 
Calculus, Unit 7, Numbers from 

pressure decreases with increasing altitude, and that the relationship appears Nature, Milton Keynes, The Open 
to be linear, at least over the range explored, which was from sea level up to university. 
1000 m. 

Atmospheric pressure (% of sea-level value) 
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Figure 10.4 Pressure at different altitudes up to 1000 metres 

If, however, you were to explore what happens when further measurements are 
taken outside this range, you would find that a linear relationship no longer 
holds, as the plot of measured values of atmospheric pressure at  altitudes 
up to 30000 metres shows in Figure 10.5. In other words, we need a more 
sophisticated mathematical model than a simple straight-line regression model 
to represent the dependence. 

You should be aware that 
statisticians often fit a straight line 
to data, even when the limitations 
of the model are recognized and 
when there are reasons to know 
that something more elaborate is 
really appropriate. Those of you 
who know something about Taylor 
series expansions will understand 
that some very complicated curves 
can be approximated, and often 
quite well, by straight lines, over 
limited domains. 
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Figure 10.5 Pressure a t  different altitudes up to  30000 metres 

In order to plot a scatter diagram for this sort of 'paired' data, we need to 
establish a criterion for which of the two measured variables to plot along the 
horizontal axis, and which variable to plot up the vertical axis. 

Often, the data list will have arisen as the result of an experiment specifically 
designed to investigate the effect that changes in one variable have on the 
other. For example, the effect on the extended length of a stretched rubber 
band when different masses are suspended from it; or the change in recorded 
atmospheric pressure following a change in altitude; or how the time taken 
for a planet to orbit the Sun depends on its distance from the Sun. 

In yet another context, researchers might be interested in the way car engine 
size affects urban fuel consumption, or in how driving the same car at different 
speeds alters its fuel consumption. 

In all these cases one would naturally speak of changes in one variable having 
an effect on, or causing differences in, the resulting measurements of another. 
For example, 'driving this car at  a constant speed of 70 m.p.h. leads to fuel con- 
sumption rates roughly double those when the same car is driven at 40 m.p.h.'; 
or 'climbing from sea level to a height of 1OOOmetres caused a drop of about 
ten per cent in recorded atmospheric pressure'. It would not be at all natural 
or even sensible to speak of reduced fuel consumption 'causing' a change in 
speed; or of altered atmospheric pressure 'affecting' a climber's height; or of 
one car engine being larger than another 'because' it uses more fuel. 

The case is not always clear-cut: but usually there is a sense in which control- 
lable or intentional differences in one variable (often the basis of the design of 
the experiment) lead to changes in another. 

The first variable is called the explanatory variable and is conventionally 
plotted horizontally, the second is called the response variable and is plotted 
vertically. 

One can think of a scatter diagram as displaying some sort of functional 
relationship between the response and explanatory variables (without drawing 
too strong an analogy because of the variability involved). It is our aim in 
this chapter to discover something about the function which best expresses 
that relationship. 

There are many different terms for 
the two variables. Others include 
the independent variable and the 
dependent variable. The 
explanatory variable may also be 
called the predictor variable or the 
regressor. 
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' 10.1 Some examples and a brief history 

There are many contexts in which regression data arise, and in this section 
several examples are given. In each case, questions posed are those relating to 
what the data can tell us about the regression relationship that exists between 
the response and the explanatory variables. 

10.1. I Some examples 
Example 10.3 revisits a data set from earlier in the course. 

Example 10.3 Divorce data 
In Chapter 6, Table 6.4, data are given on the annual numbers of divorces 
recorded in England and Wales between the years 1975 and 1980. The data 
suggest a roughly linear upward trend, but of course there is some scatter 
about the trend due to random variation. 

While it would not be entirely sensible to speak of the passage of time as 
'causing' an increase in divorce, the problem here can be posed as one in 
regression, because the divorce rate seems to vary with time, and in a way 
that is interesting enough to be worth investigating. 

When these data were introduced in Chapter 6, a straight line model of the 
form 

was suggested, where xi, i = 1,2, .  . . ,6, denotes the year (reckoned from 1900 
for convenience), denotes the annual number of divorces (in thousands) 
and where Wi is a random term to account for the scatter. The underlying 
straight-line trend is given by the term cr +/?xi; and in Figure 10.6 three trend Figure 10.6 is a copy of Figure 6.2 

A A A 

lines 11, l2 and c, with slopes ,&, g2 and ,B3 respectively, are suggested. in Chapter 6, included here for 
convenience. 

Divorces (thousands) 

100 1 I I , I I 

75 76 77 78 79 80 
Year 

Figure 10.6 Divorces in England and Wales, 1975-1980: trend lines 

An essential fact to remember is that the estimator of the slope is a random 
variable. Each of the three lines shown in Figure 10.6 is an estimate of the 

384 



Chapter 10 Section 10.1 

true underlying trend line, resulting from applying three different estimating 
formulas to the collected data. The question was: which of the three lines in 
Figure 10.6 was in some sense the best expression for the underlying increase 
in the divorce rate? To answer this question, the accuracy of the estimator for 
the slope of each line was assessed. It  was established that in fact all three lines 
had expected slope /Sand in that sense, there is nothing to choose between 

A 

them. However, the slope estimator that had the smallest variance was P2, The slope of the line 11 was written 
and in that sense the second of the three lines, G, is the best expression of p,, and so on. We found 
the underlying trend. V@,) = 0.0800a2, 

The line could be used, for instance, to forecast future divorce rites on the V(%) = 0 . ~ ~ ~ ~ ~ ~ 7  

assumption that the upward trend would continue into the 1980s. In fact, that V(&) = 0.0741a2. 

would have been a false assumption, for it turns out that while the number 
of divorces continued its annual rise, there was a noticeable reduction in the 
rate of increase. Extrapolation can be dangerous! I 

Example 10.4 describes the results of an investigation into the strength of 
wooden beams. 

Example 10.4 The strength of beams 
The data set lists the results of an investigation into specific gravity and Draper, N.R. and Stoneman, D.M. 
moisture as predictors of the strength of timber beams. Ten beams were used (1966) Testing for inclusion of 

in the experiment. The data are given in Table 10.3. The response variable in linear regression by a 
randomization technique. 

(strength) is given with the two explanatory variables (specific gravity and Technometrics, 695-699. 
moisture content). 

Table 10.3 The strength of 
A plot of strength against specific gravity (see Figure 10.7(a)) strongly suggests beams 
some sort of linear relationship between response and explanatory variable- Strength Specific Moisture 
though possibly there is an outlier at (0.499,11.14). On the other hand, the gravity content 
scatter plot of strength against moisture content (see Figure 10.7(b)), while 11.14 0.499 11.1 

Figure 10.7 (a) Strength against specific gravity (b) Strength against moisture 
content 

suggestive of a downward trend, is not so convincing. 12.74 0.558 8.9 
13.13 0.604 8.8 

Strength Strength 11.51 0.441 8.9 

It  need not necessarily be the case that the suggestion of a functional relation- 
ship is as strong as that suggested by Figure 10.7(a). We shall see examples 
where there is rather little evidence of it, but where regression analysis has 
nevertheless been usefully employed. 

12.38 0.550 8.8 
12.60 0.528 9.9 
11.13 0.418 10.7 
11.70 0.480 10.5 
11.02 0.406 10.5 . 11,.42 0.467 10.7 

. . . . . 
I I I 
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11 
0.4 0.5 0.6 8 9 10 11 

(a) Specific gravity (b) Moisture content 
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Example 10.5 extends Forbes' researches over a wider range of investigation. 
Forbes considered variation in boiling point of water for atmospheric pressures 
ranging from about 21 to 30 inches Hg. In this example we explore the results 
of experiments taken over the range from 15 inches Hg to about 30 inches Hg. 

Example 10.5 Hooker's data 
As well as his own results Forbes quotes Dr Joseph Hooker's researches into 
the relationship between altitude and the boiling point of water. The data in 
Table 10.4 are the results of 31 measurements taken in the Himalayas. 

A scatter plot for these data is shown in Figure 10.8. Again, there is the 
strong suggestion of a linear relationship between the response variable and 
the explanatory variable-that is, of some physical 'law' connecting the two, 
which may usefully be expressed as a linear law. Just as for the divorce data, 
a reasonable model might again be written in the form 

at least for values of X between about 15 and about 30. We have not explored 
the usefulness of the model outside this range. It is interesting that Hooker 
was apparently able to measure atmospheric pressure to an accuracy of three 
decimal places (whereas Forbes' data are given to two decimal places). 

Boiling point ( O F )  

l 

15 20 25 30 
Atmospheric pressure (inches Hg) 

Figure 10.8 Hooker's data: boiling point of water against atmospheric pressure 

As a comparison of the two sets of results, it would be interesting to fit 
straight lines to each set, and then to compare the two lines. You could 
explore this informally, fitting straight lines by eye to each data set. However, 

in Section 10.2 we shall establish criteria for assessing the best line through 
scattered data. If the results (that is, the best lines) turn out to be different for 
the two sets of data, it will be necessary (but also interesting) to speculate on 
whether that difference is a real difference, or just a manifestation of random 
variation, and if so, on the causes of the difference. 

Example 10.6 is about comparing distances between two points as suggested 
by a map, and as the corresponding road distances turn out to be in practice. 

Table 10.4 Hooker's data 

Boiling point Pressure 
(W (inches Hg) 
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Example 10.6 Map (straight-line) and road distances compared 
Maps can sometimes be deceiving in the impression they give of distances 
between two locations. The data in Table 10.5 give the map distance in miles 
(that is, the straight-line distance) and the distance by road between twenty Gilchrist, W. (1984) Statistical 
different pairs of locations in Sheffield, England. The data raise the questions: modell% John Wiley and Sons, 

what is the relationship between the two variables? How well can the road Chichester, p. 5 .  

distance be predicted from the map distance? 

Table 10.5 Map distances and actual road 
distances in Sheffield, England 

Road distance (miles) Straight-line distance (miles) 

In every case the road distance exceeds the map distance. One might have 
expected this: roads tend to have bends, adding to the distance between 
two points. A scatter plot of road distance against map distance is given in 
Figure 10.9. Again, the plot suggests a roughly linear relationship between the 
two measures. (That is, the plot suggests that some sort of linear relationship 
between the two measures might provide an adequate model.) 

Road distance (miles) 

10 20 
Map distance (miles) 

Figure 10.9 Road distance against-map distance between pairs of locations in 
Sheffield (miles) 
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Can you see that here the appropriate model might be a little different to that 
considered in previous examples? If the map distance between two points is 

zero (that is, if the two points are the same) then the road distance will also 
be zero. The straight line fitted to the data should go through the origin. Our 
model relating Y,  (road distances) to xi (map distances) might now reasonably 
be expressed in the form 

Y, = yxi + Wi, The letter y is the Greek lower-case 
letter gamma. It is useful to 

where the parameter y represents the factor by which map distances need to distinguish in this way between the 
be multiplied to give an estimate of the actual road distance (which may or slopes of the two straight line 
may not b e  a useful estimate). Again, the random term Wi aLcounts for  the models Y, = a + Pxi Twi and 
scatter identified in the data. 4 Y, = y x i +  wi. 

In Example 10.7 there is very little pattern to be identified in the scatter of 
data points. 

Example 10.7 Examination scores 
It is not alwavs the case that there is a clear relations hi^ between two vari- 
ables: sometimes a scatter plot suggests that there is no relationship at all, Basak, I., Balch, W.R. and 

despite what one might have suspected, or expected. Table 10.6 gives exam- P. (lgg2) Skewness: 
asymptotic critical values for a test 

ination scores (out of 75) for 134 candidates, and the number of seconds that related to Pearson's measure. J. 
each candidate needed to complete the paper. Applied Statistics, 19, 479-487. 

Table 10.6 

Score 49 
Time 2860 
Score 44 
Time 1714 
Score 41 
Time 1677 
Score 58 
Time 1785 
Score 51 
Time 2235 
Score 35 
Time 1637 
Score 48 
Time 2467 
Score 45 
Time 1683 
Score 47 
Time 1594 ' 
Score 49 
Time 1773 

Scores (out of 75) and duration (seconds) 

49 70 55 52 55 61 65 57 
2063 2013 2000 1420 1934 1519 2735 2329 

53 49 52 53 36 61 68 67 
1741 1968 1721 2120 1435 1909 1707 1431 

40 42 40 51 53 62 61 49 
1945 1754 1200 1307 1895 1798 1375 2665 

62 28 72 37 67 51 55 68 
1068 1411 1162 1646 1489 1769 1550 1313 

51 60 64 66 52 45 48 51 
1993 1613 1532 2339 2109 1649 2238 1733 

64 62 51 52 44 64 65 56 
1779 1069 1929 2605 1491 1321 1326 1797 

56 47 68 58 59 45 3 1 / 4 7  
1265 3813 1216 1167 1767 1683 1648 1144 

63 66 44 57 56 56 54 61 
1654 2725 1992 1332 1840 1704 1510 3000 

66 61 58 45 55 54 54 54 
1215 1418 1828 2305 1902 2013 2026 1875 

49 51 42 61 69 42 53 
1656 2320 1908 1853 1302 2161 1715 

A scatter plot of these data is given in Figure 10.10. You can see that there is 
simply a cloud of points, with no particular functional relationship (linear or 
otherwise) suggested between the variables. In other words, it does not look 
as though the time it takes a candidate to complete the examination provides 
any good prediction for what the candidate's score might be. 

388 
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Often, an apparent functional relationship between explanatory variable and 
response variable prompts one to speculate about its cause. Here, one might 
usefully speculate about the causes for the lack of any identifiable link between 
examination time and score. These data make it all the more interesting 
that, in some tests for assessing intelligence, the time taken for candidates to 
complete the paper, as well as their score on the paper, is used to provide an 
overall assessment. 

25 

Example 10.8 demonstrates that a functional relationship identified between 
explanatory variable and response variable is not necessarily a linear one. 

.. . 

Example 10.8 d'Arcy Thompson's duckweed data 
In his book On Growth and Form dlArcy Thompson recounts an experiment 
into the growth of duckweed. Growth was monitored by counting duckweed 
fronds at weekly intervals for eight weeks, starting one week after the intro- 
duction of a single duckweed plantlet into a growth medium (in this case, pure 
water). The data are given in Table 10.7. 

900 1200 1500 1800 2100 2400 2700 3000 3300 3600 
Time (seconds) 

Figure 10.10 Examination scores against duration 

Table 10.7 Duckweed growth, monitored weekly 

Week 1 2 3  4 5 6 7 8 
Fronds 30 52 77 135 211 326 550 1052 

It is known that initially (week 0) there were 20 fronds on the plantlet that 
was placed in the water. A scatter plot of these data is given in Figure 10.11. 
You can see the very strong suggestion of a functional relationship between 
duckweed growth and passing time: but the relationship is not a linear one, 
and it would not be useful in this case to go through the procedures for fitting 
a straight line. 

There are two possible approaches in a case such as this. The first is to try to 
fit a curve to the data, rather than a straight line. What is needed is some sort 
of power or exponential law to model the growth observed. Here, an obvious 
candidate might be a formula expressing exponential growth, say, 

dlArcy Thompson refers to work 
summarized in Bottomley, W.B. 
(1914) Some accessory factors in 
plant growth and nutrition. 
Proceedings of the Royal Society, 
Series B, 88, 237-247. Two growth 
media are compared in Bottomley's 
paper: pure water (the data given 
here), and water to which a small 
amount of peat fertilizer 
('auxitone') was added. The fronds 
were counted using an instrument 
known as an auxiometer. 
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where time X is measured in weeks. Here, the model parameter requiring 
estimation is X. The random term Wi accounts for any scatter. 

Fronds 

1000 - 

0 

Figure 10.11 

. * *  
I I I I I l l 

1 2 3 4  5 6 7  8 
Time (weeks) 

Duckweed growth 

Alternatively, it might be possible to transform the frond count in some way 
that the resulting variable (maybe log(fronds)) varies approximately linearly 
with time. We shall briefly explore regression models where the relationship 
is not linear in Section 10.5. 

Here is a further example in which, once again, a clear pattern is evident 
relating response and explanatory variables, but the relationship is not linear. 

Example 10.9 Paper strength data 
The tensile strength (p.s.i.) of Kraft paper was measured against the percent- 
age of hardwood in the batch of pulp from which the paper was produced. 
There were 19 observations recorded. The data are given in Table 10.8. 

If tensile strength is plotted against hardwood content as in Figure 10.12, you 
can see once more a very evident functional relationship, but it is not a linear 
one. 

5 10 15 
Pulp hardwood content (%) 

Figure 10.12 Paper strength against pulp hardwood content 

We might wish to constrain any 
fitted curve to go through the point 
(0,20). 

Table 10.8 Paper strength 
against hardwood content 

Strength Hardwood content 
(p.s.i) (%) 

6.3 1.0 
11.1 1.5 
20.0 2.0 
24.0 3.0 
26.1 4.0 
30.0 4.5 
33.8 5.0 
34.0 5.5 
38.1 6.0 
39.9 6.5 
42.0 7.0 
46.1 8.0 
53.1 9.0 
52.0 10.0 
52.5 11.0 
48.0 12.0 
42.8 13.0 
27.8 14.0 
21.9 15.0 

Joglekar, G., Schuenemeyer, J.H. 
and LaRiccia, V. (1989) Lack-of-fit 
testing when replicates are not 
available. American Statistician, 
43, 135-143. The word 'Kraft' 
actually refers to a method of 
paper production. The paper is of 
a thick brown type used for 
wrapping. 



Chapter 10 Section 10.1 

I t  appears (from this experiment, anyway), t ha t  Kraft paper is a t  its strongest 
for some intermediate level of pulp hardwood content (about 10%). I t  would 
be the  task of a statistician, given the  data ,  t o  provide as good a n  estimate 
as possible of the  optimal hardwood content. 

In  Example 10.10, there is a clear downward trend. Wha t  is unusual in this 
case is t ha t  t he  scatter increases with increasing X. This, if it is a genuine 
increase, conflicts with the  regression model 

K = a + + z i + W i ,  

where, a s  we shall see, it is a model assumption tha t  Wi has mean 0 and  
constant variance a2. 

Example 10.10 Temperature differences on the Earth's surface 
T h e  da ta  listed in Table 10.9 give the  normal average January minimum tem- 
perature (OF) with latitude (W) and  longitude (W) for 56 cities in the  United 
States. (Average minimum temperature for January is found by adding 
together the  daily minimum temperatures and  dividing by 31. For this table 
the  January average minima for the  years 1931 t o  1960 were averaged over 
the  30 years.) 

Table 10.9 Temperature (OF) against latitude (ON) and longitude (W) 
City Temperature Latitude Longitude 

Mobile, AL 
Montgomery, AL 
Phoenix, AZ 
Little Rock, AR 
Los Angeles, CA 
San Francisco, CA 
Denver, CO 
New Haven, CT 
Wilmington, DE 
Washington, DC 
Jacksonville, FL 
Key West, FL 
Miami, FL 
Atlanta, GA 
Boise, ID 
Chicago, IL 
Indianapolis, IN 
Des Moines, IA 
Wichita, KS 
Louisville, KY 
New Orleans, LA 
Portland, ME 
Baltimore, MD 
Boston, MA 
Detroit, M1 
Minneapolis, MN 
St Louis, MO 
Helena, MT 

The word 'optimal' used here 
suggests that strength is the only 
consideration for the ideal pulp 
hardwood content. There may in 
fact be other constraints, such as 
production costs. 

Peixoto, J.L. (1990) A property of 
well-formulated polynomial 
regression models. American 
Statistician, 44, 26-30. The 
authors report a study in which a 
linear relationship is assumed 
between temperature and latitude; 
then, after adjusting for latitude, a 
cubic polynomial in longitude 
accurately predicts temperature. 
This is an example of multiple 
regression-more than one 
explanatory variable-and you 
need not worry about the details. 

City Temperature Latitude Longitude 

(W (W) ("W) 
Omaha, NB 13 41.9 96.1 
Concord, NH 11 43.5 71.9 
Atlantic City, NJ 27 39.8 75.3 
Albuquerque, NM 24 35.1 106.7 
Albany, NY 14 42.6 73.7 
New York, NY 27 40.8 74.6 
Charlotte, NC 34 35.9 81.5 
Raleigh, NC 3 1 36.4 78.9 
Bismarck, ND 0 47.1 101.0 
Cincinnati, OH 26 39.2 85.0 
Cleveland, OH 2 1 42.3 82.5 
Oklahoma City, OK 28 35.9 97.5 
Portland, OR 33 45.6 123.2 
Harrisburg, PA 24 40.9 77.8 
Philadelphia, PA 24 40.9 75.5 
Charleston, SC 38 33.3 80.8 
Nashville, TN 3 1 36.7 87.6 
Amarillo, TX 24 35.6 101.9 
Galveston, TX 49 29.4 95.5 
Houston, TX 44 30.1 95.9 
Salt Lake City, UT 18 41.1 112.3 
Burlington, VT 7 45.0 73.9 
Norfolk, VA 32 37.0 76.6 
Seattle, WA 33 48.1 122.5 
Spokane, WA 19 48.1 117.9 
Madison, W1 9 43.4 90.2 
Milwaukee, W1 13 43.3 88.1 
Cheyenne, WY 14 41.2 104.9 
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If you were to plot temperature against latitude you would observe a rather 
interesting phenomenon. (There is really little to be seen from a plot of 
temperature against longitude.) 

Temperature ( O F )  Temperature ( O F )  

0 1 a 
I l I 0 1  1 I I l I I 

20 30 40 50 70 80 90 100 110 120 130 
(a) Latitude ( O N )  (b) Longitude (W) 

Figure 10.13 (a) Temperature against latitude (b) Temperature against 
longitude 

It is evident from Figure 10.13(a) that while a straight line might be ad- 
equately fitted to these data the assumption of constant variance in the error 
term appears to be broken. A transformation of the data that reduced the 
scatter in the temperature for the higher (more northerly) latitudes might be 
worth considering. W 

Before moving on to Section 10.2, let us briefly trace some of the history of 
the important subject of regression. 

10.1.2 A brief history of regression 
Linear regression is currently one of the most used and useful statistical tools. 
But a little over a hundred years ago, the term and its essential ideas were 
unknown. It was thanks to the work of Sir Francis Galton in the 1880s that 
regression became recognized, first as a statistical phenomenon, and then 
as a tool of great potential. The details of how the concept of regression 
evolved in Galton's work are fascinating (but intricate): it is worthwhile to 
put regression in its historical context, and to outline the kind of practical 
problems and mysteries that led to its development. 

An experiment in 1875 on sweet peas led Galton a long way towards the 
idea of regression. The experiment, conducted by Galton himself with the 
help of some friends, yielded the weights of the seeds of the progeny of seven 
groups of sweet peas, the groups themselves classified according to increasing 
parental seed weight. In the framework of this chapter, Galton wished to 
regress offspring seed weight (the response variable, Y) on parental seed weight 
(the explanatory variable, X). What Galton observed-without the aid of 
scatter plots, incidentally-was that the variation in offspring seed weights Figure 10.14 Sir Francis Galton 
was much the same, irrespective of their classification. (1822-1911) 
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What had concerned Galton was whether or not heavy parental seeds led 
to heavier offspring seeds (a major question of heredity); what he found was 
that to some extent there was a parental weight effect, but smaller than might 
have been expected. Offspring of parents with heavy seeds had seeds heavier 
than usual, but the difference was not as marked for the offspring as for the 
parents. Similarly, offspring of parents with light seeds had seeds lighter than 
usual, but the differences were not so marked. Galton initially called this 
phenomenon reversion; he wrote that the seeds' mean weight 'reverted, or 
regressed, toward mediocrity'. 

In the 1880s' Galton continued his development of regression ideas in the 
context of heredity by changing attention to human populations. His analysis 
of the sweet pea data in 1877 had left several questions unanswered; many 
of these problems were solved in 1885 by an analysis of data on the heights 
of human parents and their offspring, which again exhibited the phenomenon 
of regression. The key probability model in this analysis was the bivariate 
normal distribution which you will meet briefly in Section 11.5 of Chapter 11. 

In 1889 Galton published Natural Inheritance, a seminal text which stimu- 
lated a great deal of subsequent research. In the introduction to the book, 
Galton wrote of regression: 'I have a great subject to write upon. It is full 
of interest of its own. It familiarizes us with the measurement of variability, 
and with curious laws of chance that apply to a vast diversity of social sub- 
jects.' In modern terms, Galton's work was just a start: the development 
of the techniques of regression analysis was continued by (amongst others) 
Francis Ysidro Edgeworth (1845-1926)' W.F.E. Weldon (1860-1906) and Karl 
Pearson (1857-1936). It is still an important area for research. 

In Section 10.2 we turn our attention to the problem of fitting the regression 
model suggested by the data. 

10.2 Fitting the chosen regression model 

In most of the examples in Section 10.1, a scatter plot of the response variable 
against an explanatory variable suggests at  least the possibility of some kind 
of functional relationship between the two variables. (The exception is the 
examination score data of Example 10.7, where there seems to be no clear cor- 
respondence between a candidate's score and the length of time taken by the 
candidate to complete the paper.) Sometimes the relationship appears to be 
linear; on other occasions there is an evident curve underlying the disposition 
of points in the scatter plot. 

Whatever the underlying relationship may or may not be, evident in all the 
plots has been the scatter induced by random variation. In order to make 
some kind of estimate of the underlying functional relationship b'etween the 
response variable and the explanatory variable, this random scatter will need 
to be explicit in our probability model. 

Writing the response variable Y (upper case to indicate that it is a random 
variable) and the explanatory variable X,  then the most general regression 
model can be written 
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where h(.)  represents some function (perhaps polynomial or exponential or 
trigonometric). Our aim is to identify, within such a family of functions, the 
function that best fits the scattered points (xi, yi). In this course, attention, is 
restricted to straight-line functions. However, the need for a more developed 
modelling approach than this is evident, and in Section 10.5 other approaches In fact, it is possible (and not very 
are explored. difficult), given the full list of 

points (xi, W) ,  to construct a 

Fitting the least squares straight line through 
~ . -  ,. 

formula for the curve that will pass 
through all the points, so that all 

the origin 
- 

the wis are zero. However, the 
resulting formula will contain as 

In Example 10.6 actual road distances between locations in Sheffield were many terms as there are fitted 

compared with direct distances taken from a map. It was decided to fit the points, and in this regard not 
be a particularly useful or helpful 

model representation. 

Y,=yxi+W;,  i = 1 , 2  , . . . ,  20 

(a straight line passing through the origin) to the data. 

It is one of the assumptions of the regression model that the random terms Wi 
are independent, with mean 0 and constant variance u2: these terms explain 
the scatter around the underlying regression line y = yx that is evident from 
the scatter plot. The observed differences 

wi = yi - yxi, 2 = 1 ,2 , .  . . ,20, 

which are independent observations on the random variable W, are shown in 
Figure 10.15. These differences are called residuals; they represent the devi- 
ations between observed data and a fitted model. Notice that in Figure 10.15 
the line y = yx has been drawn for illustrative purposes only: we do not yet 
know the value of the slope, y, that corresponds to the best straight line 
through the data. 

Road distance (miles) 

I l 

0 10 ;O 30 
Map distance (miles) 

Figure 10.15 Residuals wi = yi - yxi 

The residuals are positive for all the observations yi above the fitted line 
(mi = yi - yxi > 0) and negative for observations below the fitted line. It is 
useful to remember the relationship 

RESIDUAL = DATA - FIT 

in all modelling exercises: it is the essential statement of departures from the 
model evident in the data. 

394 



Chapter 10 Section 10.2 

The line drawn in Figure 10.15 seems to provide a good fit to the data-it was 
deliberately designed to look reasonable: how do we determine the equation 
of the line which in some sense is better than any other? 

The answer to this question is found in the principle of least squares. The 
residuals wi are a quantitative measure of the quality of the fit of the line 
to the data at  the point xi. If the absolute value of wi is small then, at  the 
point xi at  least, the line 'fits the data' well. Large negative residuals are as 
indicative of a poor fit as large positive residuals. An overall measure of the 
quality (actually, of the 'badness') of the fit is encapsulated by the number 

i=l i=l 

that is, by the sum of squared residuals or, as it is usually known, the residual 
sum of squares. There is one unknown quantity in (10.1): it is the slope y. 
The value of y that minimizes the residual sum of squares is called the least 
squares estimator of the slope of the regression line, and is written 7. 
This we shall take as our criterion for the best line through the data. 

There are several ways to find the value 5 of y that will achieve this minimum. 
If you know about the technique of differentiation, then you will know that 
this can be used in a very straightforward way to locate minimum points. 
Alternatively, the expression (10.1) can be written as a quadratic expression 
in y as follows. 

This expression can be rewritten 

and in (10.2) only the term 

involves y. The residual sum of squares is minimized when this term is zero, 
that is, when 

this value is written 5. 
Thus according to the least squares criterion, this is the slope of the best 
straight line (through the origin) through the scattered points. The equation 
of the line can be written 

Notice that here the limits i = 1 
and i = n have been dropped from 
the summation symbols. For the 
rest of this chapter, and where the 
limits are obvious as they are here, 
they will not usually be included, 
in the interests of clear 
presentation. 

The algebraic technique of 
'completing the square' was used 
in (10.2). You do not need to 
understand the techniques or to 
follow all the details of this 
derivation of the estimator T. 
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Example 10.6 continued 
In the case of the Sheffield map data, 

and 

c xf = 9.5' + 9.8' + . . . + 28.0' 

= 90.25 + 96.04 + . . . + 784.00 

= 6226.38. 

So the least squares estimate of the slope y is 

So the fitted straight line through the scattered data points has equation 

or, perhaps more intelligibly, 

Road distance = 1.289 X Map distance. 

The fitted straight line is shown in Figure 10.16. You can see that the fit is 
really quite good; the residuals are not large. 

Road distance (miles) 

40 - Road distance 
= 1.289 X Map distance 

30 - 

20 - 

10 - 

I I I 

0 10 20 30 
Map distance (miles) 

Figure 10.16 Straight-line fit superimposed on the Sheffield scatter plot 

It is useful to denote the fitted value of y corresponding to the,value xi by 6. 
Here, ŷ i = ?xi. In fact, the residual sum of squares, the quantity we wished 
to minimize, is given by 
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This result will be useful later. Do not worry about the algebraic details 
which lead to the final expression for the residual sum of squares C(y i  - g)'. 
They are included purely for illustrative purposes. There are many different 
ways that this could be written down. The easiest and most common way 
of calculating the residual sum of squares is as part of a regression analysis 
pursued on a computer. This kind of dense arithmetic calculation is nowadays 
very rarely performed by hand! 

You can estimate the corresponding road distance yo for any particular map 
distance xo by finding 

For instance, the predicted road distance for a map distance of s o  = 18 miles 
is 

yo = TxO = 1.289 X 18 = 23.2 miles. 

Notice that the map distance xo = 18 is well within the range covered by the 
original data set (which had map distances from about 5 miles to about 30 
miles). Also, it must not be forgotten that the experiment covers the corre- 
spondence between map and road distances within the city of Sheffield, and 
would not extend as a useful estimator of the distance between Sheffield and 
Birmingham (map distance 67 miles; according to one of the road associations 
the shortest practicable road distance is 77 miles). There is no particular 
reason why this estimated model should be useful within, say, Milton Keynes, 
where local topography is quite different to that to be found in Sheffield. 

However, even for the particular journey identified in Sheffield, it is not at  all 
likely that the road distance yo will turn out to be exactly 23.2 miles-this 
is just what the model predicts. The doubt surrounding the actual distance 
yo can be quantified, and we shall see in Section 10.4 principles for the con- 
struction of a prediction interval for a response, given a particular value for 
the explanatory variable. 

Try the following exercise which is about estimating the size of a popu- 
lation. Incidentally, the exercise has been set up as a calculator exercise 
in order to encourage you to practise keying in paired data in the form 
(XI ,  yl), ( 2 2 ,  y2), . . . , (X,, y,) to your calculator, and to become familiar with 
the key routines necessary to access such quantities as C X! and C xiyi. Most 
machines, particularly if they supply the standard statistical measures such 
as sample mean and sample standard deviation, will do this. However, in gen- 
eral, particularly for data sets containing as many as 25 data pairs or more, 
a computer is usually used for the least squares analysis. 

Exercise 10.1 
p 

In a botanical experiment a researcher wanted to estimate the number of indi- Pielou, E.C. (1974) Population and 
viduals of a particular species of beetle (Diaperus maculatus) within fruiting community Ecolog~-Princi~les 
bodies (brackets) of the birch bracket fungus Polyporus betulinus. (This is a and and Breach, 

New York, pp. 117-121. 
shelf fungus that grows on the trunks of dead birch trees.) When the brackets 
are stored in the laboratory, the beetle larvae within them mature over several 
weeks-the adults then emerge and can be removed and counted. 

A sample of 25 brackets was collected. Their weights (in grams) and the num- 
ber of beetles they were shown eventually to contain are given in Table 10.10. 
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Table 10.10 Number of beetles against weight of 
bracket (grams) 

Number of beetles Weight of birch bracket (grams) 

(a) The research problem of interest is to investigate whether the number of 
beetles a shelf fungus contains might reasonably 'be predicted from the 
weight of the fungus. With this in mind, sketch a scatter plot of these 
data. 

(b) Comment on the usefulness of fitting a straight line through the origin to 
these data, obtain the least squares estimate of the slope of the line, and 
include the least squares line on your plot. 

(c) Predict the number of beetles that would eventually emerge from a fungus 
found to weigh 240g at collection. 

(d) Calculate the residual sum of squares x ( y i  - for these data. 

The work of this subsection may be summarized as follows. 

The least squares straight line through the origin 

If a scatter plot of data points (xi, yi),i = 1,2 , .  . . , n ,  suggests that a 
regression model of the form 

y i = y x i + W i ,  i = l , 2  ,..., n, 

might be an appropriate model, where the random terms Wi are inde- 
pendent with mean 0 and variance a2, then the least squares estimate 
of the regression slope y is given by 
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There is very much more that might be said here: for instance, it might be 
useful for future work first to use the data points (xi, yi) to estimate the second 
of the two model parameters, u2. Secondly, the estimate y = E xiyil E X: 

is just one observation on the random variable y = E xi&/ X?. We have 
not formally determined that is unbiased for y (in fact, it is, and this is not 
difficult to show, as we shall see in Subsection 10.3.1). Thirdly, it would be 
very useful to assess the quality of the fit of the model to the data, and obtain 
some quantitative assessment on whether or not the straight-line fit is useful. 
Finally, in other contexts, the fitted straight line might be constrained not 
through the origin, but through some other identifiable point (xo, yo) known 
to the researcher to be a keypoint. 

Some of this sort of detail is covered in Subsection 10.2.2, where the most 
general unconstrained straight line is fitted to a set of data pairs (xi, yi). For 
this course, it is sufficient that you understand the principles on which the 
straight line through the origin was obtained, and that you recognize some of 
the features of the model. 

10.2.2 Fitting the unconstrained least squares 
straight line 

We saw, in Figures 10.1, 10.2, 10.3, 10.6, 10.7(a) and 10.8, cases where it 
seemed a straight-line model would fit the scattered data points (xi, yi) mod- 
erately well (in some cases, very well). An important point to realize is that 
it is not necessary to formulate any reason why this should be so, based on 
any knowledge of principles governing the relationship between explanatory 
and response variables. For the statistical model 

& = a + P x i + W i ,  i = l , 2  ,..., n,  

the observed residuals may be written 

wi=yi - (cr+Pxi) ,  i = 1 , 2  , . . . ,  n. 

The residuals for Forbes' temperature data are shown in Figure 10.17. (Here, 
again, the fitted line has no optimal properties, for we do not know at this 
stage what the best estimates of cr and ,B are. The line was fitted by eye.) 

Boiling point ( O F )  

190 
20 25 30 

Atmospheric pressure (inches Hg) 

Figure 10.17 The residuals for Forbes' data 
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In this case the residual sum of squares is given by 

and our aim in fitting the best straight line through the data points is to 
contrive the line to minimize the residual sum of squares. (You should always 
remember that this is not the only criterion to yield a useful fitted line- 
you saw this in Figure 10.6-but it is one of the most practicable. We shall 
see in Subsection 10.3.2 that least squares estimators can possess optimal 
properties.) 

It is possible to rewrite (10.5): first, as a quadratic expression in a; secondly, 
as a quadratic expression in P; and finally to identify the minimum points of 
each quadratic. This is not a difficult exercise (you saw the same idea used 
when fitting the least squares straight line constrained through the origin) 
although it is not a particularly elegant one, for the algebra gets quite untidy. 
Alternatively, the technique of partial differentiation will yield the required 
values G of a and p of p where (10.5) is minimized. 

However, the results are quite standard, and for present purposes it will be 
sufficient simply to write the estimates down. The least squares estimate of 
the slope ,L? of the straight line through the points (XI ,  yl), (x2, y2), . . . , (X,, y,) 
is given by 

(10.6) Again, for simplicity, the limits 
i = 1 and i = n on the summation 
symbols have not been included 

A similar expression can be written down for G, the least squares estimate of here. 
a,  the constant term in the regression line. However, it is easier to use the 
value of p so that G can be written 

Then, using (10.6) and (10.7), the equation of the least squares regression line 
through the data points (xl,  yl), (x2, y2), . . . , (X,, y,) can be written 

Incidentally, notice that the equation of the line can also be written 

One reason for writing the least squares regression line in the form (10.9) is 
that it exhibits an easily-stated property of the line: it is the line with slope 
p, passing through the point (F, g),  the centroid of the data. 

Example 10.2 continued 
For Forbes' data of Example 10.2 the summary statistics are 

n = 17, C xi = 426, C yi = 3450.2, 

C X: = 10 820.9966, C xiyi = 86 735.495. 
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So the slope estimate is given by 

and 

So the fitted line has equation 

y = 155.3 + 1.92. Notice that at this point the 
number of decimal places has been 

More clearly, the regression relationship between explanatory variable and reduced: the idea of a 'model' is to 
response can be written be helpful, not to provide six-figure 

predictions. 

Boiling point = 155.3 + 1.90 X Atmospheric pressure, 

where temperature is measured in "F and pressure in inches Hg. The least 
squares line through Forbes' data is shown in Figure 10.18. 

Boiling point (OF) 

l90 1 I 

20 25 30 
Atmospheric pressure (inches Hg) 

Figure 10.18 Forbes' data with the fitted least squares line 

This line could be used for prediction, and that is a common purpose of 
regression analysis. But remember that Forbes' results formed just part of a 
series of experiments to predict altitude from the temperature of boiling water, 
rather than the temperature of boiling water from atmospheric pressure! W 
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These results may be summarized as follows. 

The least squares regression line through scattered data 

If a scatter plot of data points (xi, yi), i = 1,2, . . . , n,  suggests that a 
regression model of the form 

Y,=a+,L?xi+Wi, i = l , 2  ,.,.., n,  

might be an appropriate statistical model, where the random terms Wi 
have mean 0 and variance a2, then the least squares estimate of the 
slope of the regression line is 

and the least squares estimate of the constant term a is given by 
A 

&=g-@c. 

The line passes through the centroid of the data, the point ( F ,  g): it is 
sometimes convenient to write the equation of the line as 

A 

y - g =  p(x -3). This is also a useful formulation for 
remembering the equation of the 
fitted line. 

Let us return to the divorce data in Chapter 6 and consider this fourth option 
for a fitted line (c, say) through the data. 

Example 10.3 continued 

We already have three suggested straight-line trend models for the divorce 
data in Chapter 6 summarized in Figure 10.6. Now we have a fourth model: 
that is, the least squares regression line. This has slope 

and constant term 
A A 

& = g - = i(807 - ,L? X 465) = -285.33. 

So the fitted line has equation 

y = -285.33 + 5.42s. 

Alternatively, the regression relationship between explanatory variable (pass- 
ing time, in this case) and response variable can be written 

Annual divorces = -285.33 + 5.42 X Year, 

where divorces are counted in thousands, and the year is reckoned from 
1900. 

Is the fourth slope estimate better than any of the preceding three? To answer 
this question we need to look at the estimating formula (in other words, the 
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estimator) from which the estimates were obtained. Sampling properties of 
the estimators G and ^p are addressed in Section 10.3. 

After fitting the regression line, the residual sum of squares is 

The result given at (10.10) is an important one because of its use in assessing 
the model, calculating confidence intervals and testing hypotheses. We shall 
see examples of this in Section 10.3. There now follow several exercises. You 
are encouraged to use both your calculator and computer (as directed) when 
answering the questions in Exercises 10.2 to 10.7. Many calculators will pro- 
vide the regression estimators immediately (after keying in the data points) 
without the need for intermediate calculations of summary statistics such as 
C xi, C xi yi, and so on. 

Exercise 10.2 
The scatter plot in Figure 10.7(a) (see Example 10.4) suggests that a straight 
line model might be useful to express the relationship between the strength 
of wooden beams and their specific gravity. Find the equation of the least 
squares regression line for these data. 

Exercise 10.3 
Find the least squares regression line for the data on the finger-tapping fre- 
quencies in Example 10.2. 

Exercise 10.3 raises two interesting points. The first is that Figure 10.2 makes 
explicit the variation in tapping frequency at each dose level, and it would 
be useful to obtain an estimate of this variation. So far, we do not have 
the necessary methods for this. Secondly, it is possible that the trend line 
perceived in Figure 10.2 is of no significance, and that ingestion of caffeine 
has, in fact, no effect on finger-tapping performance. This proposition could 
be explored with a formal test of the hypothesis 

H o : P = O .  

But in order to test this hypothesis, we need a statistical model for the vari- 
ation in the slope estimator 3. This problem is addressed in Subsection 10.3.2. 

Try Exercise 10.4 using your computer. 

Exercise 10.4 
Forbes' data giving the boiling point of water (OF) at different atmospheric 
pressures (inches Hg) are given in Table 10.2. Hooker's da.ta are listed in 
Table 10.4. Respective scatter plots are given in Figures 10.3 and 10.8. In 
both cases a straight line is a reasonable regression model to attempt to fit. 

(a) Obtain least squares estimates G and p for the parameters a and P when 
the model Y ,  = a + Pxi + Wi is fitted to Forbesl data. 

(b) Obtain least squares estimates for a and P for Hooker's data. 

Again, there are many ways in 
which this sum can be written. 
This is the most convenient for 
computational purposes. The most 
convenient computational method 
of all (in this context) is to use 
regression software. However, note 
particularly that you can get 

C(yi  - 1~)' and C ( x i  - z ) ~  very 
easily from a calculator by thinking 
of the yis and xis as random 
samples: the sums are each (n  - 1) 
times the sample variance. 

You know the answers to part (a) 
from the work on page 401: the 
purpose of this exercise is to check 
that you can use your computer. 
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The question was posed earlier: do the data collected by Forbes and Hooker 
provide significantly different fitted lines expressing the relationship between 
boiling point and atmospheric pressure? It is possible to formally compare 
two regression slopes and, indeed, two regression lines, in order to provide an 
answer to this question and others like it. However, the details are somewhat 
intricate and beyond the scope of this course. What one can do in a case such 
as this is to plot the two sets of data, and the two fitted lines, on the same 
axes. This is shown in Figure 10.19. 

Boiling point (OF) 

15 20 25 30 
Atmospheric pressure (inches Hg) 

Boiling point (OF) 

Figure 10.19 Forbes' data ( 0 )  and Hooker's data (0) 

Can you see the suggestion of a curve now? (Or, perhaps, the drawn lines are 
merely deceiving the eye and there is no real curve there . . . .) In fact, under I / 
ideal conditions (but, almost certainly, not those to be foudd on mountain 
sides in Scotland, the Aips and the Himalayas) the effect of changing atmos- I/ 

0.2 30 
pheric pressure on the boiling point of water can be carefully monitored, and Atmospheric pressure (inches Hg) 
is illustrated in Figure 10.20 (which is not drawn to scale). 

Figure 10.20 The effect of 
Statistical researches do not always answer questions, or only answer ques- ,rying atmospheric pressure on 
tions: often they generate further questions and different avenues of research. the boiling point of water 

Apart from the labour of keying in the data, you should find Exercises 10.5 
to 10.7 very straightforward, assuming you have access to the appropriate 
software. 

Exercise 10.5 
In 1975, the British government set up a Resources Allocation Working Party 
to 'review the arrangement for distributing National Health Service capital 
and revenue'. It was decided to base regional resource allocation on death rate 

U 

within regions, (or, more precisely, on a 'standardized mortality rate'). But rates are a measure of 

NHS resources need to reflect regional variations in 'chronic sickness' long- sickness. You do not need to 
understand the technical details of 

standing health problems that require medical treatment. The question then, the calculation of mortality and 
which was a controversial one at the time, is: are death rates a good predictor morbidity rates to answer the 
of sickness rates? The data shown in Table 10.11 address this question: they questions posed in this exercise. 
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show standardized mortality rates per 10 000 and standardized morbidity rates 
1000 for ten regions of England and Wales, for the period 1972-1973. 

Table 10.11 Standardized mortality and morbidity rates, 1972-73 

Region Mortality rate (per 10000) Morbidity rate (per 1000) Forster, J. (1977) Mortality, 
morbidity and resource allocation. 

North 132.7 228.2 The Lancet, 1, 997-998. See also 
Yorkshire 126.8 235.2 

132.8 218.6 
Marsh, C. (1988) Exploring 

North West Data-An introduction to  data 
East Midlands 119.2 222.0 

210.5 
analysis for social scientists. Polity 

West Midlands 124.8 
205.0 

Press, Cambridge. 
East Anglia 108.2 
Greater London 116.3 202.6 
South East 109.5 , 189.6 
South West 112.2 186.6 
Wales 128.6 249.9 

Bearing in mind the research question of interest, plot the data points on 
an appropriate scatter plot. 

Commenting on the appropriateness of a straight line model, calculate 
the least squares estimates for o and P based on these data. 

Exercise 10.6 
The following data list fuel consumption (in miles per gallon) against kerb These data were extracted from the 
weight (in kg) for a sample of 42 British diesel motor cars. February 1992 edition of Diesel 

Car published by Merricks 
Table 10.12 Weights and mileage per gallon for British diesel cars Publishing Ltd. 

Kerb weight (kg) 1090 1300 720 1035 990 1380 870 1040 1130 
Milespergallon 48.3 40.5 60.9 49.1 48.4 41.9 51.0 46.1 48.9 

Kerb weight(kg) 875 1010 1085 1120 1120 1325 1130 1320 1370 
Milespergallon 54.6 52.9 52.9 43.7 43.7 35.6 41.5 38.9 38.2 

Kerb weight (kg) 880 950 1080 1080 1080 1430 1007 1040 1095 
Miles per gallon 57.8 48.2 47.0 45.6 36.8 41.9 46.1 46.3 51.4 

Kerb weight (kg) 1145 1160 1470 950 1015 1105 1175 1040 855 
Miles per gallon 48.8 47.6 42.7 42.3 41.9 49.1 46.7 56.1 54.6 

Kerb weight (kg) 1005 961 1353 985 1190 1436 
Milesperqallon 49.0 47.9 41.7 47.4 53.3 .36.5 

It  is required to use these data to explore the relationship between kerb weight 
and fuel consumption. 

(a) Plot the data on an appropriate scatter plot, explaining how you decided 
to label the axes. 

(b) Commenting informally on the quality of the fit, estimate model par- 
ameters for a straight line fit to the data. 

Notice that for these data, the fitted linear relationship (were it to be extra- 
polated to the right) suggests that eventually cars which are very heavy indeed 
will return zero or negative fuel consumption figures. This anomaly would 

matter more if such heavy cars (about 3000 kg, or 3 tons) were common; but 
they are not. (Some heads of state, for instance, like to use armour-plated 
vehicles which are rather heavy. This data set is a good example of the 
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dangers of over-interpretation of the regression model: one needs to be wary 
of extrapolating the line too far from the domain of the experiment.) 

Exercise 10.7 
Crickets make their chirping sound by sliding one wing cover back and forth 
over the other, very rapidly. Naturalists have long recognized a linear re- 
lationship between frequency of chirping and temperature, and interest centres 
on seeing if one can measure temperature approximately by calibrating the 
chirping of crickets. The precise nature of the relationship varies from species 
to species. Table 10.13 lists 15 frequency-temperature observations for the 
striped ground cricket, Nemobius fasciatus fasciatus. 

Table 10.13 Temperature and chirping frequency 

Chirpspersecond 20.0 16.0 19.8 18.4 17.1 15.5 14.7 17.1 
Temperature("l?) 88.6 71.6 93.3 84.3 80.6 75.2 69.7 82.0 

Chirpspersecond 15.4 16.2 15.0 17.2 16.0 17.0 14.4 
Temperature("l?) 69.4 83.3 79.6 82.6 80.6 83.5 76.3 

This is an interesting research question because without too much thought 
one might have supposed the obvious way to treat these data is to take chirp- 
ing frequency as the response variable, and temperature as the explanatory 
variable. In fact, the problem is posed the other way round, as a prediction 
problem for temperature, given chirping frequency. Plot the data accordingly, 
find the equation of the least squares straight line fit to the data and estimate 
the temperature based on a chirping frequency of 18 chirps per second. (This 
question anticipates the material of Section 10.4, which is all about predic- 
tion.) 

We now turn our attention to an assessment of the accuracy and precision (in 
other words, of the usefulness) of the regression estimators. 

10.3 Sampling properties of the model 

In this section, sampling properties of the estimators are explored and sum- 
marized. Once these are known (or assumed) then they can be used for the 
construction of confidence intervals and for hypothesis testing. It is not the 
intention in this section to provide an exhaustive list of results, or to offer 
illustrations of every sort of question that might be put to a statistician by 
a researcher in a regression context. However, some results are useful and 
important, and these are stated (usually without proof); and some questions 
are interesting and occur very commonly in this context. These are dealt with 
in the following subsections. 

10.3.1 Sampling distributions of the estimators 

Pierce, G.W. (1949) The Songs of 
Insects. Harvard University Press, 
USA. 

So far we have assumed that the random terms Wi, responsible for the scatter 
usually evident in regression problems, are independent of one another with 
mean 0 and constant variance a2. 
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The straight line through the origin 

The least squares estimator of the slope of the best straight line through the 
origin is 

Then, it follows that 

so the estimator T for the slope of the constrained line is unbiased. In fact, 
the variance of the estimator is 

This has useful consequences. One of the aims of the design of any statistical 
experiment must be to improve, where you can, the precision of the results. In 
this case we see that the slope estimator is unbiased regardless of the details 
of the experimental design. However, notice that the variance is reduced not 
only if further observations are taken, but also if the values taken on the 
explanatory variable are further away from the origin. This makes sense- 
you know that the line must go through the origin: if measurements are taken 
close to the origin, small errors will have a large effect on the slope of the 
fitted line. Further away from the origin, even quite large errors will not have 
much effect on the fit of the line. 

Now suppose that the random terms are normally distributed. Then the 
distribution of the estimator 7 is also normal. 

The distribution of the slope estimator 
If the random terms Wi in the model 

are assumed to be independent and normally distributed with mean 0 
and variance a2, then the distribution of the slope estimator is normal: 

Remember, the xis are not random 
variables. 

The limits i = 1 and i = n have 
again been omitted here, in the 
interests of clarity. 

These results are useful when you 
can control the explanatory 
variable. For instance, the designer 
of a controlled trial for a new 
pain-killer can alter the dose and 
observe the different responses. 
The social scientist interested in 
changing divorce rates with time 
cannot strictly control the 
calendar. 

Of course, this is not always a useful result for inferential purposes because 
the value of the parameter a2 is not usually known. In this case the parameter 
is replaced by its estimator S2, where Notice the numerator in the 

2 C(yi - Q 2  
estimator of a': it is the familiar 

S = residual sum of squares, after 
n - l  fitting the least squares line. 
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This estimator is unbiased for a2:  the maximum likelihood estimator for a2 
has denominator n.  AS usual in this course (when estimating variance) we 
use the unbiased estimator. The probability distribution of S2 is given by 

These results are stated without proof. The parameter a2 is a nuisance par- 
ameter: generally, its value is not known. Finally (and this is an important 
result describing the sampling distribution of the least squares estimator T 
but not involving a'): (10.11) and (10.12) together yield the distribution of 
the estimator T.  It is given by 

Example 10.11 illustrates one application of this result. 

Example 10.11 A confidence interval for the slope 
For the Sheffield map and road distance data, the least squares estimator for 
the slope y was 5 = 1.289. The estimate of the underlying variance a2 is 

s2 = C ( Y ~  - G)' 
n - l  ' 

where the numerator, the residual sum of squares, is given by 

So s2 = 107.30/19 = 5.647. It follows from (10.13) that a 90% confidence 
interval for y is given by 

using the fact that the 95% quantile for t(19) is given by q = 90.95 = 1.729. 

The unconstrained straight line 

In this case, assuming only that the random terms Wi are independent, with 
mean 0 and variance a2, it can be shown that 

a2 
E(S)=cr ,  V(S)=- ;  (10.14) 

n 

and 

See (10.4). 
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The calculations involved in (10.14) and (10.15) are not entirely straight- 
forward. It is important to note that both estimators are unbiased, and to 
recognize the useful consequences of a large sample of data (large n). Also, 
in this case, the variance in the slope estimator is reduced if the X-values are 
widely dispersed. (If you imagine that the numbers XI, x2,. . . ,X,  constitute 
a random sample, then the number C ( x i  - is proportional to the sample 
variance.) 

Now, it is also true that the estimator 

Notice the denominator (n - 2) in 
the two-parameter case. 

is unbiased for a2. If, in addition, it is assumed that the random terms W; 
are normally distributed, then 

,(10.16) These results are stated without 
proof. 

Eliminating the nuisance parameter a2 in the usual way, then the distribution 
of the slope estimator a is given by 

We shall see in Subsection 10.3.3 the useful consequences of this result: it can 
be used for calculating confidence intervals for p and for testing hypotheses 
about 0. 

Example 10.3 continued 
In Example 10.3 the least squares estimator p for the slope of the underlying 
trend was introduced, and we speculated whether or not this estimator was 
better than some or any of the preceding three slope estimators. They are all See pages 230 and 385. 
unbiased. In fact, from (10.15), the least squares estimator has variance 

This is smaller than any of the variances of the three alternative estimators. 
In other words, this es t imat ing  procedure possesses better properties than the 
other three. This does not offer a guarantee that the slope estimate 5.42 (p4, 
say) is any more accurate than any of the other three estimates 

A A 

(& = 5.6, ,B2 = 5.0, P, = 6.0). 

10.3.2 Maximum likelihood estimation 
This brief subsection contains an argument that you should try to follow. The 
conclusions are important: it illuminates the optimal properties of the least 

A 

squares estimators G and p. 
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The estimators 3 and p have been obtained through minimizing the sum of 
squared residuals. The principle of least squares is a very reasonable criterion 
(though, as was pointed out in the context of the data set on divorces, not 
the only reasonable one). 

when the assumption of normality is made for the random error terms Wi, 
i = 1,2, .  . . , n ,  then 

equivalently, since Y ,  = a + Pxi + Wi, 

Maximizing the likelihood of a and ,B for the random sample yl, 92,. . . , yn 
amounts to locating the maximum of the product 

This in turn reduces to locating the minimum of the 

f (yi) is the p.d.f. of K when 
Y,  N ( a  + ,Ox,, a2). 

sum 

or, simply, locating the minimum of the sum 

This is precisely the least squares criterion: it follows that under the assump- 
tion of normality, the least squares estimators 8 and 3 of a and P are also the 
maximum likelihood estimators (and so possess all the optimal properties of 
maximum likelihood estimators). 

10.3.3 Is the slope of the regression line O? 
We are now in a position to answer the question posed more than once before: 
is the slope O? 

We know that the sampling distribution of 3 is given by (10.17). This can 
be used to provide a confidence interval for p (which may or may not contain 
the value 0, and in that way constitutes a test of the hypothesis H. : P = 0); 
alternatively, we can obtain a SP for the null hypothesis H. : ,B = 0. 

See Exercise 10.3. 

Example 10.1 continued 
For the finger-tapping example the least squares regression line is given by 

y = 244.75 + O.O175x, 

or 

Tapping frequency = 244.75 + 0.0175 X Caffeine dose, 

where taps are counted per minute, and the caffeine dose is measured in mg. 
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The question was: does caffeine have any effect on tapping frequency? To 
answer this question, one approach is to test the hypothesis 

Hn:D=O. Of course. we can test anv other - ,  

value Do for using (10.17). It is 
Certainly the estimated value p = 0.0175 seems quite a small number in ab- very common to test the value 
solute terms, but it needs to be assessed in the context of the overall variation. 0 = 0. because of its particular 
For this example the residual sum of squares is given by interpretation. 

c ( y i  - = 134.25, You can use (10.10) here, or, more 
easily, a computer with regression 

and so our estimate of u2 is given by s2 = 134.25128 = 4.795. Under the null software. 
hypothesis H0 : P = 0 we need to compare the value 

against t(n - 2), that is, t(28). This gives us the results 

SP(obtained direction) = SP(opposite direction) = 0.00065; 

SP(tota1) = 0.0013. 

This SP is extremely small: the null hypothesis of zero effect is rejected. H 

Now try the following exercises. 

Exercise 10.8 
The examination scores data in Table 10.6 suggest that the amount of time 
a candidate takes to complete the paper is of no value as an indicator of the 
final score. Pose this formally as a hypothesis in a regression context, and 
test the hypothesis. 

Exercise 10.9 
The data in Table 10.14 give the average level of aflatoxin (parts per billion) 
and the percentage of non-contaminated peanuts in 34 batches of peanuts in Draper, N.R. and Smith, H. (1981) 
a sample of 120 pounds. Applied regression analysis, 2nd 

edn. John Wiley and Sons, New Table 10.14 Percentage of non-contaminated against aflatoxin York, p. 63. 
Percentage not Aflatoxin Percentage not Aflatoxin 
contaminated (parts per billion) contaminated (parts per billion) 

99.971 3.0 99.788 71.1 
99.942 18.8 99.956 12.3 
99.863 46.8 99.858 25.8 
99.979 4.7 99.821 71.3 
99.932 18.9 99.972 12.5 
99.811 46.8 99.987 30.6 
99.982 8.3 99.830 83.2 
99.908 21.7 99.889 12.6 
99.877 58.1 99.958 36.2 
99.971 9.3 99.718 83.6 
99.970 21.9 99.961 15.9 
99.798 62.3 99.909 39.8 
99.957 9.9 99.642 99.5 
99.985 22.8 99.982 16.7 
99.855 70.6 99.859 44.3 
99.961 11.0 99.658 111.2 
99.933 24.2 99.975 18.8 

41 1 
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The aim is to investigate the relationship between the two variables, and to 
predict the percentage of non-contaminated peanuts from toxin levels. 

(a) Plot a scatter diagram showing the percentage of peanuts not contami- 
nated against aflatoxin level. 

(b) Find the least squares regression line through the data points, commenting 
on the appropriateness of your model. 

(c) Test the proposition that aflatoxin level is not a useful indicator of the 
percentage of non-contaminated peanuts in a batch. 

10.4 The prediction problem 

A major use of regression is to predict future values of the response variable 
given new values of the explanatory variable. Suppose xo is the value of the 
explanatory variable associated with an individual whose response Yo is not 
known. Then the obvious predictor of Yo is 

A 

CO = 6 + +xo. 
Example 10.12 The consequences of higher doses of caffeine 
According to the model fitted to the finger-tapping data in Exercise 10.3, the 
predicted finger-tapping frequency for a dose of 400 mg of caffeine is 

8 + 3x0 = 244.75 + 0.0175 X 400 = 251.75 taps per minute. 

It is possible but unlikely that this exact frequency will be attained. Even if 
the trend continues in the way suggested by the data in Table 10.1 (and it 
is possible that larger doses of caffeine will have quite different effects) the 
estimate takes no account of the variation in tapping frequency at a given 
dose (which, as we know, is considerable). 

In general, any such prediction will be wrong! After all, in this case, we have 
merely identified the point on the fitted line at the value xo = 400, shown in 
Figure 10.21. And we should not really expect responses to fall exactly on 
that line. 

Tapping frequency (per minute) 

240 ' I 

0 100 200 300 400 
Caffeine dose (mg) 

Figure 10.21 Estimating tapping frequency attained after a dose of 400 mg of 
caffeine 
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In evaluating the usefulness of predictions based on regression analyses, it is 
important to recognize that there are two sources of error in a prediction. 
First, we know (for this has been our model all along) that for a given value 
xo of the explanatory variable, the response is a random variable 

YO = a + P x o  + WO 

with mean a + Pxo and variance u2. Our prediction G + ~ X O  estimates the 
mean of the distribution of Yo. This estimate will itself be subject to error, 
for the numbers a and p are unknown and have been estimated by G and p. 
Second, the prediction takes no account of the error term WO. 

10.4.1 A confidence interval for the mean 
Assuming only that Wi, i = 1,2, . . . , n, are independent with mean 0 and 
variance u2, then the random variable 

G + Bxo 

has mean 

and variance 

(xo - q2 
V(G + 3x0) = + L) 2. In this result, the quantity 

C ( x i - z ) 2  n - x l + x ~ +  . . .+  X, 

X = 
The algebra is a little awkward here, because the estimators G and p are not n 

is the mean of the original list of 
independent; this result is included without proof. X-values, not including the value 
If it is further assumed that the random terms Wi are normally distributed, xO. 

then it turns out (eliminating the nuisance parameter a in the usual way) that 

where S2 = C(y i  - Cil2/(n - 2) is, as usual, the unbiased estimator for a2. 

The result (10.18) can be used to provide a confidence interval for the expected 
value a + Pxo of Yo. 

Example 10.12 continued 
For the finger-tapping data the estimated mean tapping frequency in response 
to a dose of xo = 400mg of caffeine is 251.75 taps per minute. We know that 

Also, we have found 
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To find a 90% confidence interval for the mean tapping frequency for a dose 
of 400mg, we require the 95% quantile of t(28): this is 90.95 = 1.701. So a 
90% confidence interval is given by 

The notation 'f' is a convenient 
abbreviation for the lower and 
upper confidence limits. For 
example, (a f b )  means 
(a - b,a + b ) .  

Notice that this is not a confidence interval for the finger-tapping frequency 
that the next student given a dose of 400mg of caffeine might attain: it is 
simply a confidence interval for the unknown parameter a + 400P. W 

Now try Exercise 10.10. 

Exercise 10.10 I 

Table 10.15 gives the measures of resistance to breathing, to be regressed B 
mm 

against the heights of a sample of 24 children suffering from cystic fibrosis. 

Table 10.15 Breathing resistance and height (cm) for 24 children 
suffering from cystic fibrosis 

Resistance 13.8 8.2 9.0 12.5 21.1 6.8 17.0 11.0 8.2 
Height 89 93 92 101 95 89 97 97 111 

Resistance 12.7 8.5 10.0 11.6 9.5 15.0 13.5 11.0 11.0 
Height 102 103 108 103 105 109 93 98 103 

Resistance 8.8 9.5 9.2 15.0 7.0 6.3 
Height 108 106 109 111 111 116 

Find a 95% confidence interval for the mean breathing resistance for sufferers 
who are 100 cm tall. 

10.4.2 A prediction interval for the response 
It  is possible to develop a prediction interval for Yo. This is similar to 
finding a confidence interval for an unknown parameter (but, of course, Yo is 
a random variable, not an unknown constant). 

Writing 

F o - -  - a + 3 x o + ~ ~ ,  

it follows that, 

E ( ~ o )  = E(2  t 3x0 t W,) 
= E(8)  + E(&o) + E(Wo) 

= a + P x o + O  
= a +oxo.  

Cogswell, J.J. (1973) Forced 
oscillation technique for 
determination of resistance to 
breathing in children. Archives of 
Diseases in Children, 48, 259-266. 
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Also, 

where the two bracketed terms are independent. Since V(Wo) = a2, this 
expression reduces to 

The distribution theory here is again slightly awkward. A prediction interval 
for an observation on a random variable is not the same as a confidence 
interval for a parameter: however, each is calculated in a similar way. A 
'guess' is made; allowing for uncertainty, lower and upper limits are calculated, 
bracketing the guess. A 100(1 - a)% prediction interval for Yo is given by 

where s is the unbiased estimate for a, and q is the 100(1 - a/2)% quantile 
of t(n - 2). 

The result looks worse than it is: the following example shows how a prediction 
interval is obtained. The work involved is scarcely more than that involved 
in finding a confidence interval. 

Example 10.12 continued 
A 90% prediction interval for the finger-tapping frequency attained by an 
individual after a 400mg dose of caffeine (assuming the extrapolation to be 
reasonable, which on physiological grounds it might not be) is 

which is a very much wider interval than the confidence interval for the mean 
response. The reason is that it is the prediction interval for the response of an 
individual, and has to allow for the variation between individuals at all dose 
levels. W 

Exercises 10.11 to 10.13 are on this topic. The calculations can get rather 
involved: you are recommended to use your computer here. 

Exercise 10.1 1 
Cogswell also gave data on resistance to breathing regressed against height for 
a further sample of 42 children suffering from asthma. These data are given 
in Table 10.16. 
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Table 10.16 Breathing resistance and height (cm) for asthmatic 
children 

Resistance 
Height 

Resistance 
Height 

Resistance 
Height 

Resistance 
Height 

Resistance 
Height 

Obtain a 95% prediction interval for the breathing resistance of a child 100 cm 
tall. 

Exercise 10.12 
Prediction of temperature from cricket chirping rate was a prime motivation 
for collecting the data given in Table 10.13. Find a 99% prediction interval 
for the temperature when the cricket chirping level is 18. 

Exercise 10.13 
Find a 95% prediction interval for the fuel consumption of a diesel car weighing 
1080 kg (see Table 10.12). 

10.5 The assumptions of the regression 
model 

In this final section we shall consider some of the assumptions of the regression 
model, and what could go wrong. Competence at  this kind of data exploration 
comes with practice and experience. You should read the commentaries and 
understand the motivation behind them, but do not worry if at this stage the 
approach adopted is not always entirely obvious. 

The first assumption made is that the random error term Wi in the model 

has constant variance a'. We saw in Figure 10.13(a) a case where this as- 
sumption was clearly broken: the scatter away from an apparent trend line 
was becoming more pronounced with increasing X. 

One way of dealing with this is to assume that the model is 

say, where Woi has mean 0 (as before) and variance a2xf (that is, standard 
deviation axi, proportional to xi: Dividing through by xi gives the model 
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Can you see that this is simply a linear regression model with new explanatory 
variable l/xi and new response variable x/xi? The constant term in the new 
model is P; the slope is a; and the random term Woi/xi has mean 0 and 
constant variance a2, as required. After making this transformation, you 
can regress the response variable x / x i  against the explanatory variable l/xi, 
estimating parameters in the usual way. 

Sometimes there is a very obvious but non-linear shape to the data (as with the 
duckweed data of Example 10.8 and the paper strength data of Example 10.9). 
For example, one might fit to the paper data the model 

choosing the parameters a, P and y to minimize the sum of squared residuals 

This approach extends to higher powers of xi. Other regression functions 
might be appropriate: you need to be rather careful that the assumption of 
constant variance holds, here. For instance, variation in the duckweed counts 
is likely to increase as fast as the counts themselves, with passing time. A 
model of the form 

where Wi has mean 0 and constant variance a2, is probably not a useful 
one, since the assumptions are so badly broken. On the other hand, if you 
transform the duckweed count by taking logarithms, you obtain a scatter 
diagram suggestive of a linear fit, and the assumption of constant variance 
is probably a much more reasonable one. The new scatter plot is shown in 
Figure 10.22. 

log (fronds) 

1 

I 
I I I l l I I I 

0 1 2 3 4 5 6 7 8 
Time (weeks) 

Figure 10.22 Duckweed data transformed: log(fronds) against time (weeks) 

Example 10.13 is another example in which various transformations were use- 
ful: however, they were performed not on the response variable but on the 
explanatory variable. 

Most approaches in an assessment 
of the model assumptions are not 
as mathematical as this! But it is a 
very neat transformation of the 
model. 

The approach is called polynomial 
regression. 

See Example 10.8. 

Remember, there were 20 
duckweed fronds at week zero, and 
the experiment continued for 
eight weeks. 
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Example 10.13 Tearing factor for paper 
The data given in Table 10.17 come from an experiment in which five different 
manufacturing pressures were each applied to four different sheets of paper, in 
order to investigate the effect of pressure on the 'tearing factor' of the paper. 

A scatter plot for these data is given in Figure 10.23. 

Tearing fact01 

Pressure 

Figure 10.23 Tearing factor versus pressure 

It does not seem unreasonable to fit a straight line to the raw data in this 
example. Nevertheless, there does appear to be some evidence of curvature. 
A good place to start on the ladder of powers is with the logarithmic trans- 
formation. 

The next powers either way on the ladder of powers also give reasonable, 
but not quite so good, roughly linear scatter plots (see Figure 10.24). More 
to the point, an additional factor that makes the logarithmic transformation 
seem appropriate in this particular case is that the original X-values appear to 
have been chosen by the experimenter to be equally spaced on a logarithmic 
scale in Figure 10.24; thus it seems that the experimenter expected to use 
the explanatory variable log(pressure) on the basis, one imagines, of previous 
experience and knowledge. 

Tearing factor Tearing factor 

The data are reported in Williams, 
E.J. (1959) Regression Analysis. 
John Wiley and Sons, New York. 

Table 10.1 7 Tearing factor data 

Pressure Tearing factors 

Tearing factor 

3.56 3.90 4.25 4.60 4.94 5.92 7.04 8.37 9.95 11.83 

log( l'ressure) (b) diGG& (C) 

Figure 10.24 Tearing factor versus (a) log(Pressure) (b) .\/Pressure ( c )  l / J G  

You can see from this example that there are no fixed 'rules' about appropriate 
transformations to use. 
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What makes this examp16 artificial is that we are being forced to act as though 
we had not been consulted about the design of the experiment: ideally, in prac- 
tice the statistician would have been involved from the beginning, and would 
know the designer's intentions. The logarithmic scale is suggested because 
each of the numbers 49.5, 70.0, 99.0 and 140.0 is very close to fi times the 
previous number. H 

The problem of outliers is an important one in regression analysis, as in any 
other statistical analysis of data. We saw in Figure 10.7(a) the suggestion of 
a possible outlier. The difficulty here is that in a regression problem a single 
point that seems far away from some others may not be aberrant, but in fact 
it may be a very useful and informative point. We saw, for instance, in the 
case of a straight line constrained through the origin, that it is very useful 
to select values xi of the response variable as far from the origin as possible. 
Then the point is not an outlier but an infEuentia1 point. Roughly, an outlier is a point 'far 

away' in the y-direction, while an 
Example 10.14 shows that checking for outliers is not always clear cut. influential point is 'far away' in the 

X-direction. 
Example 10.14 Lung cancer and smoking 
As part of the developments in the 1950s that established the link between Doll, R. (1955) Etiology of lung 
cigarette smoking and lung cancer, Richard Doll published data from 11 west- cmcer. h h ~ n c e s  in Ghncer 

ern countries relating to the male death rate from lung cancer in 1950 and per Research, 3. 

capita consumption of cigarettes in 1930. The data are given in Table 10.18. 

A scatter plot (showing the least squares regression line, and with country 
labels attached) is given in Figure 10.25. 

Cancer death rate 
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Figure 10.25 Scatter plot of lung cancer death rate against cigarette 
consumption 

In Figure 10.25, the US seems a definite outlier from the linear trend and 
possibly Great Britain is aberrant. Are both the US and Britain out of step 
with the rest of the data? The problem is that the point corresponding to the 
US has exerted a big downward tension on the fitted regression line, making 
it rather shallow, and dragging it well away from the point corresponding to 
Britain (and so making that point look like an outlying point). If the point 
for the US is ignored in fitting the line, a noticeable change occurs, as you 
can see from Figure 10.26. It appears that Great Britain is not out of step at 
all with the other nine countries. 

Table 10.1 8 Lung cancer death 
rates and cigarette consumption 

Country Cigarettes Cancer 
death 
rate 

Iceland 220 58 
Norway 250 90 
Sweden 310 115 
Canada 510 150 
Denmark 380 165 
Australia 455 170 
United States 1280 190 
Holland 460 245 
Switzerland 530 250 
Finland 1115 350 
Great Britain 1145 465 
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Cancer death rate 

Great Britain 

Figure 10.26 Scatter plot with the US point removed 

0 

Regression diagnostics is a huge field of study, and there is no limit to 
the ways in which one might adapt the models, or tweak and transform the 
data. We have already performed some informal regression diagnostics: we 
have always done the sensible thing and looked at scatter plots of the data 
first, rather than blindly 'applying the technique' which may in some cases be 
entirely inappropriate. 

Iceland 

I I I I I I 

One final and very important additional diagnostic is the use of a residual Remember, 
plot. This is a way of graphically exploring the residuals wi = yi - Gi after RESIDUAL = DATA - FIT. 
the fitting has taken place. 

200 400 600 800 1000 1200 1400 

Cigarette consumption 

Discrepancies from the model are not always as easy to spot from the basic 
scatter plot as from residual plots. Any distinct relationship in the data tends 
to obscure patterns in the remaining variation about that relationship. A way 
around this is to subtract the fitted relationship from the data and concentrate 
on the residuals 

If all of our modelling assumptions are correct, each wi will be an observation 
from a normal distribution with mean zero and an unknown but constant 
variance. 

The residual plot is the scatter plot of residuals wi against the xi. The Sometimes residuals are plotted 
residuals have a mean of zero, and the residual plot should show the residuals against the fitted values: that is to 
fluctuating about zero in a random, unpatterned fashion. We look for a pat- a xatter plot of wi against pi 

is scrutinized. tern in the residual plot as evidence that an assumption may be violated. The 
residual plot has a variety of rather small advantages over the scatter plot of 
responses against the explanatory variable. 

Figure 10.27 illustrates four typical residual plots. Figure 10.27(a) is a residual 
plot with no apparent pattern of any kind in the residuals: this is the type 
of plot that accords with our assumptions. Figure 10.27(b) shows a definite 
pattern. As we move from left to right, from smaller to larger xs, the re- 
sidual~ are first negative, then positive, then negative again. Such a residual 
plot is (usually) associated with an explanatory relation that is other than 
linear (5 = f (xi) + Wi for some function f (.) other than a straight line): the Possibly f (.) is quadratic in this 
straight-line model has systematically over-estimated the level of the response case. 
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in some regions and under-estimated it in others. In Figure 10.27(c) the 
pattern of residuals is indicative of a variance a2 that is not constant. As the 
explanatory variable gets larger, so too does the variability of the residuals 
(and hence of the responses). Figure 10.27(d) shows a residual plot which is 
similar to that in Figure 10.27(a) in most respects except for a single obser- 
vation which produces a residual considerably larger in magnitude than any of 
the others. The plotted point may correspond to an outlier, an observation so 
disparate in size as to suggest that it was not generated by the same process 
as were the other data points. 

Residuals Residuals 

Figure 10.27 Residual patterns: (a) unpatterned (assumptions tenable) 
(b) a systematic discrepancy (c) variance not constant (d) an outlier 

Residuals Residuals 

Finally, the assumption of a normal distribution for the ws can be checked 
through a standard graphical check for normality using the residuals. Given 
the ideas in Chapter 9, Section 9.1, a natural approach is to construct prob- 

ability plots for the residuals. 

(c) 

In this subsection we have seen some of the informal checks and considerations 
that occur in a regression analysis. In this chapter we have scratched the 
surface of an important and potentially very informative technique, one of 
the most important available to you. As well as being aware of the technical 
aspects of a regression analysis, you should also have observed the essential 
requirement to begin your analysis with a graphical representation of the data, 
to see what messages are evident from that. 

. . . . . . . 
0 .  

0 . .  . . . . . . . 
(d) 

Summary 

. 
. *. * .  e * .  

0 .  . . . . . .  . - 
. S  

1. When the distribution of a random variable Y depends on the value 
taken by some associated variable X, then this can be represented by a 
regression model, with X the explanatory variable, and Y the response 
variable. Less generally, the mean of Y might alter with X. 
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2. A common regression model takes the form 

Y ,  =-/xi+ wi, 
where the random terms Wi are independent with mean 0 and constant 
variance u2; then 

E(Y,) = yxi, V ( x )  = a2. 

3. The parameter y may be estimated through the principle of least squares, 
by minimizing the sum of squared residuals 

then the appropriate estimator is 

the estimator y is unbiased and V(?) = u2/ C X?. Also 

is an unbiased estimator for u2. 

4. If it is also assumed that the random terms Wi are normally distributed, 
then 

and, in particular, 

5. The most common straight-line model for regression is given by 

y i = a + p x i + w i ,  

where the random terms Wi are independent with mean 0 and constant 
variance a2 ; then 

E(Y,) = a + pxi, V(Y,) = a2. 

6. The parameters a and have least squares estimators obtained by mini- 
mizing the sum of squared residuals 

These estimators are 

The least squares regression line 
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passes through the centroid of the data, the point (F, g ) .  Both estimators 
are unbiased; also 

An unbiased estimator for a2 is given by 

a useful way of calculating the sum of squared residuals C ( y i  - 5)' for 
a particular data set is by writing 

7. If the random terms Wi are normally distributed then the least squares 
estimators 6 and 3 are also the maximum likelihood estimators for a and 
P;  the slope estimator p has distribution 

A 100(1- a ) %  confidence interval for the mean response at xo, a + Pxo, 
is given by 

where q is the 100(1 - a / 2 ) %  quantile of t(n - 2 ) .  A 100(1 - a ) %  pre- 
diction interval for the response of an individual at xo is given by 

where q is the 100(1- a / 2 ) %  quantile of t(n - 2 ) .  




