
Chapter 13 

A Look Back 

In this chapter, some of the methods and techniques studied in the course are 
reviewed through case studies. It is not an exhaustive review, but an attempt has 
been made to refer at least to the most important aspects of the 'statistical approach: 
You should note particularly that no single approach is necessarily appropriate to data 
exploration, and that we may need to draw on more than one technique to reach a 
real understanding of the story behind a data set. So the studies do not constitute 
a chronological review of the course. 

The aim of this chapter is to revise some of the more important material which 
has appeared in the course. However, rather than simply giving a condensed 
presentation of the earlier material, this revision is approached by way of a 
series of brief case studies. These are real questions which require the use of 
statistics to address them. A wide range of material is covered here, not just 
in the statistical techniques used but also in the nature of the examples. 

In addition to providing a revision of the underlying statistical ideas, these 
case studies should serve both to integrate the techniques and to demonstrate 
that data do not always arrive in an ideal manner. A statistical analysis is 
more than a simple application of a single technique and sometimes there may 
be problems of missing or generally messy data. 

Obviously there is not enough space in a single chapter to illustrate everything 
that has been covered in the preceding twelve, but we can hope to revisit 
the most important material in a way which gives a perspective on how a 
range of ideas and methods form a coherent structure for tackling statistical 
problems. As you read through the chapter, you will find that each case study 
is subjected to an ordered, methodical approach which you can acquire and 
employ for yourself. 

As a general rule, the same procedures are adopted when addressing real 
problems. 

1 Identify the question or questions that need to be answered. Generally 
this will be fairly clear from the start, but this is not always true. Try to 
pose the question in statistical terms. 

2 Try to find a helpful picture of the data which, indeed, may even answer 
one or all of the questions, in which case you may not need to proceed 
any further. At all events, a picture should give some indication of an 
answer and should alert you to any complications which may be lying in 
wait. 
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3 Ask some fundamental questions about the data. Are the data plausibly 
symmetric? Are the data plausibly normal? Is there a linear relationship 
between any variables involved? If not, might a transformation help and, 
if so, which transformation is adequate for the task? Are there any poss- 
ible outliers? Taking these things into account, which method should you 
try first? 

4 Consider your likely method, or methods. Be aware of the assumptions 
involved and check them out. It will sometimes be necessary to try a 
method and then check out its validity afterwards. You may find, for 
instance, that you have to carry out your check by looking at residuals. 

5 Ask yourself if you are satisfied that your method is justified. If not, try 
to modify it. For example, you might try to carry out a test based upon 
an assumption of normality. A preliminary check might indicate that the 
data are not plausibly normal because of an outlier, so you remove it and 
try again. Maybe the data are very skewed. Perhaps you decide that a 
normality assumption is not tenable, even after transformation or outlier 
stripping, so you elect for a non-parametric test. 

6 Give a careful statement of your conclusions with a brief discussion of 
their relevance. 

Data analysis depends, to a large extent, on a methodical approach along the 
lines indicated above. 

Of course, there is more to statistics than merely analysing data. Data ac- 
quisition and collection are no less important and, in practice, it is vital to 
design a statistical experiment with the proposed techniques of analysis in 
mind. But this chapter is not about such considerations, important though 
they are. It is about analysing raw data using the methods which appear in 
the earlier chapters. 

The course began with a discussion of the usefulness of a graphical approach 
to data exploration, and in the succeeding chapters you have seen literally 
hundreds of diagrams intended to aid insight. Often these have been used to 
support a more technical analysis; but it remains true that a diagram often 
tells you all you need to know about the structure underlying a list of numbers. 
And there will be some occasions where there is no obvious analytic procedure 
to follow, but where a diagram can at least be employed to provide a partial 
answer to a question, or the suggestion of an answer. 

13.1 Exploiting statistical graphics 

13.1.1 A question of authorship 
Much statistical work has been done on the question of authorship and, indeed, 
some people are almost obsessive about it. Were all of the epistles written 
by St Paul himself? Did Shakespeare really write all of the plays attributed 
to him, or might Marlowe have a valid claim? The answers are often of vital 
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importance to scholars and may well have important financial consequences. 
In this section, we shall look at a controversy of great concern to political 
historians of the USA; namely, who wrote the Federalkt papers of 1788? 

In an attempt to persuade the citizens of New York to ratify the Constitution 
of the United States, the Federalist papers were published anonymously by 
Alexander Hamilton, John Jay and James Madison. Seventylseven papers 
appeared as letters in New York newspapers under the pseudonym 'Publius'. 
With eight more essays, they appeared as a book in 1788. Whilst authorship 
of The Federalist was common knowledge, no assignment of specific papers 
to individual authors occurred until 1807, three years after Hamilton's death. 
In 1818, Madison made a listing of authors, one of a variety of such lists. 
There is general agreement on the authorship of 70 of the papers-5 by Jay, 
14 by Madison and 51 by Hamilton-but 15 remain unattributed, 12 being in 
dispute between Hamilton and Madison and 3 being joint works to a disputed 
extent. 

The dispute seems to have arisen as a result of political embarrassment. 
Within a few years of writing, Madison and Hamilton had become bitter 
political enemies who sometimes contradicted their own writings, and hence 
neither was in any hurry to lay claim to certain tracts. 

Unfortunately, the political content of the disputed papers, while it may give 
some indication, does not definitively resolve the problem. Both Madison and 
Hamilton were writing in favour of ratification, and both experienced eventual 
changes in political orientation. Neither does literary style help to provide an 
answer, since both adopted flowery, oratorical prose. 

A statistical approach to this problem might well start with looking at some 
aspect of technical style, such as the distribution of sentence lengths. Cer- 
tainly sentence length is often a characteristic of an author, but it will not dis- 
tinguish reliably between authors writing in similar literary styles. Faced with 
this difficulty, the historian Douglas Adair opted for the frequency of occur- 
rence of specific words. He detected a difference in choice between the words 
whilst and while. In the fourteen essays known to be written by Madison, 
while never occurs whereas whilst occurs in eight of them. So far, so good, 
but this is not helpful for the disputed papers since whilst or while occurs in 
less than half of them. In any case, how can we be sure that Madison would 
never use while here, when other of his writings have twice included the word? 

But the idea of looking at  keywords is a good one, provided we take common 
words and look at  their relative frequency of use. Both authors would use most 
common words at the same rate, but some words may help if we can choose 
the right ones. Even then we need to be careful. For example, Madison uses 
war more often than Hamilton, but this could be explained by a division of 
labour giving him more opportunity to use it, rather than a basic predilection 
for the word. The answer is to restrict the analysis to non-contextual words 
such as of, to, on, the, and, from, and so on. While these are words we all 
use, it may turn out that rates of use differ from author to author. Table 13.1 
below shows the rates for bg, from and to. 
You can see that low rates for by suggest the author Hamilton, whereas high 
rates for from indicate Madison (but there is a great deal of overlap). It would 
be very difficult to distinguish between authors through their use of the word 
to. 
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Table 1 3 . 1  Frequency distribution of rate per 1000 words in 48 Hamilton 
papers (H) and 50 Madison papers (M) for by, from and to 

b y  from to 
Rate H M Rate H M Rate H M 

Total 48 50 48 50 48 50 

This is a problem in discrimination. Table 13.1 is based on a substantial 
amount of data, and could be used as the basis for probability models rep- 
resenting the variation in freguency of use of common words. The material 
whose authorship is disputed may be tested against these models. 

One useful, if informal, approach is provided through the use of histograms. 
Figure 13.1 is a histogram showing the frequency of use of the word to in the 
twelve disputed papers. 

Frequency 

0 23 26 2b 32 35 38 41 

Use of the word to (rate per 1000 words) 

Figure 1 3 . 1  Histogram showing use of the word to in the disputed papers 

Exercise 13.1 
Use Table 13.1 to plot histograms of the frequency of the word to as used by 
Hamilton and Madison. If the disputed papers were known to be by the same 
author, which of the two might your histograms suggest? 

As with all statistical investigations, what matters is the accumulation of 
evidence and the composite picture thus obtained. F. Mosteller and D.L. 
Wallace discuss this problem and give a wide variety of alternative analyses in 
their book Applied Bayesian and Classical Inference: the case of the Federalist 
papers (Springer, 1984). In one of these they chose a large number of non- 
contextual words and their rate of use per 1000 words is given in Table 13.2. 

The words are grouped according to the degree of contextuality assessed by 
Mosteller and Wallace. You can see from the table that the word upon stands 
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out as a very powerful discriminator. Hamilton uses on and u p o n  equally, but 
Madison almost invariably uses on. 

Table 13.2 Rate of use per 1000 words for non-contextual words 

Word Rate per 1000 words Word Rate per 1000 words 
Hamilton Madison Hamilton Madison 

Group A Group D 
upon 3.24 0.23 commonly 0.17 0.05 

consequently 0.10 0.42 
Group B considerable(1y) 0.37 0.17 
also 0.32 0.67 according 0.17 0.54 
a n  5.95 4.58 apt 0.27 0.08 
by 7.32 11.43 
of  64.51 57.89 Group E 
o n  3.38 7.75 direction 0.17 0.08 
there 3.20 1.33 innovat ion(s)  0.06 0.15 
this 7.77 6.00 language 0.08 0.18 
t o  40.79 35.21 vigor ( o u s )  0.18 0.08 

kind 0.69 0.17 
Group C mat ter ( s )  0.36 0.09 
although 0.06 0.17 particularly 0.15 0.37 
both 0.52 1.04 probability 0.27 0.09 
enough 0.25 0.10 work(s )  0.13 0.27 
while 0.21 0.07 
whilst 0.08 0.42 
always 0.58 0.20 
though 0.91 0.51 

In Table 13.3, the frequency distribution of use of the word u p o n  shows that we 
can be fairly sure that Madison wrote at  least eleven of the disputed papers. In 
fact, the one disputed paper containing u p o n  is strongly classified as Madison's 
by other words. This analysis strongly supplements the independent opinion 
of historians, based on the known political beliefs of the protagonists. 

Table 13.3 Frequency distribution of rate per 1000 words for upon 

Rate per 1000 words Hamilton Madison Disputed 
0 41 11 

0-0.4 2 
0.4-0.8 4 
0.8-1.2 2 1 1 
1.2-1.6 3 2 
1.6-2.0 6 

2-3 11 
3-4 11 
4-5 10 
5-6 3 
6-7 1 
7-8 1 

Totals 48 50 12 

This result is interesting in that it has been reached without the use of a 
formal statistical test. We have simply looked for eye-catching patterns in the 
data. In Table 13.3 it was not even necessary to draw histograms. 

Of course, graphics can be used to good effect in regression analysis (scatter 

plots), hypothesis testing (comparative boxplots, for example), model fitting 
(histograms and probability plots) and on many other occasions. Let us move 
on to a review of some useful probability models. 



Elements of Statistics 

Model fitting and testing 

13.2.1 Some modelling history 
Around the turn of the century, the whole notion of probability modelling 
was a cause of some concern to many of the more prominent statisticians. In 
particular, there was a lively and well-documented correspondence between 
W.F.R. Weldon (1860-1906), Francis Galton (1822-1911), F.Y. Edgeworth 
(1845-1926) and Karl Pearson (1857-1936) in which they tackled the problem 
of whether or not a theoretical binomial model could be said to provide an 
acceptable fit to observed frequencies in a dice-throwing experiment. 

Weldon to Galton, 4 February 1894 

. . . I have collected 26,306 tosses of groups of 12 dice, for use at the Royal 
Institution. In each group the event recorded is the number of dice with 
5 or 6 points, so that the chance of success with each die is . . . 

A certain set of 7,000 tosses, forming part of the result, was made for me 
by a clerk in the office of University College, whose accuracy in work of 
another kind I have had occasion to test by asking him to copy 24,000 
numbers of 3 figures each, with excellent results. 

A day or so ago, Pearson wanted some records of the kind in a hurry, in 
order to illustrate a lecture . . . I gave him the 7,000 separately from the 
rest, and on examination he rejects them, because he thinks the deviation 
from the theoretically most probable result is so great as to make the 
record intrinsically incredible. 

You will see how serious a matter this is . 

Last night I saw Greenhill, whose experience in target practice at  Woolwich 
makes him know this kind of thing statistically as well as -mathemat- 
ically-he is of the opinion that the record is perfectly credible, and that 
I have no shadow of reason to disregard it. 

Today I am sending it to  you and Edgeworth. 

Let us look at Weldon's data and carry out a preliminary analysis of the 
quality of fit provided by the binomial distribution B(12, $) using the methods 
you learned in Chapter 9. Table 13.4 gives the observed counts. 

The chi-squared goodness-of-fit test for comparing observed frequencies with 
those expected under a hypothesized model is appropriate here. For instance, 
the expected frequency of 0s is 

to one decimal place: this compares with the observed frequency of 45. 

There is an account of the 
correspondence in Pearson, E.S. 
(1965) Some incidents in the early 
history of biometry and statistics, 
1890-94. Biometrika, 52, 3-18. 

In fact, there were 7006 tosses. 

That is, Pearson rejected the data 
because they appeared to show 
variation not consistent with the 
binomial model. 

Table 13.4 Weldon's data on 
7006 tosses of 12 dice 

Number of Observed 
5s or 6s frequency 

Total 7006 

Weldon's data are summarized 
with an up-to-date commentary in 
Kemp, A.W. and Kemp, C.D. 
(1991) Weldon's dice data revisited. 
American Statistician, 45, 216-222. 



Chapter 13 Section 13.2 

Exercise 13.2 
Complete a table of expected frequencies assuming a binomial model ~ ( 1 2 ,  i) 
and, pooling cells if necessary, calculate, the value of the chi-squared test 
statistic 

(Oi - Ei)2 

and the corresponding significance probability for the test. Assess Pearson's 
claim that a binomial model is inadequate in the light of your results. 

Testing = 15.78 against the ~ ' ( 9 )  distribution we find a SP of 0.072 and 
Weldon's data do not seem as surprising as Pearson thought. 

Referring to the rows labelled 4 and 5 in Table 13.4, Edgeworth replied to 
Weldon on the subject of the comparatively large differences between observed 
and expected frequencies. 

Edgeworth to Weldon, 7 February 1894 

The tests which I have applied to the cases with four and five dice do not 
yield a result which excites much suspicion. I shall be curious to know 
your final decision. 

Edgeworth also wrote to Pearson explaining his experimental results 
(9 February 1894) and received an immediate reply which began as follows. 

My Dear Edgeworth, 
Probabilities are very slippery things and I may well be wrong . . . 

Pearson's x2-test was devised in 1900, some five years later. As we have seen, a 
X2-test based on 9 degrees of freedom does not indicate a discrepancy between 
the observed frequencies and the B(12, i) distribution, but the position of 
the two large differences next to each other should, perhaps, give cause for 
concern. 

You may remember that Weldon's original letter mentioned 26306 throws 
altogether and, perhaps, the subsample of 7006 observations is not large 
enough to detect a small discrepancy from a binomial model with p = i. 
Table 13.5 gives the data and an analysis for the full sample. 

Table 13.5 Weldon's data on 26 306 tosses of 12 dice Notice the small discrepancy in the 

Number of Observed Expected (Oi - ~ i ) ~  
5s or 6s frequency frequency Oi - Ei 

Ei 

sum of the expected frequencies, 
Ei = 26 306.02. This sort of 

small rounding error is not 

0 185 202.75 -17.75 1.55 important. 

Total 26 306 26 306.02 -0.02 35.50 
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Testing X2 = 35.50 against the x2(10) distribution gives a SP  of 0.0001. On 
this basis you would reject the hypothesis that the data are plausibly from 
a binomial distribution B(12, $). It seems that Pearson was right in his 
suspicions about these data, even if his reasons were wrong. 

What is particularly noticeable is the nature of the deviations Oi - Ei: the 
signs are all negative for low counts of 5s and 6s, and positive for high counts. 
The dice appear to be loaded in favour of landing with 5s and 6s facing 
uppermost. 

It seems hard to believe that the modelling assumptions which lead to a 
binomial model could be wrong, but you would not be entirely surprised if 
the assumption of the dice having equiprobable outcomes was found wanting; 
after all, we have all heard of loaded dice and, even though Weldon's dice are 
supposed to be fair, their manufacture cannot absolutely guarantee perfect 
symmetry of form. It is interesting to use the data to estimate the binomial 
parameter and use the estimate to recalculate the expected values. 

The parameter turns out to be estimated by p̂  = 0.3377. This does not 
look very different from p = $ but, using expected values calculated for 
B(12,0.3377), the value X2 = 8.18 is obtained. Since we have estimated a 
parameter and used that estimate in calculating the expected values, we must 
deduct an extra degree of freedom. The SP  for the test is 0.516 and we have Try checking 
no reason to doubt that the data are binomial. It appears that at  least one yourself. 
of the dice was indeed not symmetric. 

This is an important result in that it demonstrates the feasibility of detecting 
small effects given a large enough sample size. It is amazing that the value 
of X2 should change so much when the binomial parameter p has changed by 
only 0.0044. 

Let us leave the concluding remarks on probability modelling to Weldon. In 
the following extract, he is referring to data on measurement of crabs' shells. 

Weldon to Galton, 6 March 1895 

. . . I am horribly afraid of pure mathematicians with no experimental 
training. 

Consider Pearson. He speaks of the curve of frontal breadths, tabulated in 

the report, as being a disgraceful approximation to a normal curve. I point 
out to him that I know of a few great causes (breakage and regeneration) 
which will account for these few abnormal observations . . . He takes the 
view that the curve of frequency representing'the observations must be 
treated as a purely geometrical figure, all the properties of which are of 
equal importance . . . 
For this reason, he has fitted a 'skew' curve to my 'frontal breadths'. 
This skew curve fits the dozen observations at the two ends better than 
a normal curve, it fits the rest of the curve, including more than 90% of 
the observations, worse . . . 

Greenhill, to whom I took my troubles, laughs at the whole thing. You 
know that his chief business is to teach the properties of probability sur- 
faces to artillery officers . . . 

these calculations for 

The Herring, which makes a skew curve, are very heterogeneous. The 
mean value of the length from snout to anus, on 717 males, was widely 
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different from that given by 990 males-the extra 270 being obtained by 
opening another of the cases of herrings. I have not the figures at  hand, 
because I sent them to Pearson, as a basis for his curve; but he says 
that 'the material is homogeneous, with skew variation about the mean'. 
I don't believe it! 

It would have been easy for Pearson and Weldon, a mathematician and a 
zoologist, to drift apart, but they remained firm friends and, six years later, 
they were planning the first issue of Biometrika, now established as one of the 
foremost statistical journals. 

Another useful discrete probability model is the Poisson distribution. This 
has a particular application to the occurrence of events with passing time, 
and whether or not they occur 'at random'. 

13.2.2 The American National Hockey League 
It seems likely that in many sports the number of goals scored by one team 
against another in each game could be modelled by a Poisson distribution. 
This model was suggested for goals scored in the American National Hockey 
League. We can begin to test this hypothesis by studying the data reproduced 
from Mullet's paper in Table 13.6. This shows the frequency of games in which 
the indicated number of home goals were scored by Boston in its matches 
during the 1973-1974 season. 

To test the hypothesis that these data could have arisen from a Poisson dis- 
tribution we need to do two things. First, we need to fit such a distribution to 
the data. Second, we need to see how closely this theoretical distribution fits 
the data. We know that the Poisson distribution has only a single parameter, 
and from Chapter 6 we know that the maximum likelihood estimate of this 
parameter is given by the sample mean (see Table 6.8). 

However, in this case it is not possible to deduce the sample mean from 
Table 13.6 because of the censoring of the data. The maximum likelihood 
estimate c of the Poisson mean p, based on these data, requires direct calcu- 
lation. 

Exercise 13.3 
(a) Write down the likelihood of p for the sample, and, using your computer, 

show that the corresponding maximum likelihood estimate @ of p is 

(b) Hence construct a table of observed and expected frequencies for the num- 
ber of goals scored, and use the chi-squared test for goodness-of-fit to test 
the hypothesis that the Poisson distribution provides a suitable model, 
and interpret your findings. 

Weldon's arithmetic would seem to 
be adrift here. 

Mullet, G.M. (1977) Simeon 
Poisson and the National Hockey 
League. American Statistician, 31, 
8-12. 

Table 19.6 Boston's home goals 
in the American National Hockey 
League,1973-1974 season 

Number of goals Frequency 

Our third model for variation is the uniform distribution. 
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13.2.3 Deaths in the USA 
Much of the time goodness-of-fit is assessed from a picture and, for continuous 
distributions, we have used probability plots to good effect (see Chapter 9). 
We have also used histograms to look at  the general shape of the data, but 
we have treated them with a certain degree of caution and only used them as 
rough, general guides, for the sorts of reasons described in Chapter 1. 

The data in Table 13.7 give the monthly deaths in the USA during 1966. The 
question of interest is whether or not the death rate is affected by the time of 
year. This question may be put in statistical terms by suggesting, as a null 
hypothesis, that deaths occur uniformly over the year and therefore testing 
the goodness-of-fit of a uniform distribution to these data. A preliminary look 
at a histogram of the data gives the impression that a uniform distribution is 
plausible: this is shown in Figure 13.2. 

Deaths (thousands) 

Table 13.7 Monthly 
deaths in USA in 1966 

Month 
January 
February 
March 
April 
May 
June 
July 

Deaths 
166 761 
151 296 
164 804 
l58 973 
156 455 
149 251 
159 924 

0;tober 154 777 
November 150 678 
December 163 882 

Monthly deaths in the USA, 1966 

Figure 13.2 Histogram of deaths in the USA 

However, the frequencies are of the order of 150 000 and, perhaps, one might 
expect the uniform fit to  look almost exact with such large numbers. A chi- 
squared test indicates otherwise. 

Table 13.8 Monthly deaths in the USA in 1966, 
showing expected frequencies 

Month Deaths (Observed) Deaths (Expected) 

January 
February 
March 
April 
May 
June 
July 
August 
September 
October 
November 
December 

The chi-squared statistic is calculated from 

The expected frequencies reflect 
the fact that there are 31 days in 
January, 28 in February, and so on. 
(1966 was not a leap year.) 
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There are 11 degrees of freedom and the SP is therefore 0, which constitutes It is very informative in this case 
overwhelming evidence for rejection of the null hypothesis that the data are to consider the differences Oi - Ei: 

fitted by a uniform distribution or, more precisely, that deaths are distributed these are positive for winter months 
and negative for summer months. 

uniformly over the year. It  appears that time of year does affect the death 
rate. 

It is not really surprising that the evidence for rejection is so strong. We are 
dealing with a very large sample indeed and intuition dictates that the larger 
the sample we have, the more powerful the test. Remember that power is 
defined as the probability of correctly rejecting the null hypothesis. Therefore, 
the larger the sample, the more likely we are to reject when we should reject. 
The histogram in Figure 13.2 has proved to be deceptive. 

13.3 Comparing t WO populations 

It is probably fair to say that one of the most important activities in statistics 
is to provide an answer to the question: is there a difference? In general, 
the question may be posed in one of two main contexts. In the first case, 
a sample is taken from a population and some attribute is measured. Then 
some treatment is administered to members of the sample, at the end of which The word 'treatment' may have a 
the at  tribute is measured a second time. Interest centres on what difference, very broad interpretation, 

if any, the treatment has made to the measured attribute. depending on the context. 

Possible approaches here include a t-test (which makes certain assumptions 
about the form of the data) or a non-parametric test such as Wilcoxon's signed 
rank test (which does not). 

13.3.1 Pneumonia risk in smokers 
As we shall see, the data in Table 13.9 are rather unusual. They are measure- 
ments of the carbon monoxide (CO) transfer factor levels in seven smokers 
with chickenpox who were admitted to a hospital, and which were recorded 
with a view to determining their risk of contracting pneumonia. The measure- 
ments were taken when the patients entered the hospital and were repeated 
one week later. 

Table 13.9 CO transfer factor 
levels in smokers with chickenpox 

Patient On entry One week later 
1 40 73 
2 50 52 
3 56 80 
4 58 85 
5 60 64 
6 62 63 
7 66 60 

Ellis, M.E., Neal, K.R. and Webb, 
A.K. (1987) Is smoking a risk 
factor for pneumonia in patients 
with chickenpox? British Medical 
Journal, 294, 1002. On admission, 
patients were treated with 
intravenous acyclovir at 10 mg/kg, 
eight-hourly for five days. It is not 
recorded whether they were 
required to abstain from smoking. 

On the face of it, this seems to be a simple data set. We are interested in 
the difference between the carbon monoxide transfer levels at entry and those 
after one week. Measurements have been repeated on the same patients, and 
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the correct procedure is the t-test for zero difference, provided we can assume 
that the pairwise differences between the samples are normally distributed. 
We simply perform a one-sample test that the mean is zero on the differences 
between measurements for each individual. 

Exercise 13.4 
(a) Obtain the value of the test statistic t in a t-test for zero mean difference 

on the data of Table 13.9. 

(b) Find the SP for your test, stating whether your test is one-sided or two- 
sided. Interpret your findings. 

We have found little evidence to reject the null hypothesis of no difference 
between CO transfer factor at  entry and that after one week. But look again 
at  the data. Six out of the seven differences are positive, so the result comes 
as something of a surprise. With so few data points we cannot usefully draw 
a histogram, but we can look at boxplots. 

On entry 

One week later 

CO transfer factor levels 

Figure 13.3 Comparative boxplots for CO transfer factors 

Figure 13.3 also shows a marked difference in the boxplots, suggesting a sig- 
nificant difference between the CO transfer factor measurements. 

In fact, the explanation of this evident contradiction is simple-we have not 
checked the data for normality! 

~xercise ' 13.5 
Check the data for normality by carrying out a normal probability plot for the 
differences in CO transfer factors. Is the assumption of normality plausible? 

Clearly, the t-test was not soundly based, and its conclusions are doubtful. A 
test for zero difference which does not involve any distributional assumptions 
is the Wilcoxon signed rank test. 

Exercise 13.6 
Use Wilcoxon's signed rank test to investigate the hypothesis that there is no 
difference between CO transfer factors in smokers after a five-day acyclovir 
treatment. 

Student's t-test for zero mean 
difference is described in Chapter 8. 
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13.3.2 Viral lesions on tobacco leaves 
Bearing in mind that we should always check our test assumptions, let us con- 
sider the following problem. Two virus preparations were soaked into cheese- 
cloth and each was rubbed onto different halves of a tobacco leaf. Numbers 
of local lesions appearing on each half were counted for eight leaves and these 
are shown in Table 13.10. Lesions appear as small, dark rings. Do the two 
treatments produce different effects? 

Table 13.10 Viral lesions on tobacco leaves 

Leaf Preparation 1 Preparation 2 

Youden, W.J. and Beale, H.P. 
(1934) Contributions (Boyce 
Thompson Institute), 6, p. 437. 

A t-test for zero mean difference results in a t-value of 2.625 and, tested against 
t(7), gives a two-sided SP  of 0.034. However, we know better than to apply 
such a procedure blindly, so we should look first at a normal probability plot 
for the differences. 

Exercise 13.7 
(a) Check the data for normality by carrying out a normal probability plot 

for the differences. Is the assumption of normality plausible? If not, how 
do you suggest we should proceed? 

(b) Proceed with a test for zero difference after implementing your suggestion. 

Now this is an interesting result in that removal of the outlier, a point which, 
if included, is sufficiently extreme to pull the sample mean further away from 
zero, has reduced the SP. Intuitively this is not what we might have expected, 
but a moment's thought reveals why. The outlier does not simply influence the 
sample mean. It  also has a considerable influence upon the sample standard 
deviation, which is used in calculating the t-statistic. In this particular case, 
the effect of removing the outlier is to reduce the estimated standard deviation 
sufficiently to increase the value of the t-statistic, and thereby reduce the SP. 

In both these examples, the data were paired. In other situations, we may 
not wish to compare 'Before - After' differences but simply to decide whether 
two samples-assumed to be independent and not necessarily of the same 
size-may be regarded as arising from the same population. 

In such a case, one might consider a two-sample t-test, which makes certain as- 
sumptions about the form of the data, or possibly a Mann-Whitney-Wilcoxon 
test, which is less restrictive. (And one should not forget the usefulness of a 
simple graphical representation such as a comparative boxplot.) 
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13.3.3 Survival prognosis for patients with acute 
myocardial infarction 

Table 13.11 gives clinical data on twenty patients who were still alive a month 
after suffering a myocardial infarct (heart attack) and twelve who died within 
a month. For each patient serum urea (in grams per litre) was measured on 
admission to hospital and on Day 6 after admission. The questions of interest, 
and the reason the data were collected, were: is there, on average, a difference 
between the two groups on Day 0 and is there a difference on Day 6? If so, 
can this information be used in a predictive way, to predict the likely outcome 
after one month? 

Now let us examine the first question. One way we might seek to explore 
whether the groups differ on these two variables is to compare the groups' 
means. We learned, in Chapter 8, that a two sample t-test could be used for 
this purpose-provided certain assumptions were justified. These assumptions 
were that the samples were independent, the underlying populations were 
normal, and that the variances of the two populations were equal. We could 
accept some departure from the latter two assumptions, provided it was not 
too severe. 

The first of these assumptions-the independence between the samples of 
surviving and non-surviving patients-seems reasonable, so we shall accept 
that. As to the second and third assumptions, we can obtain some insight 
into them from the data themselves. 

We can explore informally the assumption of normality using histograms. 
Figure 13.4 shows histograms of the urea measurements on Day 0 and Day 6 
for each group separately. 

The first two of these histograms do not show any striking departure from nor- 
mality-at least, bearing in mind the limitations of relatively small samples, 
there is no clear skewness or asymmetry. 

For the non-survivors, the outlying data points in Figures 13.4(c) and 13.4(d) 
correspond to patient 5 (a reading of 1.04 g/l a t  Day 0 and 0.68 g/l a t  Day 6) 
and to patient 12 (0.42 g/l a t  Day 0 and 1.94 g/l a t  Day 6). Patient 5 was 
the only one whose serum urea measurement dropped from an exceptionally 
high reading on admission; patient 12 recorded an exceptionally high reading 
at Day 6. 

Such isolated data points substantially different from the others are outliers, 
and need to be examined carefully. We need to consider whether they might 
have arisen due to a malfunction of the measuring instrument or perhaps 
a data recording or transcription error. If we do suspect such a situation 
then it obviously makes sense to analyse the data with these points removed. 

Even if we do not suspect such a situation, we can analyse the data without 
the offending points (as was suggested in Chapter 9)  on the grounds that the 
estimates of the average for the two groups are then more robust. That is, they 
are less susceptible to random variation and so are more reliable. Yet other 
alternatives are to transform the data in some way or adopt a distribution-free 
procedure. 

Albert, A. and Harris, E.K. (1987) 
Multiyariate Interpretation of 
Clinical Laboratory Data. Marcel 
Dekker, New York, pp. 165-168. 

Table 13 .11  Serum urea (g/l) 
measurement on 32 patients with 
myocardial infarction 

Group 1 Group 2 
Survivors Non-survivors 

Day 0 Day 6 Day 0 Day 6 

In this case let us omit the readings for the two exceptional non-surviving 
patients from any subsequent analysis. However, it is important to remember 
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Frequency Frequency 

(a )  Serum urea (g/l, survivors, Day 0) (b) Serum urea (g/l, survivors, Day 6.) 

Frequency 

( C )  Serum urea (g/l, non-survivors, Day 0 )  

Frequency 

7 - 
6 - 
5 - 
4 - 
3 - 

(d) Serum urea (g/l, non-survivors, Day 6) 

Figure 13.4 (a) Survivors at Day 0 (b) Survivors at Day 6 ( c )  Non-survivors at 
Day 0 (d) Non-survivors at Day 6 

that each patient recorded exceptionally high serum urea levels at  some stage 
following their heart attack, and that this points to a contra-indication for 
survival. 

Exercise 13.8 
(a) Use a two-sample t-test to compare the two group means at  admission, 

omitting patients 5 and 12 from the group of non-survivors. 

(b) Similarly, explore whether there is any significant difference between the 
underlying serum urea levels for surviving and non-surviving patients at 
Day 6. 

So we have evidence that by the sixth day after admission there is a significant 
difference in serum urea levels between those patients who will survive to one 
month and those patients who will not. 

515 
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The second question asked if it was possible to use this information to predict 
whether a patient was likely to survive. The non-survivors have the higher 
mean and, given that the distributions are roughly symmetric with equal 
variances (with outliers omitted), this will imply that the higher scores tend 
to belong to the non-survivors and the lower ones to the survivors. This 
is illustrated in Figure 13.5, which shows boxplots of the scores of the two 
groups. - Survivors 

Serum urea (g/l) 

Figure 13.5 Boxplots of survivors and non-survivors on Day 6, outliers omitted 

One might attempt to answer this question by choosing some threshold (say, 
about 0.60) and classifying a patient with serum urea concentrations below 
this threshold on Day 6 as 'likely to survive' and a patient with a concentration 
above this threshold as 'not likely to survive'. Of course, one would not get 
the classification correct all of the time, but it would be a start. (This idea is 
taken further in Chapter  14, where the technique of discr iminan t  analysis is 
outlined.) 

13.3.4 Diet supplements in rats 
In this example straightforward comparisons of two independent groups, of 
the type illustrated in Subsection 13.3.3 and described in Chapter  8, are used 
to answer a more subtle question. The data are presented in Table 13.12. 
They show body weights in grams of rats on two diets, measured on four 
occasions: on starting the special diets, one week after starting, two weeks 
after starting and three weeks after starting the diets. There were eight rats 
in the first group and four rats in the second. The question the researchers 
were interested in was: are the rates of increase of weight the same on the 
two diets? 

Table 13.12 Body weights (grams) of rats on two diets measured at 
weekly intervals 

Group 1 Group 2 
Start l week 2 weeks 3 weeks Start l week 2 weeks 3 weeks 
266 265 272 278 504 507 518 525 
244 238 247 245 530 543 544 559 
267 264 268 269 544 553 555 548 
272 274 273 275 542 550 553 569 
273 276 278 280 
278 284 279 281 
271 282 281 284 
267 273 274 278 

This differs from the preceding example in a number of ways. Previously we 
had just two observations on each patient, and interest lay in each of these 

Crowder, M.J. and Hand, D.J. 
(1990) Analysis of repeated 
measures. Chapman and Hall, 
London, p. 19. 
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observations separately. Now we have four observations on each rat and, more 
importantly, we are not interested in each of them separately but in all four 
together: somehow we want to study the rate of growth. 

Fortunately, for an individual rat we know how to do this. For an individual 
rat the slope of the regression line of weight on time will tell us just this-the Regression was introduced in 
rate of increase in weight as time changes, for that rat. We could calculate Chapter 10. 

slope estimates for each rat in this way to yield, for each rat, a rate of growth. 
In effect we would have reduced each rat's four measurements to a single 
number, summarizing just that aspect of the data in which we are interested. 
Then we could compare the two groups using these numbers. That would 
certainly answer the question: do the average growth rates differ between the 
two groups? 

Exercise 13.9 
Use your computer to obtain slope estimates for each of the eight rats in 
Group 1 and for each of the four rats in Group 2. Calculate the mean and 
standard deviation of the growth rates in each group. Can you reach any 
conclusions at  this stage? 

Again we could consider a t-test for equal slopes in the two groups. A two- 
sample t-test gives a test statistic of -3.122 and a total SP of 0.011. This Try checking these calculations for 
is highly significant. But the large difference in size between the standard yourself. 
deviations might make one uneasy about trusting the conclusions of this test. 
In addition to this, with such a small sample size we would not be able to 
detect departures from normality very well, so this assumption would be very 
much on trust. 

Alternatively, we could adopt a distribution-free method, as outlined in 
Chapter 9. 

Exercise 13.10 
Perform a Mann-Whitney-Wilcoxon test on the growth rates in Table S13.5. 
Can you now conclude that the growth rates differ? 

There is one other feature of the data that you might have noticed here: the 
rats in the second group were initially much heavier than those in the first 
group (about twice the weight). The discrepancy at the end of the exper- 
iment is similarly marked. An alternative regression model would assume that 
weight increase with time was multiplicative rather than additive. Straight 
lines fitted to the logarithms of the weights regressed against time have slopes 

for the eight rats in the first group, and 

for the four rats in the second group. The sample variances for the two groups 
are very similar; the total SP for a two-sided two-sample t-test of equal slope 
is 0.27. There is no evidence of a difference in growth rate between the two Again, you should check these 
groups, using this multiplicative model. calculations if you have the time. 
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13.3.5 Expressed emotion 
The expressed emotion index is a measure of the emotional climate of families 
with mentally ill members. Studies suggest that patients living with relatives 
scoring low on the expressed emotion index are less likely to relapse than those 
living with relatives who score high. 

In a study of the relationship between expressed emotion and schizophrenia in 
Spain 60 patients were followed up for two years after a psychiatric evaluation. 
One patient dropped out of the study after twelve months, leaving only 59. 
Dropouts are a common problem with medical research where, as in this 
example, measurements take place over an extended time period. In this 
case we shall simply ignore the dropout-so that any inferences we make are 
strictly only valid for patients who do not drop out before a two-year period 
has elapsed. (An alternative approach, when treatments are being compared, 
is to regard the dropouts as treatment failures and include them as such in 
the analysis.) 

At the initial evaluation the families of the patients were scored on an ex- 
pressed emotion scale. Table 13.13 shows the number of patients who relapsed 
during the two-year follow-up period for the low and high expressed emotion 
families. 

The research question of interest here is whether the proportions relapsing in 
the two groups are the same. Clearly they are not exactly the same. The 
proportion in the low expressed emotion group is 17/31 = 0.548 while that in 
the high expressed emotion group is 16/28 = 0.571. Certainly, as the theory 
predicted, the proportion in the low expressed emotion families is lower than 
that in the high expressed emotion families, but these proportions are fairly 
close: could the difference have arisen by chance? 

You saw, in Chapter 8, how such a question could be answered. A suitable 
test is Fisher's exact test. This takes the marginals of the table as given (the 
row and column totals) and works out how many possible tables with these 
marginals would lead to a difference in proportions more extreme than that 
actually observed. The calculations for this test are fairly onerous, and use of 
a computer is really the only viable option. 

Exercise 13.1 1 
Use a computer to test the hypothesis that the proportion of relapses in a low 
expressed emotion group is lower than the proportion of relapses in a high 
expressed emotion group, using the data of Table 13.13. 

In the case of the above table, the computer gives a total SP of 1 for the 
test of the hypothesis that there is no difference between the proportions in 
the populations from which the samples were taken (a two-sided test). It  also 
gives an obtained SP of 0.534 for the (one-sided) test of the hypothesis that 

the low expressed emotion families have a smaller proportion than the high 
expressed emotion families (instead of merely a different proportion). This 
tells us that there is a very high probability of obtaining a table as or more 
extreme than the above, if the null hypothesis of identical proportions in the 
two populations (high and low expressed emotion) is true. In terms of the 

Montero, I., Gomez-Beneyto, M., 
Ruiz, I., Puche, E. and Adam, A. 
(1992) The influence of family 
expressed emotion on the course of 
schizophrenia in a sample of 
Spanish patients. British Journal 
of Psychiatry, 161, 217-222. 

Table 13.13 Cross-classification 
of high and low expressed emotion 
by whether the patient did or did 
not relapse 

Expressed emotion 
Low High 

Relapse 17 16 
No relapse 14 12 
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research question, we have no reason to suppose that patients belonging to 
families with high or low expressed emotion differ in the probability that they 
will relapse. 

This subsection brings us rather naturally to the topic of contingency tables, 
a way of setting out bivariate data, and also to tests of association. 

Contingency tables 

Questions involving the relationships between variables are very common. 
They include such questions as 'Does this cause that?' 'Are these properties 
related?' 'Does the relationship between these change according to the level 
of some third variable?' and so on. The course has focused on relationships 
between two variables since this is the most important special case, and occurs 
very commonly. (Chapter 14 briefly discusses some of the extensions which 
are possible when more than two variables are involved.) 

As far as two variables are concerned, correlation and regression methods 
have been described for answering questions about the relationship between 
variables which are measured on a numerical scale, and contingency table 
and chi-squared techniques are appropriate for answering questions about the 
relationships between variables which have categorical scores. In this section 
the chi-squared test is revised. 

13.4.1 Hospital treatments 
The data reproduced in Table 13.14 show the results of a surgical procedure 
designed to improve the functioning of certain joints which have become im- 
paired by disease. For each of five hospitals, counts are given of the numbers 
of patients who fall into each of three post-operative categories: no improve- 
ment, partial functional restoration and complete functional restoration. The 
question we would like to answer is: are the response patterns of the hos- 
pitals different? So, for example, does one hospital produce more complete 
functional restorations than the others? 

Table 13.14 Results of surgical procedure classified by hospital 

Hospital 
A B C D E  

No improvement 13 5 8 21 43 
Partial functional restoration 18 10 36 56 29 
Complete functional restoration 16 16 35 51 10 

Total 47 31 79 128 82 

Now, clearly, from looking at the table we can see that hospital D does pro- 
duce more complete restorations than do the other hospitals. But this simple 
number does not take into account the overall number of patients seen by that 
hospital. Indeed, the last row of the table shows that the sample of patients 
seen by this hospital is greater than the sample seen in any of the other hospi- 
tals. Somehow we must make an allowance for this in comparing the patterns 
of results across the hospitals. 

Box, G.E.P., Hunter, W.G. and 
Hunter, J.S. (1978) Statistics for 
Experiments. John Wiley and 
Sons, New York. 

Box, Hunter and Hunter take pains 
to point out that these categories 
were carefully defined in terms of 
measurable phenomena. 
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Moreover, we are just dealing with samples here. In fact, we would like our 
conclusions to be more general than that-we really want to make an inference 
to the likely outcome on future patients, not simply produce a summary of 
the results observed in the particular sample taken. To put it another way, 
one with which you should be completely familiar by now, we want to see if 

there are differences in the underlying population from which our sample of 
results was drawn. And we do this by assuming that the distributions across 
the hospitals are the same and exploring, under this assumption, how often 
one would obtain data as extreme as that observed. 

One approach might be to convert the numbers to proportions. Dividing 
each number in a column by the column total, we can show, for each hospital, 
what proportion of patients had no improvement, what proportion had partial 
functional restoration, and so on. 

The results of these calculations are shown in Table 13.15. 

Table 13.15 Results of surgical procedure classified by hospital, 
converted into column percentages 

Hospital 
A B C D E  

No improvement 27.7 16.1 10.1 16.4 52.4 
Partial functional restoration 38.3 32.3 45.6 43.8 35.4 
Complete functional restoration 34.0 51.6 44.3 39.8 12.2 

From this we can see that the previous exceptionally large number of patients 
with complete functional restoration in hospital D is, in fact, mainly a function 
of the large sample size assessed for this hospital: hospitals B and C both have 
a greater proportion of patients classed into this category in our sample. 

But we are still only talking about a sample. Do our sample results reflect 
real underlying differences in proportions? 

In Chapter  11 we saw how this question could be addressed using a chi-squared 
t e s t  for independence. This tests the null hypothesis that the distributions 
down the columns are the same for all columns. (This is equivalent to the 
null hypothesis that the distributions across the rows are the same for each 
row, and also to the null hypothesis that the row and column classifications 
are independent-hence the name of the test.) That is, beginning with this 
null hypothesis as a basic assumption, the expected number in each cell of 
the table is calculated. The chi-squared test statistic is then calculated-this 
is a measure of the difference between the observed numbers in the cells and 
the expected numbers. Its size tells us how large the difference is, and its 
distribution under the assumption of independence can be calculated. By 
comparing the observed value of this test statistic with this distribution we 
can see how unlikely such a value would be, if the null hypothesis were true. 

Exercise 13.12 
Under the null hypothesis of independence, calculate expected values for each 
of the cells in Table 13.14. Use these to calculate a value of the chi-squared 
test statistic and hence obtain a significance probability for the test. Interpret 

your findings. 
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In fact, as it happens, hospital E is different from the other hospitals. It  
is a 'referral' hospital. Given this piece of extra information, we might ask 
whether the difference in outcome distributions that we have observed can, at 
least in part, be attributed to the difference between the referral hospital 
and the others-the difference between hospital E and the others. Some 
suggestion that this might be the case is afforded by Figure 13.6. This shows 
the proportions listed in Table 13.15, displayed in a more convenient way. 

Percentage 

0 1 I I 

No improvement Partial functional Complete functional 
restoratio~i restoration 

Figure 13.6 Proportions in each hospital showing each outcome 

It certainly does look as if hospital E differs from the others, but again we 
have to ask whether the difference reflects a real underlying difference or if it 
could just be due to sampling variation. 

The question we are now considering still involves the three outcome categories 
that we had before, but now it involves just two hospital categories, referral 
and non-referral. This means that we are interested in the condensed table 
shown in Table 13.16. 

Table 13.16 Table showing referral and non-referral results 

Referral Non-referral 
hospital (E) hospitals (A, B, C, D) 

No improvement 43 47 
Partial functional restoration 29 120 
Complete functional restoration 10 118 

Tot a1 82 285 

A chi-squared test on this table yields a test statistic value of X 2  = 49.8 and 
relating this to a chi-squared distribution with (3 - 1)(2 - 1) = 2 degrees of 
freedom again shows a very low significance probability (SP = 1.5 X 10-l'). 
So it does seem that hospital E differs from the others. 

Box, Hunter and Hunter also conducted a test on the four non-referral hospi- 
tals, to see if any difference between them is statistically significant. It turns 
out not to be, with a chi-squared test statistic value of X 2  = 8.3 and, from the 
chi-squared distribution with 6 degrees of freedom, a SP equal to 0.22. 
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Thus the highly significant difference between the outcome profiles of the 
hospitals seems to be largely attributable to the difference between the referral 
and non-referral hospitals. 

13.4.2 The Framingham Heart Study 
The Framingham Longitudinal Study of Coronary Heart Disease was an im- 
portant investigation into the factors causing heart disease. Among the vari- 
ables measured were blood pressure and serum cholesterol. One question of 
interest is whether these are related. Reproduced below, in Table 13.17, is 
the distribution of these variables for 1237 subjects without heart disease. Fienberg, S.E. (1979) The  analysis 

of cross-classified categorical data. 
Table 13.1 7 Cross-classification of systolic blood pressure MIT Press, USA. 

by serum cholesterol for those subjects without heart disease 

Serum cholesterol Systolic blood pressure (mm/Hg) 
(mg/ 100cc) < 127 127-146 147-166 > 166 

< 200 117 121 47 22 
200-219 85 98 43 20 
220-259 119 209 68 43 
> 259 67 99 46 33 

Now this example is rather different from that in Section 13.4.1. Both vari- 
ables here are numerical, but they have been grouped into categories. If they 
had not been grouped and the original raw scores for each subject were avail- 
able, then we could plot a scatter diagram and judge by eye whether the 
variables were related. We could also calculate a correlation coefficient. (In- 
deed, we could obtain a rough correlation coefficient from the data we have 
by assigning some numerical value to each of the levels of the two categorized 
variables.) 

However, the correlation coefficient is only a measure of linear relationship be- 
tween two variables. That might be useful in particular circumstances-and, 
in particular, it might be useful in the present case if we merely wanted to 
know if blood pressure and serum cholesterol increased or decreased together 
in the population. On the other hand, we might be interested in the more 
general question of whether there was any relationship between the variables, 
not simply a linear one. The chi-squared test addresses just that-it seeks 
departures from independence, without restricting them to be linear. 

Also in this example, it is not so clear which set of profiles are the relevant ones. 
In Section 13.4.1 it was obvious that we wanted to compare column profiles. 
But here the real question is rather one of whether or not the variables are 
independent. 

Exercise 13.13 
Under the null hypothesis of independence calculate a value of the chi-squared 
test statistic for the data in Table 13.17 and hence obtain a SP for the test. 
Interpret your results. 
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Correlation 

13.5.1 The dopamine hypothesis of schizophrenia 
Signals in the brain are carried between cells by chemicals called neurotrans- 
mitters. These leave one cell and arrive at the receptors of another. In recent 
years the dopamine hypothesis of schizophrenia has postulated that in those 
individuals with this condition there will be an increase of a certain type of 
receptors called D2 dopamine receptors. This hypothesis is based on results 
of post mortem and in vitro studies. However, in vivo studies using positron 
emission tomography and single photon emission tomography do not report 
density increases of these receptors. Martinot and colleagues focused their 
research on the hypothesis of a link between the density of striatal D2 recep- 
tors and certain clinical dimensions of schizophrenia. To determine the former 
they injected a radioactive isotope into the patients and measured the ratio of 
striatum to cerebellum radioactivity concentration two hours after injection 
(this is called the S:C ratio). One measure of the latter that they used was 
psychomotor expressiveness which is derived as a weighted combination of the 
responses to a number of indicators: this is called PEF. 

Table 13.18 shows the results of these measurements taken on ten schizophrenic 
patients (seven men and three women) who formed a very homogeneous group 
of young, drug-free patients with a short course of illness. One reason for 
choosing such a homogeneous sample was that the investigators were restricted 
to a small sample: keeping them homogeneous eliminated superfluous vari- 
ation, so making estimates more accurate. Of course, on the other hand, it 
makes inferences to other types of people (older patients, those taking medi- 
cation, those with a long course of illness) more problematical. - In  an ideal 
world we would have a large sample randomly selected from the entire popu- 
lation of schizophrenic patients, but this is impracticable for several reasons, 
including that of cost. 

The question of interest is whether there is a relationship between the two 
scores. A plot of the data is given in Figure 13.7. There certainly seems to 

PEF 

50 - 

40- 

30 - 

20 - 

4.0 
S:C ratio 

Martinot, J.L., Paillere-Martinot, 
M.L., Loc'h, C., Lecrubier, Y., 
Dao-Castellana, H., Aubin, F., 
Allilaire, JP . ,  Mazoyer, B., 
Maziere, B. and Syrota, A. (1994) 
Central D2 receptors and negative 
symptoms of schizophrenia. British 
Journal of Psychiatrg, 164, 27-34. 

In fact, the PEF was the first 
factor which resulted when a 
'principal components' analysis was 
performed. This is an advanced 
statistical technique which is 
outlined in Chapter 14. 

Table 13.18 PEF 
and S:C measurements 
for 10 patients 

PEF S:C 
48 3.32 
42 3.74 
44 3.70 
35 3.43 
36 3.65 
28 4.50 
30 3.85 
13 4.15 
22 5.06 
24 4.27 

Figure 13.7 A plot of psychomotor expressiveness factor (PEF) against S:C 
ratio for the sample of ten schizophrenic patients 
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be a relationship, but how strong is it and could the apparent relationship have 
arisen by chance (by an accident of the way the sample of patients was drawn) 
from a population in which there is, in fact, no such relationship overall? 

This sort of question was raised in Chapter 11, where the ideas of correlation 
were introduced. There the Pearson correlation coefficient was described as 
a measure of the strength of a straight-line relationship between two sets of 
scores. Its value for the data given in Table 13.18 is -0.72. The negative sign 
indicates that increasing S:C ratio is associated with decreasing PEF score 
(and vice versa). The absolute size (0.72) means that the relationship appears 
to be reasonably strong. (Whether or not a particular size of a correlation 
coefficient is regarded as 'large' depends very much on the field of application. 
In areas such as psychology and sociology, where there are typically large 
variances in measured values, a coefficient of 0.72 may be quite respectable. 
In contrast, in areas such as physics and engineering, where the variances may 
be small, 0.72 might be regarded as a sign of a very weak relationship. It very 
much depends on the question and the type of data involved.) 

Now let us consider the second question. Could a correlation coefficient of 
-0.72 have arisen easily by chance sampling from a population in which there 
is no overall relationship? 

Exercise 13.14 
For the data in Table 13.18 with Pearson correlation -0.72, test the hypothesis 
that the underlying correlation is zero, and state the conclusions to be drawn 
from your test. 

It seems unlikely that we would have obtained such'a strong relationship in 
our sample if the population had no relationship. 

13.5.2 Finger ridges of identical twins 
The data in Table 13.19 are counts of the numbers of finger ridges of individ- 
uals for twelve pairs of identical twins. 

Numbers of finger ridges are evidently similar within the pairs, but vary con- 
siderably between different sets of twins. The interest lies in estimating the 
correlation between identical twins. A scatter plot is given in Figure 13.8. 
Notice, incidentally, that two of the points on the plot are superimposed at  
(114,113). 

The relationship looks very strong: we can proceed with calculating the 
sample correlation coefficient. 

Exercise 13.15 
Calculate the sample correlation coefficient for the data in Table 13.19. Is 
there high correlation between finger ridge counts for identical twins? 

(Incidentally, it is not clear in Table 13.19 by what means 'Twin 1' is dis- 
tinguished from 'Twin 2', but different definitions could lead to slightly differ- 
ent estimated correlations.) 

Newman, H.H., Freeman, F.N. and 
Holzinger, K.J. (1937) Twins. 
University of Chicago Press, 
Chicago. 

Table 13.19 Numbers of 
finger ridges of identical twins 

Pair number Twin l Twin 2 
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Twin 2 

-- 8 

40 80 120 

Twin 1 

Figure 13.8 Scatter plot of finger ridge counts of identical twins 

13.6 Regression analysis 

Regression analysis seeks to explain, or at  least to model, the way in which 
the distribution of a random variable Y alters with changing circumstances 
(such as passing time). 

13.6.1 Wind speed and athletes' times 
This study was designed to investigate the effect, if any, of a following wind 
on sprinters' running times in athletic events. It is generally accepted that 
a following wind aids sprinters and horizontal jumpers such as long jumpers Hitchcock, S. (1993) Does wind 

and hurdlers: times and distances are not counted for record purposes if the 'peed affect times? Dack Stats, 
31, 19-26. 

following wind speed exceeds 2.0 metres per second. 

The wind speed and race time were recorded for the 21 races for the British Table 13.20 Wind speed and 
110m hurdler Colin Jackson in 1990. These data are listed in Table 13.20. race time, 110111 hrdles  

A negative wind speed indicates a head wind. A scatter plot of the data is Wind 'peed (m/s) Time 

given in Figure 13.9. Here, wind speed is treated as the explanatory variable -2.9 13.53 

and race time as the response. -2.0 13.63 
-1.6 13.39 

Time (seconds) 

13.0 1 I I I r 3 I 

- 3 - 2 - 1 0 1 2 3 

Wind speed (metres per second) 

2.9 13.12 
Figure 13.9 Colin Jackson's performances in 1990 
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There is, evident in Figure 13.9, a tendency for faster times to be associated 
with stronger following winds, although there is considerable scatter. 

Exercise 13.16 
Fit a least squares straight line to the data of Figure 13.9, and comment on 
the usefulness of the fitted model for predicting future race times, given wind 
speed and direction. 

The fitted model suggests that in 1990 Jackson would have run 13.32 seconds 
on average in windless conditions. For every metre per second following wind, 
he ran on average 0.085 seconds faster. 

The estimated slope p = -0.085 seems very small in absolute terms. To test 
the hypothesis that wind speed has no effect on athletes' times (or, a t  least, 
on Jackson's times) one can set up a one-sided hypothesis test as follows. 

Exercise 13.1 7 
Calculate the obtained SP for the hypothesis that there is no wind speed 
effect, using the data provided, and interpret your findings. 

13.6.2 Using X-rays to kill bacteria-Part I 
The 'single hit' hypothesis of X-ray action under constant radiation fields 
states that bacteria have a single vital centre and that this has to be hit by an 
X-ray in order to kill or inactivate the bacterium. To explore this, the data in 
Table 13.21 were collected. These show estimates of the numbers of bacteria 
which survive 200 kilovolt doses of X-radiation over various periods ranging 
from 6 minutes to 90 minutes. If the theory is correct, then the relationship 
between the time of exposure, t, and the number of bacteria surviving, nt, 
should have the form 

where no and ,B are parameters describing the hypothesized relationship. The 
number no is the number of bacteria at the start of the experiment (as can 
be seen by setting t = 0 in the model) and < 0 is the rate of destruction of 
the bacteria. 

A plot of nt against t is shown in Figure 13.10. This has the sort of shape 
one would expect if the model at (13.1) were true-the value of nt decays as t 
increases. And, of course, as we expect from real phenomena, the relationship 
is not perfect. There is some variation about the postulated model, perhaps 
due to measurement error or random fluctuation. 

Chatterjee, S. and Price, B. (1977) 
Regression analysis by example, 1st 
edn. John Wiley and sons, New 
York, p. 32. 

Table 13.21 Number of 
surviving bacteria after exposure 
to X-rays for the indicated time 

Time Estimated 
(minutes) number surviving 

6 35 500 
12 21 100 
18 19 700 
24 16 600 
30 14 200 
36 10 600 
42 10 400 
48 6 000 
54 5 600 
60 3 800 
66 3 600 
72 3 200 
78 2 100 
84 1900 
90 1500 



Chapter 13 Section 13.6 

Survivors (thousands) 

Time of exposure (minutes) 

Figure 13 .10  Estimated number of bacteria surviving plotted against time of 
exposure to X-rays 

We want to go further than simply say 'it has the sort of shape we would 
expect'. We would like to fit our model to these data. The difficulty is that 
the model is not a simple linear model-it is not a straight line of the kind 
we have learned how to fit. We can try to transform the model so that it 
becomes a straight line and then fit a straight line to similarly transformed 
data. 

Transforming the model at  (13.1) by taking logarithms yields 

log(nt) = log(n0) + Pt t 2 0 (13.2) 

which has exactly the linear form we want. Now we can easily fit a straight 
line to these data and obtain estimates of the regression slope, P, and the 
intercept term, log(no), and hence no. 

A plot of the time of exposure against the logarithm of the number of surviving 
bacteria produces Figure 13.11. As can be seen, this is indeed much better 
modelled by a straight line-so it seems that the hypothesis, the theory that 
the relationship between nt and t has the form (13.1), may well be a good 
model for the data. 

Time of exposure (minutes) 

Figure 13.11 Log(number of bacteria surviving) plotted against time of 
exDosure to X-ravs 
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Exercise 13.18 
Find the equation of the least squares regression line of log(nt) against t ,  and 
estimate the number of bacteria at time 0. 

Finally, just to check the fit of the model, Figure 13.12 shows the residuals 
from the fit. There seems to be no obvious pattern here-the model seems to 
provide a good fit. 

Residuals 

0 30 60 90 

Time of exposure (minutes) 

Figure 13.12 Residuals resulting from fitting a straight line to the data in 
Figure 13.11 

13.6.3 Using X-rays to kill bacteria-Part I1 
A similar data set was analysed by Efron and Tibshirani (1993), and this 
is reproduced in Table 13.22. Here fourteen plates containing bacteria were 
exposed to differing doses of radiation and the proportions of bacteria which 
survived were measured. 

The investigator, however, was uncertain about the measurement for plate 13 
-indeed, its score seems higher than one might expect by looking at  neigh- 
bouring values. Following the same reasoning as in the previous study it was 
hypothesized that the logarithm of the number surviving might be linearly 
related to the dose. (In fact, Efron and Tibshirani also considered the possi- 
bility of a quadratic model-that log(proportion surviving) might decrease 
in a way related to the square of the dose. However, for our discussion we 
shall limit ourselves to a simple linear fit.) A plot of log(proportion surviving) 
against dose is shown in Figure 13.13. 

It is quite apparent from Figure 13.13 that the result for plate 13 is indeed 
anomalous. Efron and Tibshirani comment about this scatter plot: 'Statis- 
ticians get nervous when they see one data'point, especially a suspect one, 
dominating the answer to an important question.' Outlying points like this 
deserve careful study. The basic question is whether it is different for artefac- 
tual reasons, not related to the system being studied (for example, it could 
be different because of instrument malfunction or misread laboratory notes), 
or whether it represents a rare aspect of the system, so that only occasional 

Efron, B. and Tibshirani, R.J. 
(1993) A n  introduction to  the 
bootstrap. Chapman and Hall, 
London, p. 116. 

Table 13.22 Radiation 
dose and proportion of 
bacteria surviving 

Plate Dose Proportion 
surviving 
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log(proportion surviving) 

O i  
The outlying point on the 
right-hand side arises from plate 
13, supporting the investigator's 

I t suspicidns regarding the 
a measurement for this plate. 

, , :  0 1.1752.35 4.7 7.05 9.4 8 1 14.1 : ,  
-10 

Dose 

Figure 13.13 Log(proportion surviving) plotted against dose 

points would show such extreme, but perfectly valid values. It is always worth 
going back to the original data source to see if the question can be resolved. 

In this case, given the investigators' suspicions about point 13, let us drop 
it from the analysis and model only the remaining data points. Doing this 
yields a best-fitting straight line with intercept 0.015 and slope -0.779. That A line constrained through the 
is, the fitted model is origin (corresponding to no = 1) 

has slope -0.777 and equation 
log(nd) = 0.015 - 0.779d, log(nd) = -0.777d. 

where d is the dose and nd is the proportion surviving at  dose d. Translating 
this back into the original units gives 

nd = 1 . 0 1 5 e - ~ . ~ ~ ~ ~ .  

Conclusion 

In the introduction, the aim of this chapter was stated as being to revise some 
of the material which has appeared in the course so far. Instead of giving 
a condensed presentation of the earlier material, we have reviewed various 
methods and techniques by way of case studies. 

Throughout the data have been approached methodically by means of a se- 
quence of procedures which have not always been spelled out but which have 
been there nevertheless. Briefly these are as follows. 

1 Identify the question or questions that need to be answered, and express 
it in statistical terms. 

2 Try to find a helpful picture for the data. 

3 Ask some fundamental questions about the data and the way they seem 
to be distributed. 

4 Be aware of the assumptions involved in any method you decide might be 
appropriate, and check them. 

5 Ask yourself if you are satisfied that your method is justified and, if not, 
try to modify it. 

6 Give a careful statement of your conclusions. 




