
Chapter 4 

Models for Data 111 

This is the last of the three chapters concerned with fundamental probability models; 
two new models for variation are described. The notion of 'a random sample' is 
discussed in some detail: the point is made that in repeated experiments the sample 
mean, which is an important summary statistic, is itself a random variable. 

This chapter continues the development of fundamental probability models for 
variation, and our discussion of the properties of those models. Following the 
pattern developed in Chapters 2 and 3, the chapter deals both with specific 
models for variation and the more general properties of such models. 

Two new probability models are developed in this chapter. In Chapter 2 
the notion of a Bernoulli trial was introduced, and a probability model for 
the number of successful trials in a set or sequence of trials was developed. 
This model was the binomial probability distribution, which applies where 
the results of different trials may be assumed to be independent and where 
the probability of success is assumed to remain the same from trial to trial. 
In Section 4.1, we study the sort of experiment where the number of trials 
involved could be very large indeed, but the chance of 'success' in any one 
trial is very small; the random variable of interest is still the total count of 
successes. But in this case, one where 'something rather unlikely to happen 
has many opportunities to do so', the actual count distribution, which you 
know to be binomial, turns out to have a very useful approximate form which 
is a discrete probability model of considerable usefulness in its own right. The 
result is known as Poisson's approximation for the occurrence of rare events, 
and the ensuing model is the Poisson distribution. The Poisson model is explored in 

depth in Chapter 12. 
The topic of Section 4.4, the exponential distribution, is a continuous prob- 
ability model of wide application. The situation modelled is this. Some events 
happen every now and then, but they are not precisely forecastable. Some of 
the nastier ones are floods, domestic accidents, lightning strikes, air crashes 
and earthquakes; a less unpleasant example might be an unexpected cheque 
in the post. If the average rate at which such haphazard events occur is 
more or less constant (data suggest that major earthquakes world-wide, for 
instance, occur roughly once every 14 months or so-not that this helps you 
forecast the next one) then it turns out that something can be said about the 
probability distribution of the time lag, or 'waiting time', between consecutive 
occurrences. 

It was noted in Chapter 2 that it is in the nature of a random sample that if 
you draw on two different occasions a random sample of the same size from the 
same population, then you (probably) get different individual sample obser- 
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vations and therefore (probably) different sample means and variances. And 
yet, on both occasions, the sample was drawn to obtain information about 
precisely the same population. So, in repeated experiments, the sample mean 
is itself a random variable. In this chapter we shall investigate simple proper- 
ties of the sample mean. For instance, we followed in Chapter 2 a botanical Example 2.1 
experiment in which a researcher drew at  random a sample of 100 leaves from 
an ornamental bush, and measured their lengths. In the sample the leaves 
ranged in length from 0.3cm to 2.7cm; the sample mean was 1.276cm. A 
different experiment would almost certainly have led to different results, and 
yet the sample mean clearly provides some sort of assessment, an estimate, of 
the average length of all the leaves on the bush. This was one of the aims of 
the experiment. Our first look at properties of the sample mean will give us 
an idea of the accuracy (in other words, the usefulness) of this estimate. 

There are occasional computer exercises dispersed throughout this chapter; 
Section 4.5 is entirely devoted to exercises in which nothing new is introduced, 
but where some ideas of the preceding sections are revisited. As far as the sort 
of material studied in this course is concerned, the computer has four main 
uses. You have by now seen examples of some of these: (i) as a very fast calcu- 
lator; (ii) for the speedy and efficient analysis of statistical data; (iii) using its 
graphics capabilities to produce enlightening diagrammatic representations of 
data. The fourth role of a computer is as a simulator. There are many uses 
for computer simulation. In one application, the computer mimics the draw- 
ing of a random sample from some specified probability distribution. This 
is particularly useful for comparing statistical models with one another and 
with real data. You saw some examples of this in Chapter 2, and the idea is 
continued in this chapter. 

4.1 Rare events 

This section introduces a probability distribution that is one of the most Figure 4.1 Simkon Denis Poisson 
useful for the statistical modeller. It is called the Poisson distribution after F,, ,,,, the history of the 
the Frenchman Simhon Denis Poisson (1781-1840) who, in 1837, introduced Poisson distribution, and much else 
it in a scientific text on the subiect of iurv verdicts in criminal trials. In besides, see Stigler, S. M. (1986) " " 

the early nineteenth century in France a twelve-person jury could return a The ofStatistics-~he 
Measurement of Uncertainty before 'guilty' verdict by a majority of seven to five. Poisson's work followed that of lYOO, published by the Belkllap 

Condorcet and Laplace in regarding individual jurors' decisions as the results press ,f ~~~~~~d university press. 
of tosses of a weighted coin. These researchers were concerned with the effects 
of jury size and the definition of 'majority' on the chance of reaching a correct 
verdict. 

The Poisson distribution is introduced here as a convenient approximation 
to the binomial probability distribution, one which provides good accuracy 
under certain circumstances. 

4.1.1 Two examples 
We shall start by looking at two different situations where the Bernoulli trial, 
or a sequence of trials, might be a useful statistical model, answering some 
questions using the distributions and techniques available to us so far. 

cn2383
New Stamp
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A Bernoulli process is the name given to a sequence of Bernoulli trials 
in which 

(a) trials are independent; 

(b) the probability of success is the same from trial to trial. 

For a Bernoulli process the idea of trials occurring in order, one after the other, 
is crucial. Departures from the modelling assumptions of the Bernoulli process 
include cases where the result of one trial might influence the probabilities of 
the results of later trials. In Chapter 12 we shall consider some statistical 
tests for examining this kind of dependence. 

Example 4.1 Cycle usage 
At the time of writing, people tend to commute from their homes to their 
places of work either by car or by public transport (buses, underground trains 
and railway trains); some work within walking distance from home; and some, 
if the distance is not too great, cycle. One particular disadvantage of cycling 
(and one probably sufficient to put many commuters off the whole idea of 
cycling to work) is the possibility of arriving utterly drenched, having been 
caught in a downpour. This is indubitably a very unpleasant experience; but 
actually its frequency has been estimated at  only 15 times a year 'for a regular Ballantine, R. (1975) Richard's 
cyclist'. Bicycle Book. Pan, Great Britain. 

It  is not entirely clear from the reference to it quite how this value has been 
calculated; if we wish to use it for forecasting the likelihood of such an eventu- 
ality, then we need to make some further assumptions. Suppose a cyclist uses 
her bicycle regularly for travelling to and from work and, occasionally, for 
shopping and social visits. Her own assessment of cycle usage (which is rather 
rough) works out at 50 journeys a month of a non-negligible distance. This 
gives (at twelve months a year) an estimated proportion of rides on which a 
downpour occurs of 

600 journeys a year, during 15 of 
which it rains. 

Unpleasant and complicating to one's existence as the experience is, it there- 
fore occurs (on average) only once in 40 rides. If we assume that these 
events occur independently of previous experiences and with constant prob- 
ability, then it follows that the Bernoulli process, a sequence of independent 
Bernoulli trials, could be a useful model (with a trial corresponding to a single 
journey, and a success-a score of l-to getting caught in a downpour during 
that journey). Then the number of times per month that this occurs has a 
binomial distribution B(50,1/40). (The mean of this distribution, np = 1.25, It was stated without proof in 
is equal to 15/12, the average number of soakings per month calculated from Chapter 3, page 102 that the mean 

Richard's figure.) of the binomial distribution B(n, p) 
is the product np. 

(The Bernoulli process is not as good a statistical model as one might develop. 
A better model would probably include some sort of mechanism that allows 
the parameter p to vary with the time of the year, and perhaps even permits 
some sort of dependence from trial to trial, so that if you got wet cycling 
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to work then you are rather more likely than otherwise to get wet cycling 
home as well since it is a wet day. However, it is as good a model for the 
phenomenon as we are at the moment in a position to construct.) 

Exercise 4.1 m 
Assuming the cyclist's own estimate of '50 journeys a month' is accurate, what 
over the next month is the probability 

(a) that she never gets wet; 

(b) that she gets wet twice; 

(c) that she gets wet at least four times? 

The cyclist's guess at  a monthly average of 50 rides was just that-a guess. 
Suppose that a better estimate would have been 60 rides a month. In this 
case, using the given average 15 times per year, the estimated probability of 

a downpour during a single ride would be 
15 15 1 - - - 

p = 1 2 - 6 0  G. 
Then the assumed probability distribution for the number of drenchings per 
month is B(60,1/48) (which has mean 1.25, as before). 

Exercise 4.2 
The table following (Table 4.1) is half completed: it gives certain probabilities H 

DOD. 

for the binomial distribution B(50,1/40). From it, you could read off all your 
answers to Exercise 4.1. Complete the table by computing the corresponding 
probabilities for the binomial distribution B(60,1/48). 

Table 4.1 Probabilities, monthly downpours while cycling 

You will have noticed from Exercise 4.2 that the probabilities calculated for 
the cyclist but based on the higher estimate for cycle usage are not very 
different from those calculated for Exercise 4.1. To two decimal places, these 
values are identical. 

Example 4.2 Typographical errors 
One of the necessary stages in getting a book published is the careful and at- 
tentive checking of the proofs, the first version of the printed pages. 
Usually there are typographical errors, such as tihs, that need identifying and 
correcting. With a good publisher and printer such errors, even in the first 
proofs, are fairly rare. Experience with one publisher of children's books (for 
scientific texts the problem is a little more complicated) suggests an average 
of 3.6 errors per page at proof stage. 
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The number of words per page is, of course, not constant from page to page; 
if it was (and equal to 320, say, taking an estimate from a random children's 
paperback), then the estimated probability that a word'was mistyped would 
be 

or a little over 1%; and assuming independence from word to word, the num- 
ber of errors per page would follow a binomial distribution with parameters 
n = 320, p = 0.01125. 

We shall perform explicitly the binomial calculations involved in finding the 
first few terms in the probability distribution of the number X of errors per 
page of proofs, based on a page length of 320 words. For instance, 

px(0) = (1 - 0 . 0 1 1 2 5 ) ~ ~ ~  = 0.98875~~' = 0.0268; 

and 

px(1) = 320(0.01125)(0.98875)~~~ = 0.0975. 

For the next term, the binomial formula gives 

If you try to find this value using the factorial'notation, writing 

you will probably find that your calculator fails: most calculators cannot cope 
with the number 320!. However, that number can be rewritten 

so the probability becomes 

Of course, there may be other 
errors besides mistyped words. 
This is a simplified description of 
the problem. 

These calculations are included 
only to demonstrate what is 
actually happening. You should 
find that your computer will give 
explicit binomial calculations 
without baulking at n = 320 

- - 

(though there probably is some 
Further terms in the sequence of binomial probabilities can be calculated of upper limit to what it will 
similarly: do). You can certainly use your 

computer to complete Exercise 4.3. 
320 319 318(0.01125)3(0.98875)317 = 0.2134. p x ( 3 ) =  1 x 2 x 3  

Actually, the page counts are a little variable: turning to a different page, 
the estimate of the word count per page would almost certainly have been 
different-360, perhaps. 

Exercise 4.3 

(a) Write down the probability distribution of X ,  the number of errors per 
page, based on an estimate of 360 words per page and an average of 3.6 
errors per page. 

(b) Calculate the probabilities px(0), p x  ( l ) ,  px(2), px (3) in this case, find 
the probability that there are more than three errors on a page, and 
comment on any differences in the results obtained between your model 
and the earlier binomial B(320,0.01125) 'guess'. 
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In all these calculations, the binomial distribution has been used and the prob- 
ability p has been 'rather small'. In Example 4.1, the results also suggested 
that for values of n not too different from one another, and with a correspond- 
ing estimate for the parameter p of 

15 p=--- - 
1.25 

1 2 x n  n ' 
probability calculations for the binomial distribution B(n, 1.25/n) did not dif- 
fer significantly. (However, note that whatever the value of n, the mean of the 
distribution remains unaltered at p = np = 1.25.) Similarly, in Example 4.2, 
the actual value of n, at least in the two particular cases examined, was 
not too critical to the computed probabilities for the binomial distribution 
B(n, 3.6/n) (with constant mean 3.6). 

Now the question arises: can we satisfactorily model the number of monthly 
soakings for the cyclist, or the number of errors per page of proofs, using 
a random variable whose distribution depends only on a single parameter, 
the expected number? In general, can we approximate the two-parameter 
binomial distribution B(n, p ln )  by a probability distribution indexed by a 
single parameter p? 

The answer is that we can, provided p = p/n is small (which, in both these 
examples, it was). 

4.1.2 The Poisson distribution 
In both the examples considered so far, the binomial parameter p has been 
small (and n fairly large): an event which itself is rather unlikely to happen 
(small p) has had a lot of opportunities (large n)  to do so. Overall, the 
expected number of total occurrences (p = np) has been non-negligible. It  
seems, at least in the case of the few test calculations that we have done, 
that the actual values of n and p are not critical to the values of the binomial 
probabilities, provided the product np remains the same. 

Let us now examine this apparent result. For the binomial distribution B(n,p)  
or, equivalently, B(n, pin), the probability px(0) is given by 

n 
px(0) = (1 -p)" = (l - X )  . 

The approximate value of this expression when n is known to be large is e-1. 

So, for n reasonably large, the approximation for B(n, p ln )  is 

You may have seen from your calculations in the preceding exercises that the 
computation of binomial probabilities can, without the use of a computer, 
become quite awkward; and time-consuming, for there are many duplicated 
key-presses. For the simpler calculation of successive terms in the binomial 
distribution one useful method called recursive is to obtain each subsequent 
term from the previous term by using the relation 

The meaning of the word 'small' 
will shortly be made more precise. 

You might have forgotten the 
result that for large n, 

it is one of the standard results 
from analysis involving the 
exponential function. The number 
e is approximately 2.718 281 8. . . . 
Setting X equal to -p,  the 
particular result given here follows. 
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Rewriting p as p/n and q as (n - p)/n, this gives the recursion 
p n - X  

p x ( x +  1) = - X - X PX(X). 
x + l  n - p  

We have already established in (4.1) an approximation to the binomial prob- 
ability px(0) when the parameter n is large. In the recursion (4.2), when n 
is large, the second multiplying factor (n - x)/(n - p) is approximately equal 
to one; so we can generate successive terms in the approximating probability 
distribution by applying the recursive formula 

Exercise 4.4 
Use the recursive scheme defined by (4.3) to write down formulas for the 
probabilities 

( a ) p x ( l ) ,  (b) P x P ) ,  (c) Px(3). 

Then 

(d) find a general expression for px (X). 

The definition of the Poisson distribution is as follows. 

The random variable X follows a Poisson distribution with par- 
ameter p if it has probability mass function 

It is easy to check that the function px(x)  is indeed a probability function- 
that is, that the terms sum to one. This vital property has not been lost in 
the derivation of the function from the binomial probability function. From 
the polynomial expansion 

e-ppx 
PX(X) = - , x = 0 , 1 , 2  ,.... (4.4) 

X! 

This is written X N Poisson(p). 

the property follows immediately: 

The term X! in the'denominator 
denotes the product 
1 X 2 X . . . X X. The number O! is 
set equal to 1 by definition. 

This is the Taylor series expansion 
for ep. In some texts it is 
introduced as the definition of the 
exponential function. 
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Notice that this is a one-parameter distribution: as will be confirmed later, 
the parameter p is (as we might expect) the mean of the Poisson probability 
distribution. The way it was obtained demonstrates the (equivalent) approxi- 
mations 

The symbol 'z' is read as 'has 
approximately the same 
distribution as'. 

You will recall that this sort of conclusion was precisely the one we sought: 
we wanted to answer the question 'can we approximate the two-parameter 
binomial distribution B(n, p ln )  by a probability distribution indexed by a 
single parameter p?' 

Shortly, a rough rule will be given for values of the binomial parameters n 
and p when the Poisson distribution is a useful approximation to the binomial 
distribution. First, here are a couple of numerical examples. 

Example 4.1 continued 

Table 4.2 shows the probabilities calculated for the cycling example. 

The Poisson approximation gives the following probability distribution of the 
number of soakings per month: 

and so on. 

Table 4.2 Probabilities, monthly downpours while cycling 

In each case, the value of P ( X  2 4) in the table was obtained by subtraction. 
(You would obtain from your computer or from tables that P ( X  2 4) when 
X B(60,1/48) is 0.0366, to 4 decimal places. This would give 

(to 4 decimal ~ laces) ,  when these probabilities should sum to one. This is the 
sort of rounding error that does not matter.) H 
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X! term in the denominator; so we obtain the result 

Taking a factor p and the term e-p outside the summation gives 

Hence we have the required result: 

E ( X )  = p. 

Calculation of the variance of a Poisson random variable is not quite so 
straightforward. You need not bother with the details of this mathematical 
exercise: the variance of X is given by 

V(X) = p. (4.6) 

So a Poisson random variable has variance equal to its mean p. 

If the random variable X follows a Poisson distribution with parameter 
p, then X has mean and variance 

E ( X )  = p, V(X) = p. 

The idea of testing the adequacy of the fit of a proposed probability model 
to a set of data is one that has been mentioned several times already. One 
possible test of a proposed Poisson model against a given data set involves 
calculating the ratio of the sample variance to the sample mean and seeing 
how far this ratio deviates from 1. This test is not covered formally in this 
course, but you will see at the end of this section a data set where the sample 
variance and sample mean are informally compared. 

4.1.4 Calculating Poisson probabilities 
Calculation of Poisson probabilities can be a time-consuming and error-prone 
process even with a calculator. Printed tables of Poisson probabilities are 
available, at least for selected values of p. As in the binomial case, there is 
no convenient formula for the Poisson cumulative distribution function 

X! = X X (X - l)! 

Here, we are again making use of 
the Taylor series expansion for e". 

the terms simply do not add conveniently to a closed formula. It is necessary, 
without a computer, to refer to tables or else explicitly to add successive terms 
of the probability mass function. 
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4.1.5 Applications of the Poisson approximation 
We have discussed a number of different situations in which an appropriate 
statistical model is a binomial probability distribution having a small value for 
the probability p. In such cases the Poisson distribution with matched mean 
turns out to be a reasonable approximation to the binomial model. There 
are many other practical situations in which such a model would apply, and 
hence for which the Poisson distribution could also reasonably be used. Here 
are a few more examples. 

Example 4.3 Birthdays 
Suppose we have a group of 100 people. Let X be the random variable de- 
noting the number of people in the group whose birthday falls on Christmas 
Day. Then p = 11365 (making the assumption that births are distributed Actually, the proportion of births 
equally over the year and ignoring Leap Day), n = 100, and so the value of on Christmas Day is well under 
p is 1001365 = 0.274. The probability, say, that precisely one person in the it is a period, and 

group has a Christmas birthday is (exact binomial calculation) fewer births than usual are 
induced. The birth rate falls on 
Sundays, too. 

or (Poisson approximation) 

0.274e-O.~~~ = 0.208. 

The two probabilities are very close. 

Example 4.4 Defective items 
Suppose that in a process manufacturing identical items there is a small prob- 
ability p that any item is defective. Making the rather unrealistic assumption 
of independence from item to item, then the number of defective items in a 
large batch can be represented approximately by a random variable following 
a Poisson distribution with the appropriate mean. H 

Example 4.5 Colour blindness 
The probability that a man's sight is colour-deficient is about 0.06, and the There are various forms of 
corresponding figure for women is 0.004. Hence, in a large group of either colour-deficienc~. This example 

men or women, the number with colour-deficient sight can be represented as with just One of them. The 
value p = 0.06 in this example 

a Poisson variable. H exceeds the 0.05 threshold given in - 
our 'rule'-no model will constitute 

Example 4.6 Thunderstorms 
a perfect representation, and with 
this in mind. the Poisson model 

Thunderstorms are not common events, even in Britain. There is perhaps be applied. 

some seasonal variation in their frequency, but over the course of a year one 
might reasonably regard each day as a single 'trial' where something not very 
likely might nevertheless happen. H 

Examples 4.3-4.6 are all situations where the Poisson approximation to the 
binomial model was fairly straightforward to identify. There are many other 
situations where the derivation is less obvious: we shall now briefly explore 
one of them. 
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Example 4.7 Calls at a switchboard 
The number of calls received at a telephone switchboard in a fixed time interval 
of duration t, say, is a realization of some random variable X whose expected 
value will be proportional to t: call that mean At. The constant X is the The letter X is the Greek 
average rate at which calls come in to the switchboard. To develop a model lower-case letter 'lambda'. 
for this situation, let us imagine the time interval t to be split up into a large 

I number n of very small time intervals of length t ln .  Then suppose that the 
probability that a call is received in one small time interval is p. Provided 
that the rate of incoming calls remains roughly constant over time, then p 
may also be assumed to remain constant over the time interval t and to be 
equal to Xtln. Provided n is large enough, so that the intervals t l n  are small 
enough, the probability that more than one call is received in any interval may 
be regarded as negligible. We can, therefore, think of the random process as a 
sequence of n independent Bernoulli trials. The total number of calls received 
will follow a binomial distribution with parameters n and p, where p = Xtln, 
B(n, Xtln). Thus the actual number of calls received in the time interval t 
may be assumed to follow a Poisson distribution (with mean At). 

In this example we have constructed a notional sequence of many trials only 
later to ignore them. The probability distribution of the number of calls 
received depends only on the time for which they are counted and the average 
rate at which they are arriving: that is, only on the expected number of 
arrivals. This is a very simple and intuitive result, to which we shall return 
in Section 4.4. 

Most of our examples have involved processes in one dimension. There are 
many other practical applications where the Poisson distribution provides 
a good model: the number of trees in regions of a two-dimensional wood, 
the number of raisins in slices of cake; the number of live viruses in doses 

of vaccine. In all cases we have made the assumption that items such as 
bacteria, raisins, thunderstorms and typographical errors act independently: 
they have no preferred time of occurrence or preferred location, and they 
do not associate. If these assumptions do not hold, then the Poisson model 
will not be suitable. For instance, think about the distribution of individual 
caterpillars on cabbage plants in a field. They have hatched out from eggs 
that have been laid in large clusters, so the caterpillars will tend to cluster 
themselves. In this situation, the Poisson model would break down: the 
numbers of caterpillars counted on plants would have an observed distribution 
noticeably different from that suggested by a Poisson model. 

The following exercise summarizes the work of this section. 

Exercise 4.6 
Resistors are very cheap electrical items, and they are easy to make. Assuming 
they work, they may be assumed to be indestructible. A small proportion 
(approximately 1 in 20) will not work when they leave the factory. This is 
a tolerable risk accepted by purchasers: these resistors are not quality tested 
before being packaged, for to do so would add considerably to their cost. 

(a) The resistors are boxed in packages of 50. State an 'exact' model for the 
number of defective resistors in a box, mentioning any assumptions you 
make and calculate the probabilities that there are 0, 1, 2, 3, 4 or more 
than 4 defectives in a box. 
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(b) Find an approximating distribution for the number of defectives in a box 
and calculate the same probabilities as you found in (a). 

(c) Comment on any differences between your answers in (a) and (b). 

This section ends with a final example where the Poisson model was useful. 

Example 4.8 Particle counting 

In 1910 the scientists Rutherford and Geiger reported an experiment in which 
they counted the number of alpha particles emitted from a radioactive source 
during intervals of 73 seconds' duration, for 2612 different intervals. The 
numbers of particles emitted and the frequencies with which the different 
counts occurred, are shown in the first two columns of Table 4.4. 

The last column of the table, labelled 'Fit', was obtained as follows. There 
were 10 126 particles counted altogether, implying an average of 3.877 per 
7i-second interval. The third column gives the expected frequencies when a 
Poisson(3.877) model is 'fitted' to the data. You need not bother at this stage 
with the details of the fitting procedure: the whole question of 'goodness of 
fit' of a proposed statistical model to a set of data is examined in Chapter 9. 

For the moment, just observe that the Poisson fit to these particular data 
is very good. Like telephone calls at  a switchboard, the physical nature of 
radioactive particle emission means that such emissions occur entirely at ran- 
dom, independently of one another, but at a rate which remains virtually 
constant with passing time. 

Notice that the sum of the fitted frequencies is 2611 and not 2612: this is 
the sort of small rounding error which sometimes creeps in with the fitting 
procedure. It does not matter. 

Incidentally, for this data set the sample variance is 3.696, close to the observed 
sample mean. Remember the property of a Poisson variate, that its mean is 
equal to its variance. 

4.2 Drawing random samples 

In Chapter 2, Section 2.1 following the description of the botanical experiment 
in which 100 leaves were collected from an ornamental bush and measured, 
the text continued thus: '. . . if he [the botanist] had taken a different sample 
of 100 leaves his calculated average would have been different. This raises the 
obvious question: if his results vary according to the random choice of leaves 
in the sample, of what value are the results? Presumably he really hoped 
to say something about the average length of the population of leaves, and 
not just of an arbitrarily chosen sample. How can the sample average, which 
varies from sample to sample, tell us anything about the average length of all 
the leaves on the bush?' 

Rutherford, E. and Geiger, H. 
(1910) The probability variations 
in the distribution of alpha 
particles. Philosophical Magazine, 
Sixth Series, 20, 698-704. 

Table 4.4 Emissions of 
alpha particles 

Count Frequency Fit 

0 57 54 
1 203 210 
2 383 407 
3 525 525 
4 532 509 
5 408 395 
6 273 255 
7 139 141 
8 49 68 
9 27 30 

10 10 11 
11 4 4 
12 2 1 

> 12 0 1 

Here is another situation where the same 'obvious question' is implied. 
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Example 4.9 A nutritional study 
A nutritionist studying the effect of different proportions of protein in the diets 
of chicks, randomly allocated the chicks to one of four groups and recorded 
their weights (in grams) after three weeks' growth. The data are given in 
Table 4.5. Each of the four groups received a different diet. 

Table 4.5 Weights of chicks after three weeks' growth (g) 

10% protein 20% protein 40% protein 
Normal diet replacement replacement replacement 

Let us focus on only those chicks receiving the normal diet. If xi is the weight 
of the ith chick then the total weight of the 16 chicks in the group is 

and the mean weight of the 16 chicks in the group is 

With a different allocation of chicks to groups (possibly with different numbers 
of chicks allocated to the groups), or in a repeated experiment, these results 
would almost certainly have been different. Each of the recorded weights 
X I ,  22,. . . l xl6, is in fact a single observation on the random variable X ,  where 
X is 'the weight in grams of a randomly selected chick given a normal diet, 
measured after three weeks' growth'. The observed sample total W is merely 
a single observation on the random variable 

the sum of sixteen independent observations on the random variable X .  
Finally, the observed sample mean 5 is merely a single observation on the 
random variable 
- 
X =  X l + X 2 + ' ' . + X 1 6  

16 

Crowder, M.J. and Hand, D.J. 
(1990) Analysis of repeated 
measures. Chapman and Hall, 
London, p. 75. 

Presumably the nutritionist really wanted to make a meaningful comparison 
between the effects of the four diets; and in order to do that, it was necessary 
to be able to say something about the effect of a normal diet before-making 
the comparison. Again, the question suggests itself: if a different allocation 
had produced different results, as it probably would, what is the worth of the 
experiment? H 
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A different but related question attaching to the whole notion of random 
sampling is this: if, instead of sampling 100 leaves, the botanist had sampled 
only ten and used just these ten in the calculation of the sample mean, would 
his results have been any less useful? The experiment is certainly a simpler 
one-at any rate, it involves less expenditure of effort. And if the nutritionist 
simply wanted to compare four diets, why not just choose four chicks (rather 

than the 45 in the experiment), allocate to each a diet at random, and then 
compare their weights after three weeks? 

We shall now explore the useful consequences of taking large samples in a 
statistical experiment. 

There are two stages in the calculation of a sample mean (once the sample has 
been collected and the attribute of interest has been measured). These are 
(i) adding the observations together to obtain the sample total, and (ii) div- 
iding the sample total by the sample size in order to obtain the sample mean. 
We shall deal with each of these in turn. 

In general, if XI ,  Xz, . . . , X n  are random variables with means pl,  p2 , .  . . , pn ,  
respectively, then their sum X1 + X2 + . . . + Xn is also a random variable. 
This random variable has a probability distribution (which could be quite 
difficult to work out, depending on the distributions of the components Xi); 
however, its mean is very easy to work out. The expected value of the sum 
is, quite simply, the sum of the expected values of the components. 

In the particular case of a random sample the components Xi are independent 
and they are identically distributed (being observations on the same attribute 
of interest) and therefore, in particular, their means are equal. If we write 
pi = p for all i, then we have the particular result that, for a random sample, 
the sample total has mean 

If Xi, i = 1 ,2 , .  . . , n,  are random variables with respective means 
E(&) = pi, then the mean of their sum X1 + X2 + . . . + X, is given by 

E(X~+X~+...+X~)=E(X~)+E(X~)+...+E(X~) 
= p 1 + p 2 + . . . + p n .  (4.7) 

(Remember that in any experiment, the observed sample total is merely a 
single observation on a random variable.) 

This result is stated without proof. 

Next, the sample total is divided by the sample size in order to obtain the 
sample mean, X (also a random variable). The sample mean has expected 
value 

E (X) = E ( X l + X 2 ; . . . + x n  ) = ; E ( X ~ + X ~ + . . . + X , ) .  1 

Here, we have used the intuitive result that for a random variable X with 
constant multiplier a ,  the expected value of the random variable a X  is 



Elements of Statistics 

It  is possible to prove this result formally, and this is done in the next section, 
but you might care to reflect as follows. If the random variable X denotes 
people's height, measured in feet, then the random variable Y = 12X denotes 
the same thing, measured in inches. Within a population, the mean height in 
inches, py,  will be twelve times px, the mean height in feet. 

Now things become very easy indeed: we have just established that for a 
random sample the sample total has expected value np. It follows that the 
sample mean has expected value 

This is a very reassuring result! Having complained that the sample mean is 
a random variable and questioned the worth of its calculation, we have shown 
nevertheless that its expected value is the population mean, p, itself. This 
confirms our intuitive view that the sample mean is at least in some sense a 
good indicator or predictor (or, simply, a good estimator) for the unknown 
population mean. 

However, notice that the result (4.8) does not depend on the value of n ,  the 
sample size. In a sample of size 2, the sample mean has expected value 

and the same applies to a sample of size 100. One intuitively feels that a 
larger sample is 'more accurate' and, in that sense, that its results are 'more 
useful'. However, the result (4.8) is not concerned with accuracy, and does 
not imply or even suggest this. 

In fact, one's intuition that inferences from larger samples are 'more accurate' 
is correct, provided a proper interpretation is given to the meaning of the 
word 'accurate'. The key lies in the precision of the sample mean-to put it 
another way, its variance. 

Here is a further general result that will be necessary. It  has been remarked 
that a sum of random variables is itself a random variable, and at (4.7) we 
found its mean. Provided one further assumption is made, it is very easy to 
write down an expression for the variance of the sum. 

Notice the essential further constraint that the components of the sum should 
be independent. In the case of a random sample this constraint is always 
assumed to hold, and result (4.9) follows. (In more complicated statistical 
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If Xi, i = 1,2 , .  . . , n are independent random variables with respective 
variances V(Xi) = U:, then the variance of their sum X1 + X2 + . . + X, 
is given by 

This result is stated without proof. 
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experiments where individual observations cannot be assumed to be indepen- 
dent of one another, a result corresponding to (4.9) can be obtained for the 
variance of the sum without great difficulty.) 

In the particular case of a random sample, not only are the components in- 
dependent but they are identically distributed as well, so it follows that their 
variances are equal. If we write a: = a2 for all i, then it follows for a random 
sample that the sample total has variance 

V(X1 + X2 + . . + X,) = a2 + a2 + . . . + a2 = nCr2 

Upon division of the sample total by n, there is a powerful copsequence that 
confirms our intuition that 'larger samples are better', and quantifies the 
improvement. 

The sample mean has variance 

Here, we have used the result that if X is a random variable and a is a positive 
constant, then the variance of the random variable a X  is 

V(aX) = a 2 v ( x ) .  

The result is not entirely obvious: you might find it easier to use the result 
that if X is a random variable and a is a positive constant, then the standard 
deviation of the random variable aX is SD(aX) = aSD(X). These results 
can be proved formally without much difficulty, and are further discussed in 
Section 4.3. 

Note that in this result (4.10) the sample size n does feature: the larger the 
sample size, the smaller the variance of the sample mean. The sense in which 
a sample mean obtained from a large sample is a 'more accurate' estimator 
of the unknown population mean p than the sample mean obtained from a 
smaller sample is that it is less likely to be very far away from its expected 
value-which is, in both cases, the unknown population mean p. 

These two important results can be summarized as follows. 

If X is a random variable with mean p and variance a2, and if XI,  X2, . . . , 
X, constitutes a random sample from the distribution of X, then the 
first two moments of the sample mean 7 are 
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You will notice that nothing has been said about the probability distribution 
of X at  this stage, and the main implication behind these results is that large 
samples are better than smaller ones. In general, exact results are rather 
difficult to  obtain and to apply. However, we shall see in Chapter 5 that it is 
quite straightforward to obtain an approximate result for the distribution of 
the sample mean. Using this result approximate probability statements can 
be made, about the accuracy of as an estimator of p, about conditions 
placed on the minimum sample size necessary to achieve a required precision, 
and so on. 

Exercise 4.7 
This exercise is a computer simulation exercise designed to illustrate the re- 
sults of this subsection. 

(a) use your computer to obtain a random sample of size five from the Poisson 
distribution with mean 8. List the elements of the sample, and find their 
mean. 

(b) Now obtain 100 samples of size five from the Poisson distribution with 
mean 8. In each case, calculate the sample mean, and store the 100 sample 
means in a data vector. 

(c) Plot a histogram of the data vector of part (b), and find its mean and 
variance. 

(d) Now repeat parts (b) and (c) but with samples of size fifty rather than 
five, and comment on any differences observed in the data vector of means. 

In Section 4.3 we shall look more closely at  some general results for random 
variables. 

4.3 Moments of linear functions 

A rather general (and not always easy) problem in statistics is illustrated in 
the following example. 

Example 4.70 Estimating height 
A theodolite is an instrument used by surveyors for measuring angles, and to 
calculate the heights of tall structures. For instance, in Figure 4.2, the height 
of the wall (labelled y) is unknown. The theodolite stands a known distance d 
from the wall on a tripod of known height t. The operator directs the viewing 
lens of the theodolite at  the top of the wall, and records the angle X. 

In terms of the measured angle X,  a simple trigonometric argument gives the 
unknown height of the wall as 

Figure 4.2 Estimating the 
height of a wall 

In practice, the recorded angle X is an observation on a random variable X: 
if the experiment were to be repeated, possibly using different operators, one 
would expect small differences in the recorded angle. This would necessarily 
imply corresponding differences in the calculated value of y, which should 
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therefore similarly be regarded as due to random variation. In fact, any 
single calculated value of y is an observation on a random variable Y. The 
relationship between the random variables X and Y is given by the identity 

In general, any function of a random variable is itself a random variable. This 
example illustrates a more general problem. Suppose that a random variable 
X has a probability distribution that is known: what, then, can be said about 
the probability distribution of an associated random variable Y defined in 
terms of X through the equation 

where h(.) is a known function? 

In principle this question can always be answered, and there are some standard 
results when X is known to follow some standard distribution and where the 
form of the function h(.) is particularly simple. We shall meet some of these 
standard results as the course progresses. 

However, in this section we will restrict ourselves to a more specific question: 
given that the random variable X has mean p and variance a', what can be 
said about the mean and variance of the associated random variable Y defined 
in terms of X through the linear function 

where a and b are constants? 

As you can see, this is a much reduced problem. We have already addressed 
some related questions. Here are some examples where the problem might 
arise. 

Example 4.1 1 Chest measurements 

Based on a very large sample of data (see Chapter 2 ,  Table 2.17), an adequate 
probability model for the distribution of chest circumferences (in inches) 
amongst Scottish soldiery of the last century may be assumed to be given 
by the normal distribution with mean p = 40 and standard deviation a = 2. 
It is required to make a comparison with present-day European equivalents, 
and for this it is required to work in centimetres. There are 2.54cm to the 
inch: the question arises 'if the random variable X has mean 40 and stan- 
dard deviation 2, what are the mean and standard deviation of the associated 
random variable 

representing a linear function of X with a = 2.54 and b = O?' H 

Example 4.12 Water temperature 
One of the factors in the spread of malaria is the density of the spreading agent 
(the Anopheles mosquito) in the population. An environmental feature that 
in turn affects this density is the water temperature where the mosquito larvae 
breed. This will be subject to variation. Suppose that the water temperature 
is measured in OC (degrees Celsius). If measured in OF (degrees Fahrenheit) 
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instead, there will still be evidence of variation: the equation that gives the 
temperature Y ("F) in terms of X ("C) is 

Y = 1.8X + 32. 

This represents a linear conversion with a = 1.8 and b = 32. H 

Example 4.13 Body weight 
The conversion factor between pounds (lb) and kilograms (kg) is given approxi- 
mately by l lb = 0.455 kg. Americans tend to express body weight measure- 
ments in pounds, Europeans (though not usually the inhabitants of Great 
Britain) in kilograms. For a comparison of the variability in body weight 
for two cultures, it would be necessary to make a transformation of the style 
Y = 0.455X. H 

Let us now establish the first two moments (i.e. the mean and variance) of 
the random variable Y = a X  + b. A formula for the expected value E[h(X)] 
of a function h(.) of a random variable X is easy to write down. For instance, 
in the discrete case, this is 

where the random variable X has probability mass function p(x) and where 
the summation is taken over the range of X .  In the continuous case, 

where the random variable X has probability density function f (X) and where 
the integral is taken over the range of X .  So, in the particular case that h(X) 
takes the form a X  + b, we have (in the discrete case) 

E ( a X  + b) = C x ( a x  + b)p(x) 

= Cx axp(x> + Cx bp(x) 

= a Cx XP(X) + b C, P(X) 

= aE(X)  + b. 

The last line follows because Ex xp(x) is, by definition, the mean of X ,  and 
because Ex p(x) is necessarily 1. Similar manipulations show that in the case 
that X is continuous, then the same formula applies: 

Exercise 4.8 

(a) In Example 4.11 a random variable X with mean 40 was suggested as a 
model for the distribution of chest circumferences (measured in inches) 
amongst Scottish soldiers (based on historical data). What would be the 
mean circumference if the units of measurement were centimetres? 

This is one of the standard 
properties of a probability mass 
function. 

Earlier, we used the result 
E ( a X )  = a E ( X ) .  

(b) Suppose that in Example 4.12 the variation in water temperature was 
modelled by a probability distribution with mean 26 V. Find the mean 
temperature in degrees Fahrenheit. 
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In order to work out the variance of the random variable a X  + b, we shall 
start by writing Y = aX + b. The variance of Y is, by definition, 

V ( Y )  = E [ ( Y  - E(Y))'] 

and the expected value of Y is E ( Y )  = a E ( X )  + b from (4.11). So it follows 
that 

V ( Y )  = E [ ( a X  + b - ( a E ( X )  + b))'] 

= E [ ( a X  + b - a E ( X )  - b)'] 

= E [ ( a X  - ~ E ( x ) ) ~ ]  

= E [ a 2 ( x  - E(x)) ']  (4.12) 

In (4.12) the expression ( X  - E ( X ) ) '  is a random variable; a2 is a constant 
and can be taken outside the brackets. Thus 

V ( Y )  = a 2 E [ ( x  - E ( x ) ) ~ ]  = a 2 v ( x ) .  

But Y is just the random variable aX + b, so we have obtained the result 

It follows from (4.13) (taking square roots of both sides) that 

S D ( a X  + b) = da2V(X) = la lSD(X) .  (4.14) 

Notice that the constant b does not feature on the right-hand side of (4.13) 
or (4.14). The modulus sign in (4.14) is important since the constant a could 
be negative, but a standard deviation is always positive. 

Example 4.14 Sections of a chemical reactor 
Variation in the section temperature across the 1250 sections of a chemical 
reactor may be assumed to be adequately modelled by a normal distribution 
with mean 452 OC and standard deviation 22 deg C. 

From properties of the normal distribution we know that nearly all the recorded 
temperatures across the 1250 sections will lie within the range p - 30. to 
p + 30, or 386 "C to 518 OC. Converting from "C to OF leads to a new random 
variable with mean 

and standard deviation 

As it happens, this new random variable is also normally distributed: none of 
the preceding results imply this, but it is true nevertheless. You can probably 
appreciate that altering the scale of measurement will not alter the essential 
characteristics of the temperature variation: the probability density function 
reaches a peak at the mean temperature, tailing off symmetrically either side 
of the mean. 

See formula (3.9) in Chapter 3. 

Earlier, we used the result 
V ( a X )  = a 2 v ( x ) .  

These are fictitious data based on a 
real investigation. See Cox, D.R. 
and Snell, E.J. (1981) Applied 
Statistics. Chapman and Hall, 
London, p. 68. 
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Again, nearly all the temperatures across the sections of the reactor will lie 
within the range p - 3 ' ~  to p + 30: measured in "F the lower extreme is 

and the upper extreme is 

These could have been obtained in a different way by converting 386 "C and 
518 "C (the two likely temperature extremes) to "F. 

Exercise 4.9 
In the early years of this century, statisticians were very concerned simply 
with the counting and measurement of random variables, and the recording 
of those measurements. Anything amenable to measurement and where there 
was evidence of variation was fair game. Some examples from issues of the 
journal Biometrika, from 1901 to 1902, include the number of sense organs of 
Aurelia Aurita; the number of ridges and furrows in the shells of different 
species of mollusc; the correlation between the number of stamens and the 
number of pistils in Ficaria ranunculoides during the flowering season; the 
dimensions of Hyalopterus trirhodus (aphids); the dimensions of the human 
skull; the dimensions of the egg of CUCUZUS Canorus (the cuckoo); the lengths 
of criminals' left middle fingers (and other dimensions); the number of sepals in 
Anemone nemorosa; the dimensions of the human hand; coat-colour in horses; 
the epidemiology of smallpox. A very large sample was used in assessing the 
variation in the lengths of criminals' left middle fingers: the variation may be 
very adequately modelled by a random variable X with mean 11.55cm and Macdonell, W.R. (1902) On 
standard deviation 0.55 cm. criminal anthropometry and the 

identification of criminals. 
It is required for a comparison with Imperial measurements to make a trans- Biometrika, 1, 177-227. 
formation to inches. At l in = 2.54cm, what is the mean and standard devi- 
ation in the new scale? 

These results for moments of a linear function of a random variable X may 
be summarized as follows. 

If X is a random variable with mean px and standard deviation 'JX, 

and if the random variable Y is defined by 

Y = a X + b ,  

where a and b are constants, then Y has moments 

This section ends with a result which provides a very useful alternative formula 
for the variance of a random variable X. 
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First, we shall need the incidental result that if h l (X)  and h2(X) are two 
functions of a random variable X ,  then the expected value of their sum is 
equal to the sum of their expected values: 

This is easy to check. In the case that X is discrete, for instance, having 
probability mass function p(%), then 

Similar manipulations will confirm (4.15) when X is a continuous random 
variable. 

The formula we have been using so far for the variance of a random variable 
X with expected value p is 

Expanding the square on the right-hand side gives 

The expression X 2  - 2pX + p2 can be written in the form hl(X) + h2(X) 
in more than one way, but the most useful way is to set hl(X) = x2 and 
h2(X) = (-2pX + p2). Then it follows that 

Furthermore, we can apply our formula for the mean of a linear function of 
X ,  E ( a X  + b) = aE(X)  + b,  to  the last term above. Setting a = -2p and 
b = p2 we finally obtain the result 

This formulation is sometimes easier to implement than the formula for the 
variance that we have used up to now. 
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Example 4.15 A perfect die 
In Chapter 3 ,  page 110 you saw that the random variable X with probability 
mass function 

(used as a probability model for the outcome of throws of a perfectly engin- 
eered die) has mean 

and variance 

Using the alternative formula (4.16) for the variance we first need the value 
of E(X2) :  this is 

Then 

2 V(X) = E ( X  ) - p2 = F - ( 3 . ~ ) ~  = - = E = 2.92 

as before. 

Exercise 4.10 
In Chapter 3 Exercise 3.7, you showed that the variance in the outcome of 1 
rolls of a Double-Five was 1616 = 2.7. (The.mean outcome is 4.) Confirm 
this result for the variance using the formula (4.16). 

It was earlier remarked that, in general, exact distributional results for random 
samples are rather difficult to obtain. There are some exceptions to this rule, 
four of which we shall now briefly explore. 

A Sums of Bernoulli random variables 

Suppose that the random variables XI, X2, . . . , X, are each individually dis- 

tributed as Bernoulli random variables with the same value of the parameter 
p. That is, each Xi takes the value 1 with probability p and 0 with probability 
q = 1 - p.. Suppose that, as well as being identically distributed, the Xis are 
independent. Then in Chapter 2,  Section 2.3, we defined the distribution of 
the sum Y = XI + X2 + . . . + X, to be binomial with parameters n and p, 
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and went on to look at some of the properties of this distribution. In this 
case the distribution of the sum is not too difficult: it is given by the binomial 
probability mass function 

The intuitive result was also stated without proof in Chapter 3, page 102, 
that the mean of the binomial distribution B(n,  p) is the product np. We did 
not discuss its variance. However, we also found that if X follows a Bernoulli 
distribution with parameter p, then X has mean and variance 

E ( X )  = P, V(X) = Pq. The mean of a Bernoulli 
distribution was found on page 101 

It  follows directly from the results (4.7) and (4.9) of this chapter that and the variance on page 111. 

thus confirming one result and stating a second for the first time. 

If the random variable Y has a binomial distribution B(n,p) ,  then 

E ( Y ) = n p ,  V(Y)=npq.  (4.17) 

Exercise 4.1 1 

You saw in Chapter 3, Example 3.5, that if X is binomial B(4,0.4) then the 
individual probabilities for X are as follows. 

X 0 1 2 3 4 

p(x) 0.1296 0.3456 0.3456 0.1536 0.0256 

Use the formulas at  (4.17) to write down the mean and variance of X and 
confirm your result for the variance of X using the result 

V(X) = E(x2) - (E(x))~ 

obtained at (4.16). 

B Sums of Poisson random variables 

If Xi, i = 1,2, .  . . , n,  are independent Poisson variates with respective 
means pi, then their sum Y = X1 + X2 + . . . + X, is also a Poisson 
variate, with mean p1 + p2 + . e + p,: that is, 

Y Poisson(pl + p2 + . . . f pn). (4.18) 

This result is stated without proof. 

Notice that, given the distributions of the independent components Xi, you 
could have written down the mean and the variance of Y immediately using 
results (4.7) and (4.9). What is not obvious is that the distribution of the 
sum Y = XI + X2 + . . + Xn is also Poisson. 
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(Incidentally, notice that the result is quite general: there is no requirement 
here, as there is in the case of a random sample, that the Xis should be 
identically distributed, only that they should be independent.) 

Example 4.5 continued 

In the example on colour blindness (Example 4.5) we saw that for one form 
of colour-deficiency the proportion of male sufferers is about 0.06 and for 
females it is about 0.004. Although the proportion 0.06 is a little high for 
our Poisson 'rule of thumb' to hold-the threshold mentioned was p 5 0.05- 
in a large population the approximation will not be too bad. Suppose that 
in an assembly of 300 people there are 220 men and 80 women. Then the 
number of men with colour-deficient sight is approximately Poisson with mean 
220 X 0.06 or 13.2; the number of women with colour-deficient sight is approxi- 
mately Poisson with mean 80 X 0.004 or 0.32. The total number of colour- 
deficient people is, by (4.18), approximately Poisson with mean 13.2 + 0.32 or 
13.52. 

Example 4.16 Two species of ant 
Two species of ant, Messor Wasmanni and Cataglyphis bicolor inhabit north- Harkness, R.D. and Isham, V. 
ern Greece. In any given region, it might be assumed initially that the number (1983) A bivariate spatial point 
of Messor nests follows a Poisson distribution with mean p1 proportional to pattern of ants' 

Statistics, 32, 293-303. the area of the region under consideration and to the underlying density of 
Messor nests, and that the number of Cataglyphis nests follows a Poisson 
distribution with mean p2. In different regions the number of ants' nests will 
vary according to a Poisson distribution with mean p1 + p 2  

There follow two further results that are stated here without proof and further 
comment. They will be referred to in Chapter 5 which discusses the normal 
distribution. 

C A linear function of a normal random variable 

If the random variable X is normally distributed with mean p and vari- 
ance a2, then the random variable a X  + b is normally distributed with 
mean a p  + b and variance a2a2: 

a X  + b N(ap  + b, a2a2). (4.19) 

Again, you could have deduced the mean and the variance of the random 
variable a X  + b from previous results. What is new (although this result was 
referred to in Example 4.14) is the fact that a X  + b is normally distributed. 
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D Sums of normal. random variables 

If Xi, i = 1,2 , .  . . , n, are independent normally distributed random 
variables with respective means and variances pi and a:, then their 
sum Y = XI + Xz + . . + X, is also normally distributed, with mean 
p1 + p2 + . . . + p, and variance U: + U; + . . . + U:: that is, 

Y N(pl  + p2 + .. .  + p,,o; +U; + . . a  +g:). (4.20) 

It  follows, incidentally, from the results (4.19) and (4.20) that if a random 
sample of size n is taken from a normal population with mean p and variance 
uZ, then the sample mean 7 is normal ly  distributed with mean p and variance 
02/n: 

The exponential distribution 

One of the properties of the Bernoulli process is that the probability of a 
'success' at any trial remains the same and equal to the probability of success 
at all preceding trials, whatever the history of the process up to that trial. So, 
even a long run of failures (of 0s) does not make the probability of a success (a 
1) at the next trial any more likely. There is no question of 'luck being bound 
to change'. Similarly, a long run of 1s (a  'run of good luck') does not alter the 
probability of a 1 at  subsequent trials. The incidence of 1s may be regarded in 
a very special sense as 'quite random', in that knowledge of the whole history 
of the process so far, the outcome of all the trials, does not alter its future 
development, or the probability laws describing its future development. A 
statistical experimenter about to embark on trial number 1001 is not helped 
at all in his assessment of what might or might not happen at  the trial by 
knowing what has happened at any or all of the preceding thousand trials. 
This property is known as the 'memoryless' property of the Bernoulli process. 

In this section we shall meet for the first time (but not examine in great 
detail) a process rather similar to the Bernoulli process, one which develops, 
however, in continuous time rather than as a sequence of OS and Is  at  discrete 
trials. What happens is that with passing time some particular event of 
interest (which for ease we shall call A) occurs .once, and then again, and 
then again, and then again, . . . , and so on. But it does so after intervals (or 
'waiting times') that are random in the same sense: knowing how many times 
A has occurred so far, or how long it is since A last occurred, is of no use or 
assistance in forecasting the'next, or future, occurrences of A. These waiting 
times correspond roughly to sequences, or runs, of OS in a realization of a 
Bernoulli process; when A happens it is rather as though a 1 was recorded. 
But the waiting times are not integers, and successive occurrences of A are 
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not restricted to discrete opportunities. A more detailed description will be 
given in Chapter 12, where several random processes similar to the Bernoulli 
process are described. 

Here, however, are some examples of the sort of phenomenon to be modelled. 

Example 4.17 Random events occurring in continuous time 
Even in a machine shop where a regular maintenance programme is carried 
out, occasional machine breakdowns are an inevitable hazard. However, 
their occurrence is not forecastable. Sometimes the repair staff are over- 
worked, and sometimes there is nothing for them to do. All that is known 
from repair records is that the breakdowns occur at an average rate of 
three times a week. 

Extreme wind conditions sufficient to ground aircraft are recorded at a 
small airport on the south coast of England roughly twice a year, but 
their time of occurrence does not seem to be linked to the time of the 
year or indeed to anything else. They are always a total surprise. 

It is very annoying to break a fingernail. Unfortunately, it happens in a 
split second and there is nothing one can do about it. Some people are 
forever breaking nails; others hardly ever do. 

Small clicks and buzzes occur sometimes when one is listening to FM 
broadcasts, but there is nothing one can do about them. They are quite 
irregular and do not seem traceable to any particular cause. 

Police monitoring a stretch of motorway have breakdowns reported to 
them. There are many more during the day than there are at night, 
and noticeably more on Friday and Sunday evenings than on Saturday 
evenings, but over continuous periods of not too long duration the average 
rate may be regarded as invariant. However, there never seems to be any 
pattern to the times at which the reported breakdowns occur. 

Arrivals at  a hospital casuaIty ward occur without warning, but at average 
rates which (depending broadly on the time of day and the day of the 
week) are reasonably stable. 

Some events, of course, can be forecast with more or less accuracy in the way 
those in Example 4.17 could not. Here are some examples of forecastable 
recurrent events. 

Example 4.18 Recurrent events showing a non-random pattern 
(a) An owner of a battery-operated wristwatch has noticed for the past six 

years that batteries advertised to last one year have, to within a fortnight 
or so, lasted a year. 

(b) It is in the interest of manufacturers of car tyres to build into their tyres a 
lifetime with as small a variability as possible (and not too high a mean). 
It is possible to forecast with some accuracy when a particular set of tyres 
will have to be replaced. 

(c) Patients at  a dental surgery arrive by appointment and are seen roughly 
at the time stated on their appointment card. (The only conlplication per- 
turbing the appointn~ents system is the occasional unforeseeable emerg- 
ency arrival!) 
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4.4.1 Random events occurring in continuous time 
The discrete-time Bernoulli process is based on the assumption that an event 
either occurs, or does not occur, at each of a clearly defined sequence of 
opportunities (called trials). Typical realizations of the Bernoulli process 
might look like something as shown in Table 4.6. In each case, only the first 
25 trials in any realization have been monitored. 

Table 4.6 The first 25 trials in three realizations of a Bernoulli process 

(i) 0 1 0 0 0 0 0 1 1 0 1 1 0 0 0 1 0 0 0 1 0 1 1 0 0  ... 
(ii) 0 0 0 1 0 0 1 1 1 0 0 0 0 0 1 0 1 1 0 0 1 1 0 0 0  ... 
( i i i ) 0 1 0 1 1 0 1 0 0 0 0 1 0 0 0 0 1 1 0 1 0 0 0 0 0  ... 

In each of these three examples, the parameter p (the underlying proportion 
of Is) happened to be equal to 0.3. We saw in Chapter 3, Section 3.3 that the 
number of trials N up to and including the first success in a Bernoulli process 
has a geometric distribution with parameter p (mean l lp) .  Here, observed 
values of N are (i) 2, (ii) 4 and (iii) 2. In fact, by the 'memoryless' property 
of the Bernoulli process, the number of trials from one success to the next 
also has a geometric distribution with parameter p. In the realizations above 
there are actually several independent values of N observed. They are: (i) 2, 
6, 1, 2, 1,.4, 4, 2, l-and then a final observation on N where all we know is 
that it must be at least 3; (ii) 4, 3, 1, 1, 6, 2, 1, 3, 1; (iii) 2, 2, 1, 2, 5, 5, 1, 2. 

Events also occur in a random haphazard kind of a way in continuous time 
-but then there is no notion of a 'trial' or 'opportunity' at which the event 
of interest might, or might not, occur. A probability model different from 
the Bernoulli process, one not involving the 'trial' construction, needs to be 
developed to represent this sort of idea. As well as some of those listed in 
Example 4.17, examples of random unforecastable events occurring in continu- 
ous time include floods, air crashes, earthquakes and other disasters: the point 
is that by their nature these incidents do not occur according to any sort of 
schedule. Here, for instance, are some data on serious earthquakes world-wide 
(see Table 4.7). The table gives the time in days between successive record- Adapted from: The Open 
ings. An earthquake is included if its magnitude was at  least 7.5 on the Richter University (1981) S237 The Earth: 
scale, or if over 1000 people were killed. Recording starts on 16 December 1902 Stmcture~ and 

Evolution, Milton Keynes, The (4500 killed in Turkestan) and ends on 4 March 1977 (2000 killed in Vrancea, Open University Press. 
Romania). There were 63 earthquakes recorded altogether-Table 4.7 shows 
the 62 'waiting times' between consecutive earthquakes. The numbers should 
be read across the rows. 

Table 4 . 7  Time intervals between major earthquakes (days) 

These data can be represented more comprehensibly in a histogram, as shown 
in Figure 4.3. 
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Figure 4.3 Time intervals between major earthquakes (days) 

There are no instances of two (or more) earthquakes occurring on the same 
day, though such a coincidence is not impossible. It might be reasonable at 
least as a first approximation, therefore, to call any single day an opportunity 
or trial during which an earthquake might or might not happen. If so, then 
we can use properties of the geometric model to infer properties of earthquake 
times: the estimated mean time between earthquakes is The whole idea of using data for 

840 + 157 + . . . + 220 27 107 
estimating parameters for 

- - = 437 days. statistical models is examined in 
62 62 Chapters 6 and 7. It is one of the 

The estimated probability of a major earthquake occurring somewhere in, the 
world on any one day (tomorrow, say) is 62127107 = 0.0023, and the estimated 

probability (say) of a lull exceeding five years (allowing one leap year-1826 
days altogether) is, using the c.d.f. of the geometric distribution, 

or about 1 in 65. Here, there actually was a lull of 1901 days between the 
fourteenth and fifteenth serious quakes recorded (one on 3 October 1915 in 
Nevada, California; and the other in Kansu Shansi in China on 16 December 
1920): that is, 1 in 62! This probability is not very great: but then we are 
looking at the possibility of a lull exceeding 1826 days when the mean lull is 
only about 437 days: that is, a lull roughly four times longer than average. 

Exercise 4.12 m 

What would the geometric model give for the probability of a time lag between B 
earthquakes exceeding four years? How many cases are there of such a lull 
being recorded? 

What we require to model the waiting times between unforecastable events 
where there is no natural underlying notion of a trial, is a continuous-time 
analogue of the geometric distribution. The histogram in Figure 4.3 suggests 
that a suitable probability model will be one with a highly skewed density 
function, starting high at 0 and tailing off with longer waiting times (rather as 

1 70 
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the geometric mass function does). Many density functions could be contrived 
to possess that general shape: the triangular density is skewed and could 
provide a useful approximate model. But we also need a further property 
of the model-one that mimics the 'memoryless' property of the Bernoulli 
process. It turns out that only one family of density functions satisfies this 
requirement: it may be parameterized in terms of the average waiting time p 
between events as follows. 

A model for the waiting time T between consecutive events occurring 
haphazardly in time is given by the probability distribution with density 
function 

1 
f (t) = -e-t'p, t 2 0, (4.22) 

P 

where p = E(T) is the mean waiting time between events. 

Now, if E (T)  is the average waiting time between occurrences of the recurrent 
event A, then the reciprocal of E(T)  is the average rate at  which A occurs. 
Writing this rate as X,  the probability density function of T can be rewritten 

f (t) = ~ e - ' ~ ,  t > 0. 

Thus we are led to the following definition for the probability distribution of 
the random variable T ,  the waiting time between recurrent random events 
occurring at average rate X in continuous time. 

The random variable T is said to follow an exponential distribution 
with parameter X if it has probability density function 

f ( t )=XePxt ,  t > 0 .  (4.23) 

This is written T M(X). 

It is important to note that by convention the exponential family is indexed 
by the parameter X = 1/p ,  rather than by the mean p.  The probability 
density function of the random variable T is sketched in Figure 4.4. Notice its 
similarity to the shape of the probability function for the discrete geometric 
random variable N. Both probability distributions are highly skewed. 

The cumulative distribution function of the random variable T is given by 

Just as in cases where the Bernoulli process is likely to be a useful model the 
indexing parameter p is usually deducible from the description (or estimable 

Figure 4.4 The probability 
density function f (t) = XePxt, 
t > o  

It would be convenient to have 
parameterized the exponential 
distribution in terms of its mean p 
rather than in terms of the 
reciprocal of the mean, X = l/p. 
But this would have been to flout 
convention! The label M ( . )  comes 
from the queuing literature and 
follows the work of the great 
Russian mathematician Andrei 
Andreevich Markov (1856-1922). 
The study of Markov chains- 
linked sequences of random 
variables-is a large branch of 
probability theory. Markov's book, 
The Calculus of Probabilities 
(1913), is a seminal text. Most of it 
is rather theoretical, but the last 
chapters are devoted to the 
applications of probability theory 
to insurance problems. 
Result (4.24) is standard and well 
known. It follows from a 
straightforward exercise in 
integration, but you need not worry 
if this technique is unknown to you. 
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from data!), so the mean waiting time 1 / A ,  or its reciprocal the 'rate' A, 
indexes the continuous-time analogue, and may often be estimated from data. 

Exercise 4.13 
Assume that earthquakes occur world-wide at random but at an estimated 
average rate of once every 437 days. Assuming a continuous-time model for 
the phenomenon, find 

(a) the probability that no earthquake is experienced world-wide during the 
first three years of the third millenium (that is, during the years 2000-2002 
inclusive. The year 2000 will be a leap year); 

(b) the median time between successive earthquakes (that is, the solution X 

of the equation F(x)  = i); 
(c) the proportion of waiting times longer than expected (that is, the pro- 

portion of waiting times that exceed 437 days). 

You saw from your answer to Exercise 4.13(b) that the median of the ex- 
ponential distribution is very much less than the mean. Figure 4.4 is repro- 
duced here as Figure 4.5 with A set equal to 11437: it shows the median and 
mean waiting time between earthquakes, and the probability you calculated 
in Exercise 4.13(c). 

Figure 4.5 A probability model for the waiting time between earthquakes (days) 

The consequences of the pronounced skewness of the exponential distribution 
are very apparent. Notice that Figure 4.5 is a representation of a probability 
model for earthquake waiting times (quite a good one); it is different from 
the histogram in Figure 4.3, which is a summary of waiting time data. When 
events occur haphazardly 'at random in continuous time' in such a way that 
they are completely unforecastable, then the model we have just described, a 
sort of limiting case of the Bernoulli process, is often used. This model is called 
the Poisson process. In Chapter 12 this whole mathematical construction is 
investigated further. All that follows now is a stated result that will explain 
the name. 

4.4.2 Counting the events 
If events occur at random in continuous time with an average waiting time 
between consecutive events equal to p = 1 / X ,  then the average number of 
events in a time interval of duration t will be At. (This makes sense. If 
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the number X is the average rate of occurrence of events, then the expected 
number in a time interval of duration t is At.) However, the number of events 
to occur in such a fixed time interval is a random variable: for instance, for 
the earthquake data in Table 4.6, it turns out that during the decade from 
1 January 1911 to 31 December 1920 there were five earthquakes world-wide; 
during the next decade there were eight earthquakes; and there were seven 
during the ten years after that. The numbers 5, 8 and 7 are independent 
observations on some random variable whose probability distribution is for 
the moment unknown-but it has mean (allowing two leap years in a decade) 

62 

Xt = (- 27 101 
X (3652 days) = 8.35. 

In fact, the distribution of the number of events in a time interval of dur- 
ation t is Poisson(Xt): roughly, the argument for this result is based on the 
construction of 'notional trials' that was used in Example 4.7. 

The Poisson process 
For recurrent events occurring at random at average rate X in such a 
way that their occurrence may be modelled as a Poisson process, the 
number of events to occur during a time interval of duration t is a ran- 
dom variable X ,  where X - Poisson(Xt); the waiting time T between 
consecutive events follows an exponential distribution T - M(X). 

Exercise 4.14 
Assuming tha t  in a typical decade the expected number of earthquakes world- 1 
wide is 8.35, find the probability that there will be 
(a) exactly two earthquakes; 
(b) at least four earthquakes. 

4.4.3 Moments and other properties 
It has been stated that the mean of the exponential random variable T - M(X) 
is 1 / X ;  confirmation of this, and calculation of the standard deviation of the 
exponential waiting time is a straightforward exercise in integration. Moments 
of the exponential distribution are given by 

Exercise 4.15 
Express the median waiting time between consecutive events in a Poisson H 
process as a fraction of the mean waiting time. 

The general result that the median of the exponential distribution is less than 

70% of the mean confirms the extreme skewness of the distribution, implied 
by the sketch of its density function in Figure 4.4. 

173 
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4.4.4 Simulation of waiting times 
It is possible to use a computer to generate a list of typical observations 
from the exponential distribution M(X). This is a particularly useful activity: 
suppose you were to generate, say, ten independent observations from M(;)- 
that is to say, ten observations from an exponential distribution with mean 2. 
Here (in Table 4.8) is a set typical of what you might have obtained. 

This list of numbers could easily be regarded as merely 'a random sample' 
of size ten from this particular distribution. However, if you string together 
a sequence of exponential waiting times, then you obtain a single simulated 
realization of a Poisson process. For instance, suppose you were told that flood 
tides occur in a particular Scottish harbour port in a way that is impossible 
to forecast, but at  an average rate of one flood tide every two years. Then 
a typical sequence of ten flood tides could be simulated by adding together 
in sequence the ten waiting times listed in Table 4.8. The times at which 
the simulated flood tides occur would then be as listed in Table 4.9 (times 
measured in years). 

So in this simulation it took over fifteen years for ten flood tides to have been 
recorded: a little less than the twenty years expected. (There were four very 
short intervals between floods: 0.07 years is less than a month.) The incidence 
of flooding can be represented against time as shown in Figure 4.6. 

Ten flood tides, time in years 

Figure 4.6 Simulated sequence of ten flood tides, times in years 

The simulation could be made more elaborate if we knew the probability 
distribution of flood tide levels. As it happens we do not, but suppose that the 
simulation showed that the sixth and seventh flood incidents were particularly 
serious, the tenth less so. Then we might end up with something like the 
diagram in Figure 4.7. 

0 2 4 6 8 10 12 14 16 

Ten flood tides, showing flood levels attained, time in years 

Figure 4 .7  Flood tides, showing flood levels attained 

The topic of simulation will be examined briefly in Section 4.5. Exercise 4.16 
which follows is about the simulation of earthquakes. 

Table 4.8 Ten observations 
from M ( + )  

Table 4.9 Simulated times of 
ten flood tides (years) 

Waiting time Time of flood tide 
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Exercise 4.16 
(a) Assuming the mean time between earthquakes to be 437 days as suggested 

by the data in Table 4.6, use your computer to simulate the times of 
earthquakes world-wide over a twenty-year period. (Ignore leap years: 
assume 365 days a year.) List the times of occurrence in a table, and on 
a diagram represent the incidence of earthquakes against time. 

(b) How many earthquakes were there in your simulation? How many should 
you have expected? What is the median number of earthquakes to occur 
world-wide in a twenty-year period? 

Here is a final exercise covering the main points of the section. 

Exercise 4.17 
Here, our aim is to develop an adequate model for the following data set. 
The data in Table 4.10 give the time intervals (in seconds) between successive 
pulses along a nerve fibre. They are extracted from a large data set in which 
there were 800 pulses recorded, so there were 799 waiting times between pulses. Cox, D.R. and Lewis, P.A.W. 
The data in Table 4.10 are the first 200 waiting times. (1966) The Statistical Analysis of 

Series o f  Events. Chapman and 

Table 4.10 Waiting times between pulses (seconds) 

0.21 0.03 0.05 0.11 0.59 0.06 0.18 0.55 0.37 
0.14 0.19 0.02 0.14 0.09 0.05 0.15 0.23 0.15 
0.24 0.16 0.06 0.11 0.15 0.09 0.03 0.21 0.02 
0.24 0.29 0.16 0.07 0.07 0.04 0.02 0.15 0.12 
0.15 0.33 0.06 0.51 0.11 0.28 0.36 0.14 0.55 
0.04 0.01 0.94 0.73 0.05 0.07 0.11 0.38 0.21 
0.38 0.38 0.01 0.06 0.13 0.06 0.01 0.16 0.05 
0.16 0.06 0.06 0.06 0.06 0.11 0.44 0.05 0.09 
0.27 0.50 0.25 0.25 0.08 0.01 0.70 0.04 0.08 
0.38 0.08 0.32 0.39 0.58 0.56 0.74 0.15 0.07 
0.25 0.01 0.17 0.64 0.61 0.15 0.26 0.03 0.05 
0.07 0.10 0.09 0.02 0.30 0.07 0.12 0.01 0.16 
0.49 0.07 0.11 0.35 1.21 0.17 0.01 0.35 0.45 
0.93 0.04 0.96 0.14 1.38 0.15 0.01 0.05 0.23 
0.05 0.05 0.29 0.01 0.74 0.30 0.09 0.02 0.19 
0.01 0.51 0.12 0.12 0.43 0.32 0.09 0.20 0.03 
0.13 0.15 0.05 0.08 0.04 0.09 0.10 0.10 0.26 
0.68 0.15 0.01 0.27 0.05 0.03 0.40 0.04 0.21 
0.24 0.08 0.23 0.10 0.19 0.20 0.26 0.06 0.40 
0.15 1.10 0.16 0.78 0.04 0.27 0.35 0.71 0.15 

Plot a histogram of these data and comment on the shape of your diagram. 

Compare 

(i) the sample mean with the sample median; 

(ii) the sample mean with the sample standard deviation. 

Find the lower and upper quartiles for the exponential distribution (ex- 
pressed in terms of the mean) and compare these with the sample upper 
and lower quartiles for these data. 

Count the number of pulses to have occurred during the first quarter- 
minute of observation. (Assume the first pulse to have occurred at  time 
zero when the clock was started, so that the first pulse recorded occurred 

Hall, ~ o i d o n ,  p. 252. - ~ a t a  
provided by Dr. P. Fatt and 
Professor B. Katz, F.R.S., 
University College London. 
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at  time 0.21, the second at time 0.21 + 0.03 = 0.24, and so on.) How 
many occurred during the second quarter-minute? 

Your answers to parts (a) to (c) may have enabled you to formulate a model 
for the incidence of pulses along a nerve fibre. 

(e) Assuming your model to be correct, from what probability distribution 
are the counts you wrote down in part (d) observations? 

Here is a final example, one where the model assumptions broke down. 

Example 4.19 Admissions to an intensive care unit 
Data were collected on the arrival times of patients at an intensive care unit- 
the aim was to identify any systematic variations in arrival rate, in particu- 
lar, any that might be useful in planning future management of the unit. Cox, D.R. and Snell, E.J. (1981) 
Table 4.11 gives some of these data. It might initially be supposed that ad- Chapman and 

Hall, London, p. 53. Data collected missions occur in the 'random haphazard' way suggested in the earthquake by Dr. A, Barr, Oxford Regiollal 
example. In fact, there are noticeable variations in the data that cannot be ~ ~ ~ ~ i t ~ l  
ascribed simply to chance variation on the exponential distribution. These 
are due to variations in the underlying rate of admission both with the time 
of day and with the day of the week. (The original data give the day and time 
of admission. Differences have been taken to give the inter-admission waiting 
times, to the nearest half-hour. The time of observation was from 4 February 
1963 to 9 May 1963.) 

Table 4 . 1 1  Admissions to an intensive care unit (hours) 

On simulation 

The main activity of this section will be getting your computer to generate 
large samples of observations from different probability distributions, so that 
the sample may be regarded as a genuine data  set drawn from a population 
where the specified probability distribution holds. Computers can simulate 
the drawing of a random sample and perform the subsequent statistical analy- 
sis of that sample very speedily. You have already seen something of this 
in Chapter  2 and at  the end of Section 4.2 of this chapter. For instance, 
one way of investigating the sampling properties of the binomial probability 
distribution B(10, i) is to toss ten coins (once) recording, say, 

Heads Heads Tails Heads Tails Tails Tails Tails Heads Tails 

(thus recording 4 heads altogether) and then repeat the whole experiment 
another few hundred times. This would be a very time-consuming activity. 
It  would be easier and much more convenient to get the computer to toss the 
coin-or, rather, get it to generate several hundred observations from B(10, i) 

1 76 
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and then list the results-or, perhaps just as usefully, plot them as a bar chart. 
Here are the results from 1000 tosses of ten coins. Frequency 

Table 4.12 Ten coins tossed 1000 times by computer: counting the Heads 

Heads 0 1 2  3 4 5 6 7 8 9 1 0  
Frequency 0 14 49 130 194 255 188 121 41 8 0 

These observations may be plotted on a bar chart as shown in Figure 4.8. 
This sample of size 1000 seems to be fairly representative of the population 
from which it is drawn: the symmetric shape of the probability distribution 
B(10, i) is evident in the shape of the sample bar chart. 

Number of Heads 
The exercise is called simulation, or computer  simulation. Essentially you 
can make the computer simulate either realizations of a random process like Figure 4.8 1000 observations 
a Bernoulli process (for example, a coin-tossing experiment, sexes of children from B(10, $) 
in a family, sequences of births and deaths in an evolving population, passes 
and failures in a quality test) or a random sample, a list of independent obser- 
vations on some stated random variable. In the exercises that follow, we shall 
concentrate mainly on the idea of a random sample. But computer simulation 
can be used to give an insight into the most complex of random systems, like 
arrivals and departures at an airport (in theory scheduled, but in practice 
susceptible to chance perturbations from an infinite array of accidental occur- 
rences), the production line in a factory, or the progress of an epidemic in a 
school, a country or world-wide. 

4.5.1 The uses of simulation 
The idea of any simulation of a random process (or sample) that you gen- 
erate yourself is that it should accurately mimic the probability structure of 
that process without involving you in what could otherwise be the expensive 
deployment of experimental equipment; or so that it can save you the time 
and trouble of observing and recording every detail in a genuine realization 
of such a process. 

It is often the case with a random process that has a simple structure that the 
answer to every conceivable question about what might or might not happen 
(and with what probability) in a realization of that process can be deduced 
directly from theoretical paperwork (that is, from going through an exercise 
in algebra, or arithmetic). For instance, in a Poisson process model, you know 
the probability distribution of the waiting time between occurrences of the 
event A; you know the probability distribution of the number of occurrences 
of A in a time interval of given duration. There are, however, four things 
that a simulation exercise can help you with. These are listed in no particular 
order of importance. 

(a) Simulation will give you some generalized feeling about what realizations 
of the random process (or samples from the probability distribution) 
might actually look like. This is useful not only so that you can recognize 
when other realizations or samples are of that pattern, but also so that 
you can more readily recognize when some other realization or sample 
does not fall into that pattern. In such circumstances you could there- 
fore deduce that the underlying probability law is not the one you first 
thought it was. In Table 4.13 and summarized in Figure 4.9, there is listed 
a sequence of four different random samples obtained from the binomial 
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probability distribution B(10, !j); each sample is of size 100. Did you re- 
alize how 'bumpy' a summary bar chart (or histogram) could sometimes 
be? The point is that a sample of size 100 is really not very large: you 
need one perhaps ten times the size for some reasonable approximation 
to the underlying probability distribution to become evident. 

Table 4.19 Ten coins tossed 100 times by computer: four samples 

(a) 0 0 4 14 17 27 23 9 5 1 0 
( b )  0 1 4 8 19 27 23 14 4 0 0 
(c) 0 1 7 8 17 26 19 14 6 1 1 
(d) 0 0 6 20 16 18 20 11 7 2 0 

Frequency 

301 

(4 Observation (b) Observation 

Frequency Frequency 

(c) Observation (d Observation 

Figure 4.9 Four samples of size 100 from B(10 ,  3) 

(b) A simulation can be used to check the conclusions of your own analysis. 
You might have identified some random variable of interest contained in a 
random process you are investigating, or perhaps some sampling proper- 
ties. In deriving the probability distribution of that random variable, or 
perhaps in identifying some feature of a random sample, you might have 
made a mistake. Any error would be evident after one or perhaps several 
simulations of the process, and you can check your work. Alternatively, 
your conclusions will be confirmed. 

(c) Sometimes it is very difficult to obtain the probability distribution of 
some random variable because the mathematics is too hard. Then you 
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can use simulation to obtain an approximation to it. This will often in- 
volve up to several thousands of simulations in order to get a respectable 
estimate of the proportion of occasions on which a particular random 
variable equals or exceeds a particular value, but you will have a usable 
result. For instance, the 1000 observations in Table 4.12 result in a table 
of relative frequencies approximating the actual binomial probability dis- 
tribution B(10, i). The estimated and exact probabilities are shown in 
Table 4.14-also shown are the rather less accurate estimated probabilities 
in Table 4.13(b). (The estimates obtained from, say, Table 4.13(d) would 
have been even worse!) 

Table 4 .14  Estimated and exact probabilities, B(10 ,  i) 

Table4.13(b) 0.00 0.01 0.04 0.08 0.19 0.27 0.23 0.14 0.04 0.00 0.00 
Table 4.12 0.000 0.014 0.049 0.130 0.194 0.255 0.188 0.121 0.041 0.008 0.000 
Exactcalculation 0.001 0.010 0.044 0.117 0.205 0.246 0.205 0.117 0.044 0.010 0.001 

Quite often it is only after noting its occurrence in several simulations 
that some previously unsuspected feature of the random sample, or the 
random process, will become evident. You can then return to pencil and 
paper and examine the feature. For instance, the way in which a disease 
spreads through small closed communities like schools, or through larger 
communities like towns, or countries or, for that matter, continents, is 
of great interest to the authorities concerned. Evidently, the element 
of chance plays a considerable role. However, the mathematics of even 
quite simple epidemic models which incorporate a chance element turns 
out to be very intractable. A common procedure then is to look only 
at the 'average' or 'expected' development of an epidemic. Then certain 
thresholds can be identified, either side of which the epidemic behaves 
quite differently. It  either 'takes off', with the disease afflicting nearly 
everybody, or it fades away, affecting almost nobody. These thresholds 
depend on things like the virulence of the disease, the size of the com- 
munity in which it first appears, and the contact opportunities between 
members of the community. The algebra of this 'expected' development 
can be done on paper. Random models have to be investigated on a 
computer: and when they are, behaviour of the epidemic either side of the 
threshold values turns out occasionally (by chance!) to be rather different, 
and to look rather more like what actually happens in the world. 

the end of the course, some of these uses of simulation will have become 
more apparent to you. In the exercises that follow, we will concentrate on 
some simple properties of a random sample from a probability distribution. 

4.5.2 Generating random samples 
There are no published lists of Poisson random numbers-you would need 
different lists for different values of the parameter p. One way of simulating 
independent observations on a Poisson random variable (that is, of generating 
a Poisson random sample) is to invert the distribution function appropriately. 
A second way is to get the computer to generate a Poisson random sample, 
for you. You did this in Exercise 4.7. Actually, the computer's simulation 
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procedures are of course based on a mathematical analysis of the Poisson 
probability distribution. The computer is not a magic black box-but it does 
insulate you, the user, from any requirement to understand the mathematical 
analysis involved. Here is a further exercise in generating Poisson counts. 

Exercise 4.18 
The aim here is to compare a random sample of observations with the theor- 
etical frequencies for the Poisson distribution. 

(a) Generate 20 observations from the Poisson distribution Poisson(3.2) and 
then tally the data. Repeat the exercise for 50 observations and then 100 
observations. 

(b) Now generate 1000 observations from the Poisson distribution Poisson(3.2), 
obtain sample relative frequencies, and compare these with the probability 
mass function for a Poisson random variable with mean 3.2. 

The next exercise demonstrates an example of using a computer in a case 
where the mathematics would be very difficult indeed. We have seen that 
in the human population the proportion of males with a particular form 
of colour-deficient sight is approximately 0.06, while the corresponding pro- 
portion for females is approximately 0.004. In a population of nl males and 
n2 females the number of males with colour-deficient sight is a random vari- 
able X1 following a binomial distribution (X1 N B(nl ,  0.06)) and the number 
of affected females is X2, where X2 N B(n2, 0.004). Their sum XI + X2 has 
a complicated distribution that is difficult to write down (and you are not 
expected to be able to do so). However, using Poisson's approximation for 
rare events, we can say 

XI x Poisson(0.06nl), X2 Poisson(0.004n2), 

and so the sum Xi + X2 is approximately Poisson with mean 0.06nl + 0.004n2. 
The true binomial model is made more complicated still if the number of males 
and females is permitted to vary. 

Exercise 4.19 
Suppose that in an assembly of 100 persons the number of males X is 
a random variable B(100,0.5). Simulate the number of males in the as- 
sembly and hence deduce the number of females. 

Say there are X males. Using an exact binomial model (rather than the 
Poisson approximation) with p = 0.06 sinlulate the number of colour- 
deficient males (yl) and similarly the number of colour-deficient females 
(y2) present. 

Their sum W = yl + yz is an observation on a random variable W, the 
total number of colour-deficient people in an assembly of 100. Find W in 
this case. 

The distribution of W is unknown, a rather complex conjunction of binomial 
variates. 
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(d) On intuitive grounds alone (that is, without stopping to think too hard!) 
can you say anything about the expected value of W? 

(e) Obtain 1000 independent observations wl, w2, . . . , wlooo on the random 
variable W and store them in a data vector. Calculate the sample mean 
and variance of this random sample. 

Exercise 4.20 
The times of occurrence of random unforecastable events such as car accidents 
or floods may be modelled by assuming that the waiting times between con- 
secutive occurrences come from an exponential distribution with some given 
mean: that is, that such events occur as a Poisson process. Adding successive 
waiting times gives the times at which such accidents might typically occur. 

(a) Suppose that motor accident claims of a particular kind arrive at  an 
underwriter's office in a way which is not forecastable, but at an average 
rate of twelve claims a week. (Assume for the sake of this exercise that the 
office is open for business 24 hours a day, seven days a week.) Calculate the 
mean time (in hours) between the arrival of successive claims. Simulate 
the times of arrival of the next 20 claims to arrive after midnight one 
Sunday night. 

(b) Simulate ten weeks of claims. How many claims arrived in the first week? 
The second week? . . . The tenth week? These ten counts are observations 
on what random variable? 

Summary 

The discrete random variable X is said to follow a Poisson distribution 
with parameter p if 

and this is written X N Poisson(p). The moments'of X are E(X)  = p 
and V(X) = p. 

The distribution of X when X B(n,p) can be well approximated by 
the Poisson distribution with parameter p = np, when the parameter p 
is small (say, less than about 0.05). This may be written 

Notice that the means of both probability distributions are matched. 

If X is a random variable with mean p and variance a2 then for constants 
a and b 

E ( a X  + b) = a p  + b, 

V(aX + b) = a202, 

and the standard deviation of (aX + b) is given by 

SD(aX + b) = la(a. 
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If X i ,  i = 1 , 2 , .  . . , n, are random variables with mean pi and sum 
S = X 1 +  ...+ X,, then 

E ( S ) = p , + p 2 + . . . + p n = C p I  

If Xi, i = 1 , 2 , .  . . , n, are independent random variables with variance a: 
and sum S = X1 + X2 + . . . + X,, then 

V ( S )  = a; + a; + . . . + a: = C a:. 

In particular, if a random sample of size n is taken from a population 
with mean p and variance u2, and if the sample mean is written F,  then 

The sum S of n independent Poisson variates respectively with mean 
pi has a Poisson distribution with mean E pi: i.e. S Poisson(C pi) .  
The sum S of n independent normal variates respectively with mean pi 
and variance a: has a normal distribution with mean C pi and variance 
C U:: i.e. S N ( E  pi, C a:). 

Recurrent events occurring at a constant average rate X but otherwise 'at 
random' in continuous time may be modelled as occurring according to a 
Poisson process. The waiting time T between consecutive events follows 
an exponential distribution with parameter X :  this is written T M ( X ) .  
The random variable T has probability density function 

f ( t )  = ~ e - ' ~ ,  t  2 0, 

and cumulative distribution function 

The mean of T is E(T)  = l/)\ and the variance of T is V ( T )  = 1/X2.  (It 
follows from this that for an exponentially distributed random variable T, 
S D ( T )  = E ( T ) . )  The distribution of T is highly skewed-for instance, 
the median of T is only 0.7 times its mean. 

Observations on M ( X )  may be simulated by reference to 'exponential 
random numbers'. By successively adding together exponential waiting 
times, the times of occurrence of a recurrent event A in a Poisson process 
can be simulated. 

In a Poisson process, the number of times the recurrent event A occurs 
during a time interval of duration t has a Poisson distribution with mean 
At, where X is the average rate of occurrence of A. 




