
Chapter 9 

Examining the assumptions 

In this chapter two methods are described for examining the quality of the fit of a 
hypothesized probability model to a set of data. The validity of some test procedures 
may depend on the model being a good one, and if it seems evident that this may 
not be the case, some approaches are suggested for further exploration of the data. 

By now you have met many of the most fundamental ideas of statistics. You 
have seen that variability in a population can be represented by probability 
models. With the aid of a few common-sense assumptions, you are able to 
produce probability distributions for both discrete and continuous random 
variables. In Chapters 6 to 8 you used those modelling distributions to pro- 
vide methods of using data to answer important, practical questions. 

You began by using the data to provide numerical estimates of unknown model 
parameters and, in Chapter 6, you met the powerful and logical method of 
maximum likelihood. This method relies upon the chosen probability model 
being plausibly correct, so you need to be fairly sure that your modelling is 
good. The same is true when it comes to calculating confidence intervals. 
You will recall, from Chapter 7, that it is vital to know the underlying distri- 
bution in order to perform the calculations. Chapter 8 dealt with the testing 
of hypotheses and, once again, in order to be able to calculate significance 
probabilities, it was necessary to assume an underlying probability model. Of 
course, the central limit theorem can sometimes be applied: for large enough 
sample sizes, the normal distribution can be used and you can proceed without 
having to specify the actual population distribution; but the majority of data 

sets you have met so far have not usually been all that large. 

Clearly, the time has come to examine and test the plausibility of the models 
we use. Now that we have seen the methods in action, we can re-examine these 
models and ask ourselves what could possibly go wrong. We shall attempt to 
answer five main questions, and we shall also see how these questions lead to 
good practical procedures by revisiting some previous analyses. 

Are the distributional assumptions plausible? 

This is the obvious question, yet it is far from easy to answer. Up to now you 
have looked at histograms of the data and, because they have shown the right 
sort of shape, it has been assumed that all is well. This is, at best, an imprecise 
procedure, and we need more accurate ways of checking the usefulness-the 
'fit'-of a model. Ideally we need a quick, graphical method of checking which 
can be done easily on a computer, and which is fairly precise. The method 
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needs to be able to show discrepancy between the data and a proposed model 
in such a way that we can identify the causes and be guided to the appropriate 
action. 

Can we quantify any discrepancy between the data and the 
model? 

We need a formal method for numerically quantifying discrepancy between 
the data and the model. This would give us the ability to test the hypothesis 
that a proposed model is adequate. 

If the distributional assumptions are not plausible, what can we 
do? 

We could 'modify the model': this is the first possibility that comes to mind. 
Alternatively, we might try to fit a model to transformed data-either we shall 
be able to find a mathematical transformation of the data and the transformed 
data can be modelled well, or no such useful transformation can be found. In 
the former case, you will see in this chapter how to decide which transform- 
ation to use. 

Is a modelling distribution necessary for answering the 
questions we are asking of the data? 

You have already seen how the central limit theorem can be used with large 
sample sizes to side-step the issue of requiring a suitable model for the vari- 
ation in the population. We shall see that, when the sample sizes are small 
and all else fails, we can proceed by adopting a distribution-free approach to 
estimation and hypothesis testing. 

Are the data typical or do they contain some 'unlucky' values? 

There is always a possibility that a data value in your sample is far from 
being typical: the very clever child, the person who lives to be 110, the multi- 
millionaire, the athlete with the very low heart rate, the 335-day pregnancy. 
One of these atypical values, in a small sample, can have a disproportionately 
large effect upon a statistical investigation. How can such aberrations be 
detected and how should you allow for them in your calculations? Can you 
use a method which is not sensitive to such aberrations? 

In this chapter the emphasis is on making sure that the methods you have 
practised and used are valid for the data in question, and on what steps to take 
when the assumptions you need do not appear to be justified. Occasionally, 
new data sets will be explored; but we shall also look again at many of those 
we have already met. Let us begin by questioning some of the assumptions of 
normality made in Chapter 8. 
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9.1 . Are the distributional assumptions 
plausible ? 

Let us reconsider two data sets in which an assumption of normality would 
be a necessary first stage for answering the question posed., 

The first data set comprises 20 width-to-length ratios for beaded rectangles 
used by the Shoshoni American Indians in decorating their leather goods. 
The question of interest was whether these ratios approximated to the 'golden 
ratio' of the Greeks, ;(A - 1) or about 0.618. In order to answer this ques- 
tion, a one-sample t-test was performed. This test requires an assumption 
of normality. How can you check the validity of this assumption? With a 
data set as small as this, you cannot sensibly use a histogram to support the 
assumption because there are insufficient data points to suggest any structure 
in the variation observed. 

A data set was also described in which the silver content of coins from four 
mintings of the twelfth-century Byzantine Trachy was measured. The question 
was: did the silver content alter with successive mintings? You were advised 
that separate comparisons of different mintings using two-sample t-tests would 
not yield independent results: however, a single comparison of, say, the fourth 
minting with the first would be a valid statistical procedure; and the single 
two-sample t-test would also require an assumption of normality. The data 
are reproduced in Table 9.1. 

Table 9.1 Silver content of coins: first and fourth cbinage (% Ag) 

Firstcoinage 5.9 6.8 6.4 7.0 6.6 7.7 7.2 6.9 6.2 
Fourthcoinage 5.3 5.6 5.5 5.1 6.2 5.8 5.8 

With a data set as small as this, it is difficult to see how the assumption 
of normality might be tested: again, there are insufficient data points for a 
histogram to yield a useful message. What is needed is a graphical method 
for checking distributional assumptions about the data which can be used for 
small data sets. In this section an exploratory method known as probability 
plotting is introduced. This is excellent for performing a quick check and is 
also ideally suited to computer analyses. 

9.1. I Probability plotting for normal distributions 
The idea behind probability plotting is a simple one. Suppose that you have 
n observations yl,  92,. . . , yn, and that you wish to know whether they may 
plausibly have arisen from a normal distribution. First, re-arrange them into 
ascending order. Denote the ith ordered observation by y(i), so that 

Next, plot the ordered data points y(i) against the corresponding standard 
normal quantiles xi given by solving the equation 

See Chapter 8, Table 8.4 

See- Exercise 8.4 

See Chapter 8, Table 8.10 

The two-sample t-test also requires 
that the two populations from 
which the samples are drawn have 
equal variances. In this case the, 
ratio of the larger sample variance 
to the smaller is about 2.25 (less 
than 3), so there is little evidence 
to refute this assumption. 

The process of re-arranging data 
points into ascending order was 
introduced in Chapter 1 as the first 
stage in calculating sample 
quartiles. The reason for denoting 
the data points yi (rather than, 
say, xi) will become apparent when 
the probability plot is constructed. 

for all i = 1,2 , .  . . , n, where @ ( S )  is the c.d.f. of the standard normal distri- 
bution. If the data are normal,, then the n points (xi, y(i)) should lie on a 
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straight line. Of course, the inherent random variation means that a perfect 
straight line will not generally be produced, but if what you see approximates 
to a straight line, then the data may plausibly be assumed to have arisen from 
a normal distribution. 

The values xi, i = 1,2 , .  . . , n, which are the solutions to the family of equations 
(9.1) are known as normal scores, and most statistical computer packages 
will produce a vector of normal scores corresponding to an input data vector, 
easing the task of producing the resulting plot. 

Here is an example where probability plotting is used to test an assumption 
of normality. 

Example 9.1 A normal probability plot for silver content 
Let us construct a normal probability plot for the first coinage in Table 9.1. As 
the sample size is n = 9, we determine the points xi for which @(xi) = i/10. 
For instance, xg = 40.50 = 0 is the median, the 50% point of the standard nor- 
mal distribution; x7 = 40.70 = 0.524 is the 70% point of the standard normal 
distribution. These points are listed in Table 9.2. The points y(i) are the nine 
data points, listed in ascending order. 

Table 9.2 Silver content: first coinage (% Ag) 

i y(i) i/10 xi 

Now y(i) is plotted against xi, for i = 1,2 , .  . . ,9. 

Y(%) ( 
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Figure 9.1 Silver content against normal scores, y(i) against X, 

In some texts the ~hrase 'normal 
score' refers not to the solution of 
the equation @(xi) = i/(n + l), but 
to the expected value xi of the ith 
data point in a random sample of 
size n from the standard normal 
distribution, arranged in ascending 
order. Differences between the two 
definitions are in this context 
negligible. 

Notice that the lower half of the 
normal scores are the same as the 
upper half of the normal scores 
apart from the sign, with 0 for the 
middle value since n is odd. 

In this diagram no complicated 
arithmetic has been used to draw a 
straight line through the nine 
points. The line drawn simply 
looks 'reasonable'. 

You can see that a straight line provides a reasonable fit to the points (xi, y(i)), 
and that there is no obvious curve which would fit better. We can conclude 
that the normal distribution provides a reasonable model for the variation 
observed. 
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Incidentally, the intercept of the fitted straight line (that is, the value of y 
when X = 0 )  provides an estimate of p, the mean silver content, and the slope 
provides an estimate of a, its standard deviation. In this context we are 
not particularly interested in these estimates: we merely wish to check our 
assumption of normality for a subsequent t-test. In any case, it is not clear 
what criteria might be applied to construct the 'best' straight line through 
the data points, and therefore it is not clear how 'best' estimates might be 
achieved. But the notion of using probability plotting as a method of par- 
ameter estimation is a potentially useful one. 

Here is a second example. 

Example 9.2 A normal probability plot for the Shoshoni data 
A probability plot for the Shoshoni rectangles data in Chapter 8, Table 8.4 is 
shown in Figure 9.2. It does not suggest an acceptable straight line through 
the points (xi, y(i)), and we should be much less sanguine about employing a 
t-test. This calls into question our conclusions following the t-test that was in 
fact performed in Exercise 8.4. We shall return to these data in Section 9.4 
where we shall see how the problem of non-normality is tackled. See Exercise 9.14. 

The data for the probability plot in 
Figure 9.2 are given in Table 9.3. 
For example, x7 is the solution of 
the equation 

Table 9.3 Normal scores for 
the Shoshoni rectangles data 

Figure 9.2 Width-to-length ratios of Shoshoni rectangles against normal 8 0.611 8121 -0.303 

scores H 9 0.615 9/21 -0.180 
10 0.628 10121 -0.060 
11 0.654 l l j 2 1  0.060 

The usefulness of the method just described is that it is ideal for performing 12 0.662 12/21 0.180 
a quick check for normality when you are using a computer. Most statistical l3 0.668 l3l2l 0.303 

14 0 670 14/21 0.431 packages either provide normal scores for any data vector or have a direct 15 0:672 15/21 0.566 
normal probability plotting routine. Thus any data vector can be checked for 16 0 690 16/21 0.712 
normality with a few keystrokes. There are computer exercises later in the 17 0.693 17/21 0.876 
section. First of all you should make sure you thoroughly understand the idea 18 0.749 18j21 1.068 
by constructing normal probability plots the long way, using your tables. 19 0.844 19/21 1.309 

20 0.933 20121 1.668 

Exercise 9.1 
Construct a normal probability plot for the fourth coinage data in Table 9.1. 
Are you satisfied that the normality assumption is a reasonable one? 



Elements of Statistics 

Exercise 9.2 
Table 9.4 gives the cornea1 thicknesses (in microns) of 8 people, each of whom 
had one eye affected by glaucoma. 

Table 9.4 Cornea1 thickness in patients with glaucoma (microns) 

Patient 1 2 3 4 5 6 7 8  
Glaucomatous eye 488 478 480 426 440 410 458 460 
Normal eye 484 478 492 444 436 398 464 476 

A t-test for zero mean difference relies on the assumption that the variation 
in observed differences may be modelled by a normal distribution. Construct 
a normal probability plot for the differences. Is the normality assumption 
reasonable? 

9.1.2 Probability plotting for other continuous 
distributions 

Probability plotting has a wider application than checking whether a normal 
distribution provides a satisfactory probability model. It can also be used 
to investigate the quality of the fit of other continuous models to data by 
proceeding in a similar way. 

Suppose, for example, that independent observations yl, yz, . . . , y, are be- 
lieved to arise from a population where an exponential distribution might 
provide a useful model for variation. In this context, the 'standard' expo- 

nential distribution is that having mean 1, with c.d.f. F ( x )  = 1 - e-", X > 0. 
The solution of the equation 

xi = - log (n::; z, 

for all i = 1 ,2 , .  . . , n. If an exponential model is appropriate, the points 
(xi, y(i)) will lie approximately on a straight line: in this case the straight 
line must pass through the origin and has slope p, the population mean. 
Thus the parameter p may again be estimated from the plot, provided you 
are not too rigorous over what constitutes a 'good' estimate. 

Here is an example where the quality of the fit of an exponential model for 
waiting times is explored. 

Example 9.3 Memory recall times 
A data set on memory recall times (in seconds) of pleasant and unpleasant 
memories was described in Chapter 2 (see Table 2.10). Boxplots of the recall 
times for each kind of memory were skewed (see Figure 2.10). Could the 
data be modelled by separate exponential distributions? Figure 9.3 shows an 
exponential probability plot for the recall times of pleasant memories. Also 

352 
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shown in the figure is a straight line through the origin, where an attempt has 
been made to fit the line to the points. You can see that these data are not The data for the exponential 
well modelled by an exponential distribution. probability plot in Figure 9.3 are 

given in Table 9.5. For example, 

Probability plotting is a useful technique for checking the fit of many continu- 20 6.17 3.045 

ous models. However, you need to bear in mind that not all distributions will 

Y(i) 

produce a straight line directly: an example is the Pareto distribution. As 
you saw in Chapter 6, Section 6.4, its c.d.f. is given by 

X13 = - log 

The parameter K (usually known) provides a lower limit on the range of 
the random variable W; the parameter I3 is usually unknown. We saw in 
Chapter 6 how to derive estimates for I3 from data, assuming a Pareto model 
to be appropriate. Unfortunately there is no 'standard' Pareto distribution 
free of the parameter 0. (The reasons for this are rather complicated, and 
you need not concern yourself with them.) However, it turns out that the 
transformed variable 

7.5 - 
= - log = 0.965. 

5.0 - 
Table 9.5 Exponential scores 
for pleasant memories 

i Y(i) Xi 
2.5 - 

1 1.07 0.049 
2 1.17 0.100 
3 1.22 0.154 
4 1.42 0.211 

I 

0 1 2 3 4 zi 5 1.63 0.272 
6 1.98 0.336 

Figure 9.3 Recall times of pleasant memories against exponential scores 7 2.12 0.405 
8 2.32 0.480 
9 2.56 0.560 

10 2.70 0.647 
11 2.93 0.742 

Exercise 9.3 12 2.97 0.847 

Construct an exponefitial probability plot for the recall times of unpleasant 13 3.03 0.965 
14 3.15 1.099 

memories. Is an exponential distribution a reasonable model here? 15 3.22 1.253 

16 3.42 1.435 
17 4.63 1.658 
18 4.70 1.946 
19 5.55 2.351 

has an exponential distribution with parameter I3 (i.e. mean 118). Plotting 
the transformed data points y(i) against exponential scores will itself consti- 
tute a graphical test of the assumption that the original data arise from a 
Pareto distribution. (Also, if the assumption seems a reasonable one, the fit- 
ted line will have slope approximately equal to the reciprocal of the unknown 
parameter 8.) 

353 



Figure 9.4 Transformed wage data against exponential scores (K = 100) 
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Figure 9.4 shows a probability plot of the data on annual wages in the USA The data for the plot shown in 
(see Table 6.9 in Chapter 6 ) .  Figure 9.4 are given in Table 9.6. 

The original data values are 
denoted WI, wz,. . . , wso. The 

You can see from the plot that a straight line would fit reasonably well, except 
where recorded wages are high. So the Pareto model does not adequately 
represent the variation inherent in the high-income levels. (This feature of 
the data was also apparent from the histogram in Figure 6.7.) 

Y(i) 

Exercises 9.4 to 9.6 allow you to explore the facilities for probability plotting 
available on your computer. 

transformed variable is denoted by 

Exercise 9.4 
In order to compare skull dimensions, observations on the maximum head 

breadth (measured in mm) were taken on the skulls of 84 Etruscan males 
and those of 70  modern Italian males. The data are given in Chapter 9, 
Table 3.1. A comparative boxplot is given in Figure 3.1 (suggesting significant 
differences) and in Exercise 8.10 of Chapter 8 a formal t-test was undertaken. 
This test assumes normal variation in both populations (see the histograms in 
Figure 3.2). Use the technique of probability plotting to explore the validity 
of these assumptions. 

0.5 - yi = log(wi/100). The points 
xi = - log((31 - i ) / 3 1 )  are 

8 8 exponential scores. 
0.4 - 

Table 9.6 US wage data 

0.3 - i W(i) Y(i)  Xi  

1 101 0.010 0.033 
0.2 - 2 103 0.030 0.067 

3 103 0.030 0.102 
4 104 0.039 0.138 

0.1 - 5 104 0.039 0.176 
6 105 0.049 0.215 
7 107 0.068 0.256 

I I 

0 1 2 3 4 xi 8 107 0.068 0.298 
9 108 0.077 0.343 

Exercise 9.5 
(a) Data are given in Chapter 4, Table 4.7 on the waiting time (in days) be- 

tween successive serious earthquakes world-wide. A modelling assumption 
was made that the variation in these data may be plausibly represented 
by an exponential distribution. Use an appropriate probability plot to 
explore this assumption. 

(b) Investigate whether the coal-mining disaster data of Chapter 7 , ' ~ab le  7.4, 
may be plausibly modelled by an exponential distribution. (This model 
was assumed, for instance, in the calculation of confidence intervals.) 
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Exercise 9.6 
Use your computer to simulate 30 observations on the Pareto distribution with 
parameters K = 8, 8 = 4. Assuming K is known, use an appropriate prob- 
ability plotting technique to assess the usefulness of your computer's Pareto 
simulation routine. 

9.2 Can we quantify discrepancy between 
the data and the model? 

The method of probability plotting is a useful technique for exploring whether 
or not a particular probability model fits observed data, but it has certain 
disadvantages. If the points on a plot all lie on a straight line, then the model , 

fits the data very well; but random variability in the data makes this an 
unlikely eventuality. Even if the model fits well, the points will not lie exactly 
on the line. How far from the line can they be before'you should conclude 
that the model does not fit? 

Probability plotting is an exploratory technique used more as a general indi- 
cation of the quality of the fit of a hypothesized model to a set of data. It has 
the virtues of speed and convenience, but it does not provide the answer to 
inferential questions about the quality of the fit of the model to the data. 

In this section, a hypothesis test is introduced that can be used with discrete 
data to decide how reasonable it is to assume that a particular probability 
model fits a particular data set. It provides a test of the null hypothesis that 
that particular model did indeed generate the data. The method is, therefore, 
an inferential rather than an exploratory one. You will also see that the 
method may be adapted to make inferences about continuous distributions. 

9.2.1 Goodness-of-fit of discrete distributions 
The method is demonstrated through an example. 

\ 
Example 9.4 Testing a Poisson fit 

In Chapter 4, Table 4.4, data on the emissions of a-particles were presented 
and the observation was made that the Poisson distribution provided a very 
good fit. 

There were 2612 equal time intervals during which emissions occurred: 57 of 
them contained zero emissions, 203 contained one emission, and so on. The 
expected frequencies may be calculated by assuming a Poisson distribution 
with mean 3.877 so that the expected number of intervals containing i emis- 
sions, Ei, is calculated from 

For example, the expected frequency for two emissions is 
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In Table 4.4 the expected frequencies (in the column headed 'Fit') were given 
to the nearest whole number. In Table 9.7 the expected frequencies are listed 
to two decimal places. 

Table 9.7 Emissions of a-particles: observed and 
expected frequencies, assuming a Poisson model 

Count Observed frequency Expected frequency 

One need only compare the second and third columns (that is, the observed 
and expected frequencies) to see that the fit looks very good: but can we judge 
how good? Obviously, if the differences between the observed frequencies and 
expected frequencies are large, then the Poisson model is not a good one, and 
we should use those differences in a way which allows an overall assessment. 
Let us call the observed frequencies Oi and the expected frequencies Ei, so 
that each difference can be written in the form (Oi - Ei). These differences 
are included in Table 9.8. 

Table 9.8 Differences between observed 
and expected frequencies 

Count Oi Ei (Oi - Ei) 

Since we are not interested in whether the differences are positive or negative 
but only in their magnitudes, it makes sense to use squared differences in An alternative approach is to use 
an overall assessment of the quality of fit. However, even though the model the modulus of the differences, 

looks quite good and most of the differences are small, one or two of them I o i  - E i l ;  however, using the 
squared differences (Oi - ~ i ) ~  leads 

will turn out to be inordinately large when squared. For example, a difference to a more tractable test statistic. 
of 2.90 in an expected frequency of 54.10 (Count = 0) is virtually the same 
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percentage difference as the difference of -23.61 in an expected frequency of 
406.61 (Count = 2), and yet once the differences are squared, one is much 
larger than the other, misrepresenting the discrepancy between the data and 
the model. 

The solution to this problem is to scale the squared differences by dividing by 
the expected frequency. But why does dividing by Ei give the right scaling? 
Why not E: or some other function of Ei? Alas, there is no easy intuitive 
explanation of why we must divide by Ei, but there are sound mathematical 
reasons. It is possible to show that this particular choice of scaling results 
in a test statistic with a familiar distribution; but it requires some careful 
mathematics, and we need not go into the details. 

Thus we use the scaled squared differences (Oi - Ei)2/Ei, and add them 
together to give the sum 

as an overall measure of the fit of the model. This is the statistic used in the 
chi-squared goodness-of-fit test devised in 1900 by Karl Pearson. The The influence of Karl Pearson on 
test is based upon the approximate distribution of this statistic, which is that the development of the science of 
of a chi-squared random variable, and may be described generally as follows. has been 

mentioned in Chapter 8. 

The chi-squared goodness-of-fit test 
Suppose that in a random sample of size n,  each of the observations 
can be classified into one of k distinct classes or categories and that 
the number of observations out of a total of n falling into category i 
is denoted by Oi. Corresponding to a statistical hypothesis, a model 
is set up which defines the respective probabilities B1, 82,. . . ,Bk of an 
observation falling into one of the k categories. The expected number of 
observations falling into category i is therefore Ei = nBi and, for large 
n,  the distribution of the quantity 

providing a measure of the quality of the fit of the model to the data, 
is approximately that of a chi-squared random variable with (k - 1) 
degrees of freedom. This is written 

It may be that the fitted model includes a parameter or parameters 
whose values are estimated from the original data. If setting up the 
statistical model requires using the data to estimate p parameters, then 

Here, n = 2612. 

Here, k = 14. 

In this case, we have probabilities 
& ,&, .  . . ,812,813 with 

3.g77ie-3.877 
ei = 

i! 
for i = 0,1,. . . ,12 ,  and 

e13 = P ( X  > 12) 

when X Poisson(3.877). 

In this case the data were used to 
estimate the Poisson mean 
p :  = C, where 2 is the sample 
mean. So, here, p = l. 
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This result is presented without proof, and you should merely observe that it 
is a consequence of the central limit theorem. This does pose the problem of 
the adequacy of the approximation and here is a simple rule of thumb for you 
to follow. 

The chi-squared approximation is adequate if no expected frequency is 
less than 5; otherwise it may not be good enough. 

There is a simple remedy when categories have expected frequencies less 
than 5-just pool two or more categories to make one larger category. Look 
at Table 9.8 again. You can see that the last three categories have expected 
frequencies below 5, so they are pooled to produce the categories given in 
Table 9.9. 

Table 9.9 Emissions of @-particles: calculating the value of 

Count Oi Ei (Oi  - E i )  (Oi  - ~ i ) ' / E i  

0 57 54.10 2.90 0.155 
1 203 209.75 -6.75 0.217 
2 383 406.61 -23.61 1.371 
3 525 525.47 -0.47 0.000 
4 532 509.31 22.69 1.011 
5 408 394.92 13.08 0.433 
6 273 255.19 17.81 1.243 
7 139 141.34 -2.34 0.039 
8 49 68.50 -19.50 5.551' 
9 27 29.51 -2.51 0.213 

10 10 11.44 -1.44 0.181 
> 10 6 5.86 0.14 0.003 

There are now 12 categories, and the value of the chi-squared test statistic is 

One parameter has been estimated, namely the mean p of the Poisson djstri- 
bution, so p = 1, and the chi-squared distribution against which the statistic 
is to be tested has (12 - 1 - 1) = 10 degrees of freedom. 

Remember that the test statistic measures the extent to which observed 
frequencies differ from those expected under the hypothesized model: the 
higher the value of x2 ,  the greater the discrepancy between the data and the 
model. Thus only high values of x2 contribute to the significance probability. 

The upper tail area of x2(10) cut off at 10.4 is 0.41 (that is, the SP of the 
test is 0.41), and thus we have no evidence in favour of rejecting the null 
hypothesis that the data may be fitted by a Poisson distribution. 

Here is a second illustration of the method. 

Here, the last three expected 
frequencies (4.03, 1.30 and 0.53) in 
Table 9.8 are all less than 5. 

It is possible to argue that low 
values of suggest a fit so good 
that the data are suspect, showing 
less variation than might be 
ex~ected. This is the sort of 
approach taken when scrutinizing 
data that are thought to be 'too 
good to be true', as in Chapter 8, 
Exercise 8.3. 
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Example 9.5 Testing a binomial fit 
Chapter 2 ,  Example 2.15 introduced data from an experiment on visual per- 
ception which was argued to be a result of a sequence of Bernoulli trials 
each with probability of success equal t o  0.29. Table 9.10 gives observed and 
expected frequencies calculated from the hypothesized binomial probability 
distribution B(16,0.29),  with sample size n = 1000. For instance, 

Table 9.10 Counts on a random E2 = 100002 

screen pattern = 1000 ( ) (0.29)' (0.71)'~ 

Count Oi Ei  = 83.48. 

0 2 4.17 
1 28 27.25 
2 93 83.48 
3 159 159.13 
4 184 211.23 
5 195 207.07 
6 171 155.06 
7 92 90.48 
8 45 41.58 
9 24 15.09 

10 6 4.32 
11 1 0.96 
12 0 0.16 
13 0 0.02 
14 0 0.00 
15 0 0.00 
16 0 0.00 

The first two and the last seven expected frequencies need to be pooled to 
give categories containing not less than 5; this is done in Table 9.11. Then 
there are 10 categories with 

Table 9.1 1 Counts on a random screen pattern: 
calculating the value of 

Count Oi Ei (Oi  - E i )  (Oi  - ~ i ) ' / ~ i  

No parameter has been estimated (the hypothesized binomial model was fully 
specified, including the value p = 0.29) so that the chi-squared distribution 
against which X 2  is tested has (10 - 1 )  = 9 degrees of freedom and the SP 
of the test is therefore 0.163. We therefore conclude that there is little evi- 
dence to reject the null hypothesis that the observations are from a binomial 
distribution B(16,0.29).  
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Exercise 9.7 
A genetics experiment was described in Chapter S, Example 3.12, in which 
the leaves of Indian creeper plants Pharbitis nil were characterized by type. 
Of 290 offspring plants observed, four types of leaf occurred with frequencies 
187: 35: 37: 31. 

(a) According to one simplistic theory, the four types should have occurred 
in the ratios 

9 . & . & . L  - 
1 6 '  1 6 '  1 6 '  16'  

Use a chi-squared test of goodness-of-fit to show that the data offer con- 
siderable evidence that the theory is unfounded. 

(b) In Chapter G, Example 6.12, a more developed theory allowing for genetic 
linkage is proposed: in this case, after estimation of one parameter, the 
hypothesized proportions are 0.6209 : 0.1291 : 0.1291 : 0.1209 respectively. 
Test this model against the data, using an appropriate goodness-of-fit 
test. 

Exercise 9.8 
In Chapter G, Exercise 6.8, Pielou's data on Armillaria root rot in a plantation 
of Douglas firs were quoted. Several transects through the plantation were 
exanlined and the lengths of runs of healthy and diseased trees were recorded. 

Chapter G ,  Figure 6.5(a) showed a bar chart of the data together with a geo- 
metric probability distribution with estimated parameter p = 109/166 = 0.657 
in order to persuade you that Pielou's assumption of a geometric modelling 
distribution was not unreasonable. Confirm this model by carrying out a 
chi-squared test of goodness-of-fit. 

9.2.2 Goodness-of-fit for continuous models 
Up to now, only discrete distributions and other models where the categories 
are clear-cut, have been tested for goodness-of-fit. With discrete data, it is 
easy to define the outcomes and to count their frequencies of occurrence, Oi. 
The only complication arises when expected frequencies turn out to be less 
than 5, and when this occurs we pool frequencies in order to cope. 

When data arise from continuous distributions it is necessary, in order to per- 
form the chi-squared test of goodness-of-fit, to classify the data into different 
groups, and to count the observed frequencies in each group. As you saw when 
drawing different histograms of the same data set in Chapter 1 (Figures 1.10 
and 1.11), the group classifications are within your control. So to use the 
chi-squared test, a decision has to be made about where to draw the group 
borderlines. 

An example will make this clear. 
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Example 9.6 Testing a normal fit 
Enzyme measurements for 57 patients suffering from acute viral hepatitis are 
recorded in Chapter 2, Table 2.18. A histogram of these data is given in 
Figure 2.22(a). It  was suggested that a normal model might be adequate 
for the variation in the data. In order to perform a chi-squared test for 
a hypothesized normal model, it is necessary first to group the data into 
categories. Suppose the data are grouped as in Table 9.12. 

The data are now in a form we can use for a chi-squared test of goodness-of-fit, 
but we shall need to calculate the expected frequencies for each of the thirteen 
groups identified in Table 9.12. The first step, therefore, is to find estimates 
of the two parameters of the normal distribution, namely the mean, p ,  and 
the standard deviation, a. In fact, you have already seen how to estimate the 
mean and variance of a normal distribution in Chapter 6, where you obtained 
- 
X = C xi/n and s2 = C ( x i  - ~ ) ~ / ( n  - 1) as respective estimates. For the 
data in Table 9.12, the estimates are Z = 2.587 and s2 = 0.107. Next, we use 
these estimates to calculate probabilities and, in turn, expected frequencies. 

There were 57 patients: so, for example, the expected frequency for the second 
group is 57P(1.6 5 X < 1.8) where X N(2.587,0.107). The probabilities 
may be calculated directly on your computer or obtained from tables of the 
normal distribution. In the latter case you need to establish the normal 
z-value corresponding to the group boundaries. For example, for the boundary 
1.6, the corresponding a-value is 

For the boundary 1.8, the z-value is 

1.8 - T 1.8 - 2.587 - - m = -2.406. 
S 

Now, 

so the expected frequency in the group from 1.6 to 1 
(to two decimal places). 

Expected frequencies are now incorporated in Table 9.13. 

Table 9.14 is the result of pooling groups with expected frequencies less than 
5 and performing the chi-squared calculations. 

Table 9.14 Grouped enzyme measurements 

Grouping Oi Ei Oi - Ei (Oi - Ei)2/Ei 

Now, as usual, we compute the X2 test statistic: this is 

In Table 9.12 data points on 
boundaries have been allocated to 
the higher of the two possible 
groups. 

Table 9.12 Grouped enzyme 
measurements 

Grouping Frequency 

< 1.6 0 
1.6-1.8 1 
1.8-2.0 2 
2.0-2.2 3 
2.2-2.4 8 
2.4-2.6 18 
2.6-2.8 11 
2.8-3.0 9 
3.0-3.2 3 
3.2-3.4 , l  
3.4-3.6 0 
3.6-3.8 1 
> 3.8 0 

In fact, the maximum likelihood 
estimate for a normal variance. 
based on a random sample 
X I ,  2 2 ,  . . . , xn, is C ( x i  - ~ ) ~ / n .  In 
what follows the unbiased estimate 
s2 = C ( x i  - ?) ' / (n  - 1) for r2 is 
used. 

Table 9.13 Grouped enzyme 
measurements 

Grouping Oi Ei 
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There are six categories; but two parameters have been estimated from the 
data, so we test the observed value of X2 against x2(6 - 2 - l), that is, against 
x2(3). The SP is 0.48 and there is no reason to disbelieve the assumption of 
normality made earlier. W 

Exercise 9.9 
In Chapter 2, Example 2.18, a supposed normal data set was presented com- 
prising blood plasma nicotine levels for 55 smokers. 

Classify the data into groups with borderlines 150, 250, 350, 450, and carry 
out a chi-squared test of goodness-of-fit for a normal distribution. 

Exercise 9.10 
Chapter 2, Table 2.8 lists annual maxima for daily rainfall over a period of 47 
years. 

Classify the data into groups with borderlines 600,1000,1400,1800,2200, and 
carry out a chi-squared test of goodness-of-fit for a normal distribution. 

9.3 If the distributional assumptions are 
not plausible, what can we do? 

In Sections 9.1 and 9.2 you have seen how the goodness-of-fit of a pro- 
posed probability model may be assessed and how doubts can arise about 
the suitability of models which, at first, seem plausible. In Example 9.3 and 
Exercise 9.3, for example, you saw that the memory recall times which ap- 
peared first in Chapter 2 were not well-fitted by an exponential distribution. 
Perhaps a normal modelling distribution would be better. Figure 9.5 gives a 
normal probability plot for the recall times for pleasant memories. 

Figure 9.5 Recall times for pleasant memories against normal scores 

You can see from the figure that the fit is moderately good; however, should 
you try it for yourself, you will find that the normal probability plot for 
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unpleasant memories is rather worse. We therefore have a problem, because 
we would like to perform a test of the hypothesis that the mean recall times 
for pleasant memories and unpleasant memories are no different; but how 
can this be done without a plausible modelling distribution for memory recall 
times? 

Table 9.4 lists data relating to people with one glaucomatous eye. The problem 
was to determine whether the mean cornea1 thickness of unaffected eyes is the 
same as that of glaucomatous eyes. A possible approach is to perform a one- 
sample t-test for zero difference on the individual differences, but this test 
assumes a normal model for the differences: in Exercise 9.2 you constructed 
a probability plot that cast doubt upon the assumption. The t-test concludes 
that there is no significant difference (SP = 0.33), but now that you have seen 
a normal probability plot for these data, would you trust this result? 

In this section you will see that all may not b e  lost and that, even when 
initial distributional assumptions appear to be unjustified, it is often possible 
to transform the data to a form which allows suitable modelling. 

Transformations 
Four histograms of data sets each comprising 300 data points are shown in 
Figure 9.6. 

Frequency Frequency 

0.5 
Measurement 

Frequency Frequency 

0.5 
Measurement 

0.5 1 0 
Measurement (4 

0.5 
Measurement 

Figure 9.6 Four histograms 
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Histogram (a) looks as if the data could be normally distributed, but (b), 
(c) and (d) are progressively more skewed and appear to be anything but 
normal. Their appearances are confirmed by the respective measures of skew- 
ness, which are -0.02, 0.89, 2.62 and 17.21. It may surprise you to learn that 
all four histograms actually come from the same normally distributed data 
set! Histogram (a) was produced by generating a normal sample of size 300 
on a computer. You can also obtain each data point used for histogram (a) 
by taking the square root of each of the data points in histogram (b), or by 
taking one plus half the logarithm of the data points in histogram (c), or by 
taking the reciprocal of 263 times those in histogram (d). You can do this 
because the data for (b), (c) and (d) were generated from the data for (a) in 
the first place, and the transformations suggested are the inverses of the ones 
used for generating (b), (c) and (d). 

Since the data in histogram (a) are plausibly normally distributed, there 
should be nothing wrong in using them to carry out a t-test. For example, you 
could test the null hypothesis that the mean of the population from which they 
were drawn is 0.5. However, it would not be legitimate to carry out t-tests 
on the data in (b), (c) or (d) because the variation is far from normal. Now, 
suppose that data resembling those in (b), (c) or (d) were to arise in practice. 
It would clearly be in order to transform them with an appropriate transform- 
ation and then to carry out t-tests based on the assumption of normality. If 
the data looked like those in histogram (b), then the correct procedure would 
be to take square roots. Taking the logarithm would be appropriate for (c) 
and taking a reciprocal transformation would cater for (d). 

The main aim in transforming a set of data X I ,  2 2 , .  . . ,X, to a different set 
yl, yz, . . . , yn by means of a mathematical transformation is usually to render 
the transformed data more plausibly normal. Possibilities include yi = X: or 
yi = l /x i  or yi = log(xi): the list is endless. Under different circumstances 
some transformations will be better or worse than others at finally achieving 
a satisfactorily 'bell-shaped' look to the data. (Clearly, some transformations 
will be inappropriate under some circumstances-one cannot, for instance, 
take the square root or the logarithm of a negative number.) Quite a lot is 
known about the general consequences of data transformations of the form 
yi = (a + xi)P for different values of a and P, and when the original data 
(that is, the xis) possess certain kinds of structure. 

Above all, one needs to be sure that the question posed of the original data 
can be answered, or approximately answered, following a data transformation. 

Sometimes experimentalists object to such data transformations: their argu- 
ment is that transformations distort the data and that such massaging is an 
unjustifiable 'fiddle'. A counter-argument to this is that the mechanism which 
produced the data has inadvertently distorted them in the first place, so that 
a statistical transformation is merely restoring them to their proper form. 
Another objection which is frequently heard is that in a given context the re- 
quired statistical approach should be decided on theoretical grounds without 
even looking at the data, let alone being influenced by them, or altering them. 
Such a view was popular some years ago, but it is now regarded as discredited 
by modern statisticians. There is nothing against the idea of looking at the 
shape of your data while choosing a statistical technique. 

Some general indications of an approach can be made: if the original data are 
positive and highly skewed with many relatively small values and fewer higher 
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values (with possibly some very high values indeed) then data transformations 
of the form 

'/2 113 yi = 6 = xi , yi = xi , yi = l0g(xi) 

will all tend to have a greater reducing effect on higher X-values than on 
lower values: the overall effect will be to reduce the skewness in the data, 
possibly quite substantially, and potentially very usefully, if the transformed 
data values become more symmetric. (But notice that the log transformation 
would have a very considerable stretching effect on values of X between 0 and 
1.) The ladder of powers lists transformations of the form 

The transformation X' leaves the value of X as it is. Provided X > 1, powers 
above 1 on the ladder expand the high values relative to the low values, and 
powers below 1 have the reverse effect. The further up or down the ladder 
from X', the greater the effect. Notice where the transformation log X (not, 
in fact, a power transformation) is located on the ladder. 

Examples 9.7 and 9.8 which follow show that it is useful to transform data 
prior to analysis. The area is a difficult one, requiring experience and inspi- 
ration; just read the examples for what you can get out of them, and do not 
worry too much about the arithmetic detail. 

9.3.2 Making use of transformations 
The area of selecting suitable data transformations is one in which the com- 
puter is an invaluable tool. You can move along the ladder of powers trying 
different transformations until sample skewness is either largely removed or 
at least reduced as much as possible. Of course, you should keep the trans- 
formations as simple as possible and use only powers such as -1 or i: you 
should not attempt to interpolate by investigating such powers as, say, 0.41. 
By keeping things simple you are roughly satisfying the assumptions while 
retaining a straightforward interpretation, and that is what you should aim 
for. In the case of a single sample, a normal probability plot can then be used 
as a check and, if it shows a passable straight line, a test may be carried out 
with confidence in the statistical technique chosen. 

When testing two samples, the data are transformed, the respective trans- 
formed means are subtracted from each group and the residuals thus obtained 
are checked with a probability plot. Let us try a couple of examples, to en- 
able you to become familiar with the method before you try some exercises 
for yourself. Example 9.7 is an example with paired data. 

Example 9.7 Error gravity scores 

Table 9.15 gives error gravity scores for a sample of native teachers of English 
and a sample of Greek teachers of English for each of 32 English sentences 
analysed by students. 

Table 9.15 Error gravity scores of English and Greek teachers 
Sentence 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 
English 22 16 42 25 31 36 29 24 29 18 23 22 31 21 27 32 
Greek 36 9 29 35 34 23 25 31 35 21 33 13 22 29 25 25 
Sentence 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 
English 23 18 30 31 20 21 29 22 26 20 29 18 23 25 27 11 
Greek 39 19 28 41 25 17 26 37 34 28 33 24 37 33 39 20 

Woods, A., Fletcher, P. and 
Hughes, A. (1986) Statistics in 
language studies, Cambridge 
University Press, p. 201. An 
error gravity score quantifies the 
seriousness of an error as 
perceived by a teacher-here, 
teachers of English judged written 
material. 
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In order to test the hypothesis that the mean scores given by English and 
Greek teachers are the same, the scores for each of the sentences are differenced 
and the differences obtained are tested for a mean of zero. Assuming that the 
differences are normally distributed, a t-test would be appropriate here. The 
sample skewness for the 32 differences is 0.405, which is rather high. 

Using a power transformation to reduce skewness needs care here because 
some of the data points are negative. Since the minimum difference is -16, 

we first add 16 to each of them so that all differences are now non-negative. 
If we use a transformation X@, testing for a mean difference of 0 is now the 
same as testing the transformed data for a mean of 16P. We are trying to Strictly, some bias is introduced 
remove positive skewness, so let us try a power of p = 112. Our transformed here: even if the mean difference is 

variable is now (Difference + 16)'l2, and has sample skewness -0.420. 0, the mean of the transformed 
variable (Difference + 16)O is not 

Obviously we have gone too far, so we could try using a power of P = 314. quite 16~. Despite this bias, the 
This final transformation yields a variable which is (Difference + 1 6 ) ~ / ~ :  the procedure is a One. 

sample skewness is 0.094. 

We now test the transformed data for a mean of 1 6 ~ 1 ~  (that is, a mean of 8) 
and obtain a SP of 0.014. The SP obtained by testing the untransformed 
data for a mean of zero is 0.035. The transformed data now need to be checked 
for normality. Normal probability plots for both the untransformed and the 
transformed data are shown in Figure 9.7. 

Figure 9.7 Normal probability plots for (a) untransformed and (b) transformed 
error gravity scores 

The difference is very slight here. The plot for the untransformed data, 
Figure 9.7(a), does show a slight curvature, but this is acceptable. Figure 9.7(b) 
shows straightening of the curvature and an improvement in the fit. After 
transformation we can happily reject the null hypothesis of no difference with 
a SP of 0.014. W 

Example 9.8 Ontario Protestant mothers 
In Chapter 1 you saw some data on family sizes of Ontario Protestant mothers. See Table 1.15. 
One group comprised mothers with six years of formal education or less, the 
other was for mothers who had been educated for seven years or more. These 

366 
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data were, in fact, part of a larger data set. The mothers in question were mar- 
ried at  age 15-19, whereas the complete data set also includes those mothers 
married at  age 20-24. The data for the mothers married at  age 20-24 are 
given in Table 9.16. 

Table 9.16 Sizes of Protestant families in Ontario-mothers aged 20-24 

Mothers educated for 6 years or less 
Family size 0 1 2 3 4 5 6 7 8 9 10 
Frequency 2 3 2 11 9 1 9 2 2 0 2 

Mothers educated for 7 years or more 
Family size 0 1 2 3 4 5 6 7 8 9 - 10 11 12 
Frequency 8 17 21 26 17 13 7 6 1 3 1 0 1 

For these two data sets, the sample skewnesses are 0.434 and 0.967 
respectively. 

There are no negative data points. A little trial and error shows that the 
transformation y = x3I4 works well, producing a slight negative skewness in 
one group and a positive skewness in the other: the values are -0.076 and 
0.389 respectively. 

This transformation is probably as good as any on these data, so now a t-test 
of the hypothesis that there is no difference between the mean family size for 
either of the two groups can be performed. A t-statistic of 2.218 is obtained 
which, on 162 degrees of freedom, yields a SP of 0.028. This suggests a 
significant difference between the two groups. 

How tenable is the assumption that the transformed data are plausibly nor- 
mal? This can be checked by obtaining residuals and plotting them against 
normal scores. For the first group the mean, in this case 2.886, is subtracted 
from the transformed data. The mean of the second group, 2.382, is also 
subtracted from the transformed data, and the two sets of residuals thus ob- 
tained are pooled together into one batch. The combined residuals for the 
two groups are then plotted against normal scores in the usual way to obtain 
the probability plot shown in Figure 9.8. 

- 3 -2 - 1 0 1 2 3 
Normal scores 

Figure 9.8 Normal probability plot of residuals 
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With so many points on it, the graph is a little blurred, but it does show 
an acceptable straight line and therefore we can be confident about rejecting 
the null hypothesis that there' is no difference between the groups: in fact, 
the data suggest that mothers with more years' education tend to have fewer 
children. W 

Exercise 9.11 
In Chapter l you were presented with a data set on birth weights of 50 children 
suffering from severe idiopathic respiratory distress syndrome (see Chapter l ,  

Table 1.4). 

Decide whether a test of equal mean birth weights for the two groups should 
first involve a transformation of the data. If you decide to transform them, 
find a suitable transformation. 

Exercise 9.12 
Using your conclusions from Exercise 9.11, carry out a test of the null hypoth- 
esis that the mean birth weights of the two groups of children are the same. 
Check the validity of your assumptions. 

Exercise 9.13 
In Example 9.8 you looked at data on family sizes of mothers married when 
aged 20-24. These data were part of a data set which also includes family 
sizes of mothers married when aged 15-19. This latter group appeared in 
Chapter 1, Table 1.15. 

Repeat the analysis of Example 9.8 for the 15-19 age group and discuss the 
validity of the assumptions you make. 

9.4 Is a modelling distribution necessary 
for answering the questions we are 
asking of the data? 

The normal probability plot you produced for Exercise 9.13 may have left you 
in some doubt about the validity of assuming normality even for the trans- 
formed data. While the idea of transforming the data to plausible normality 
is an attractive one, it is clear that many data sets are not amenable to this 
technique. If application of the ladder of powers does not produce a satisfac- 
tory model, we shall be compelled to fall back upon a technique which does 
not require a model. In other words, we need a technique which we can use 
when all else fails. 
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9.4.1 Early ideas-the sign test 
Distribution-free statistical tests can be traced back at least as far as 1710, 
when John Arbuthnot produced the first recorded instance of such a tech- Arbuthnot, J. (1710) An Argument 
nique. The fundamental principle behind his test is simple. For the 82-year for Divine Providence, taken from 

period from 1629 to 1710 (inclusive) he observed from City of London records the 'Onstant observ'd in 
the Births of both Sexes. 

that the annual number of births of boys always exceeded the annual num- Philosophical nansactions, 27, 
ber of births of girls. If he were to believe births of either sex to be equally 186-190. ArbuthnotTs researches 

82 
likely, the probability of such an outcome would be (i) , which is a very tiny  ere described in Chapter 3,  hen 

probability indeed. He therefore refused to believe it (in statistical parlance a for the 
distribution of the sexes in families 

he rejected the null hypothesis of boys and girls being equally likely) and was Presumably the 
concluded that the probability of a boy was greater than that of a girl. He data for 1710 did not cover the 
further concluded that the observation constituted clear evidence for divine whole year. 
providence since, with wars and diseases resulting in a higher death-rate for 
males, God had compensated by arranging for more males to be produced, 
and hence arranged 'for every woman her proper husband'. 

Notice that Arbuthnot's test makes no assumptions about the distribution 
of births for either sex. Nowadays his test is called the sign test, under 
which name it appears in most elementary statistics textbooks. In spite of 
its frequent appearance in texts, it is hardly ever used in practice. The prin- 
ciple remains the same as Arbuthnot's; if you have paired data, calculate the 
differences and count the number of + signs obtained. If the distribution of 
differences is symmetric about zero, you can expect roughly as many + signs 
as - signs and you can obtain a significance probability by using a binomial 
distribution ~ ( n ,  i) (where n is the sample size). Arbuthnot subtracted the 
number of girls recorded from the number of boys for each of 82 years and 
obtained 82 + signs. 

-Example 9.9 Cornea1 thickness-the sign test 

In Exercise 9.2 you constructed a normal probability plot for the data on 
corneal thickness in patients with glaucoma. These are paired data so you 
calculated the differences between pairs, thereby creating a single sample of 
differences. The null hypothesis that there is no difference between the corneal 
thickness of a glaucomatous eye and a normal eye can be explored by testing 
the individual differences for a mean of zero using a t-test. On page 363 
the remark was made that this analysis is suspect in the light of the normal 
probability plot of the data. 

In the sign test, zeros are ignored. Looking at the differences listed in 
Table S9.1, there are three + signs and four - signs or, to put it another 
way, three + signs out of seven. Assuming equal prbbability for individual + There is a similar approach to the 
and - signs, the probability of observing up to 3 + signs out of 7 is sign test in which zeros are 

incorporated into the analysis. 

the total SP for the test is 1, and we can conclude that there is no evidence 
of a difference in typical corneal thickness. 

The sign test has a degree of historical interest, but it is rarely used in practice. 
The reason for this is that it throws away too much valuable information and, 
as a result, is not very powerful: it is prone to failing to reject a null hypothesis 
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in all but the most obvious cases. The information thrown away is information 
on the size of the difference. Among the differences for glaucomatous patients, 
patient 4 with a difference of -18 microns is given exactly the same importance 
as patient 1 with a difference of 4 microns. This seems unsatisfactory, and it 
fell to Frank Wilcoxon in 1945 to propose a method of testing which takes the Wilcoxon, F. (1945) Individual 
size of the differences into account. comparisons by ranking methods. 

Biometrics Bulletin, 1, 80-83. 

9.4.2 The Wilcoxon signed rank test 
Wilcoxon's idea was to replace individual differences by ranks. These are 
allocated to the absolute values of the differences, the smallest being given 
a rank of 1, the next smallest a rank of 2, and so on. The differences then 
have their signs restored to them and the ranks are added up separately for 
each of the positive sign and negative sign groups. If the total for one group 
is very small (which means that the total for the other group must be very 
large since they add up to a fixed total), the null hypothesis that there is no 
difference will be rejected. A simple example should make this method clear. 

Example 9.10 Corneal thickness-the Wilcoxon signed rank test 

We shall use the paired data on cornea1 thickness in patients with glaucoma 
from Example 9.9. Table 9.17 separates the differences from their associated 
signs. 

Table 9.17 Corneal thickness in patients with glaucoma 

Patient 1 2 3 4 5 6 7 8 
Glaucomatous eye 488 478 480 426 440 410 458 460 
Normal eye 484 478 492 444 436 398 464 476 
Sign of difference + - - +  + - - 
IDifferenceI 4 0 12 18 4 12 6 16 
Rank 1; 4; 7 1; 4; 3 6 

There are two important things to notice in Table 9.17. The first is that the 
difference of zero for patient 2 has not been included in the reckoning; it is 
ignored and the sample size is regarded as being 7, not 8. The second is that 
where two differences have the same absolute value, an average rank is given. 
In the table, the two lowest absolute values are tied on 4. Since the two lowest 
ranks are equal to 1 and 2, each is allocated rank $(l + 2) = l$. The same 
has happened where two absolute differences are tied on 12. They have ranks 
4 and 5, so each is given a rank of i ( 4  + 5) = 4 i .  Now we reintroduce the 
signs. The sum of the positive ranks is 

W+ = 1; + 1; + 41. - 71. 
2 - 2 '  

the sum of the negative ranks is 

The sum W+ + W- is always equal to 1 + 2 + . . . + n = ;n(n + l ) ,  where n is 
the sample size. (Here, W+ +W- = 28; the sample size is n = 7.) The test 
statistic for the Wilcoxon signed rank test is W+: under the null hypothesis 
of zero difference, values of W+ that are extremely small or extremely large 
will lead to rejection of the null hypothesis. The null distribution of the test 
statistic W+ is rather .complicated, relying upon a complete enumeration of 
cases: to obtain the SP for a Wilcoxon signed rank test, reference is usually 

In some approaches, the test 
statistic is taken to be the 
minimum of W+ and W-, that is, 
min(w+, W-). This has some 
advantages, but information is lost 
about the precise nature of the 
differences that make up the 
sample. 
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made to a computer. In this case, with n = 7 and W+ = 7;, the test results 
are 

SP(obtained direction) = SP(opposite direction) = 0.172; 

SP(tota1) = 0.344. 

There appears to be no significant difference in cornea1 thickness. 

As for the sign test, there is an alternative procedure in which zeros are 
incorporated into the analysis. After all, they offer contributory evidence 
for a hypothesis of mean zero difference. Except for very small samples, 
the alternative approach does not usually lead to substantially different con- 
clusions. Here, incorporating the zero in Table 9.17, the signed rank test leads 
to a total SP of 0.391. 

The procedure for conducting the Wilcoxon signed rank test for zero difference 
is summarized as follows. 

The Wilcoxon signed rank test for zero difference 
1. Obtain a data vector dl, d2 , .  . . , d, of differences with OS deleted. 

2. Without regard to sign, order the differences from least to greatest, 
and allocate rank i to  the ith absolute difference. In the event of 
ties, allocate the average rank to the tied absolute differences. 

3. Now reintroduce the signs of the differences. Denote by W+ the sum 
of the positive ranks. This is the Wilcoxon signed rank test statistic. 

4.' Obtain the SP for your test (usually by reference to a computer 
running appropriate software). 

5. State your conclusions. 

The null distribution of W+ is 
symmetric. 

Now try the following exercise. 

Exercise 9.14 
Doubt has already been cast on the assumption of normality for the Shoshoni 
rectangles data (see Figure 9.2). A test for the Greek standard which does 
not make this assumption might be more appropriate. The data are given in 
Chapter 8, Table 8.4. 

(a) Obtain a table of differences by subtracting the Greek standard from each 
of the ratios in Table 8.4 and allocate signed ranks to each difference. 

(b) Use the signed ranks to calculate a value of the Wilcoxon signed rank 
test statistic W+ and use it to test the null hypothesis that the Shoshoni 
rectangles conform to the Greek standard. 

(c) Compare your result with that obtained under normal assumptions. 

In fact, there is a sense in which the central limit theorem operates with the 
Wilcoxon signed rank statistic. For a sample of size n, it can be shown that 
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under the null hypothesis of zero difference, 

n(n + l )  and V(W+) = n(n + 1)(2n + 1) 
E(W+) = 24 1 

and it can further be shown that 

has a distribution which is approximately standard normal. The approxi- 
mation is quite good, but should not be used for sample sizes that are very 
small. 

Example 9.11 Cornea1 thickness - normal approximation for the Wilcoxon 
signed rank test 
In Example 9.10 we looked at differences in cornea1 thickness of eyes of patients 
with one normal and one glaucomatous eye. There were seven such differences 
(excluding one with zero difference), so that 

In this case the sum of positive ranks is W+ = 7; so the corresponding ob- 
served value of Z is 

the nuniber z = -1.099 is at  the 13.6% point of the standard normal distri- 
bution. We then have 

SP(obtained direction) = SP(opposite direction) = 0.136; 

SP(tota1) = 0.272. 

Here, the sample size is only 7; the approximate SP is noticeably different 
from that given in Example 9.10. 

Exercise 9.15 
Use the value of the Wilcoxon signed rank statistic obtained in Exercise 9.14 
and a normal approximation to test the null hypothesis that the Shoshoni rec- 
tangles conform to the Greek standard. Compare your SP with that obtained 
in Exercise 9.14. 

9.4.3 The Mann- Whitney- Wilcoxon test 
The idea of using ranks instead of the data values is a logical and appealing 
one. Furthermore, it has an obvious extension to testing two groups of data 
when a two-sample t-test may not be applicable because of lack of normality. 
The test itself was first proposed by H.B. Mann and D.R. Whitney in 1947, Mann, H.B. and Whitney, D.R. 
and modified by Wilcoxon; it turns out to be very nearly as powerful as the (1947) On a test of whether one of 
two-sample t-test. Strictly speaking, a test based on ranks does not test the random is 

stochastically larger than the 
same null hypothesis as the t-test, which tests for equal means. However, it other. Annals ofMathematical 
is nevertheless a test of equality of locations of the two groups and using it statistics, 18, 50-60. 
as an alternative to the two-sample t-test is an approximation often made 
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in practice. It may not be theoretically valid to regard the Mann-Whitney- 
Wilcoxon test as equivalent to a t-test, but using it is a valid alternative as a 
test of location. 

Suppose we have two independent samples, A and B: the Mann-Whitney- 
Wilcoxon test may be used to test the hypothesis that the samples arise from 
the same population. The procedure is as follows. 

Calculating the Mann-Whitney-Wilcoxon test statistic 

- 

Pool the two samples and then sort the combined data into ascending 
order (but do not lose sight of which data value belongs to which 
sample). 

Allocate a rank to each data value, the smallest being given rank 1. 
As usual, if two or more data values are equal, allocate the average 
of the ranks to each. 

Add up the ranks for each sample, writing 

UA = the sum of the ranks for sample A 

u g  = the sum of the ranks for sample B 

Notice that if sample A is of size n ~ ,  and if sample B is of size n g ,  
then the sum of UA and U g  is 

U A + U B = ~ + ~ + " ' + ( ~ A + ~ B )  

= ;(nA + ng)(nA + n g  + l), 

providing a useful check on your arithmetic. 

The Mann-Whitney-Wilcoxon test statistic is UA: very small or 
very large observed values imply rejection of the null hypothesis, 
suggesting respectively that A-values are 'too frequently' smaller 
than or larger than B-values. 

The observed value UA of UA may then be compared with the null distribution 
of UA to yield a SP for the test. Again, the null distribution of UA is compli- 
cated: its derivation relies on combinatorial arguments, and this calculation 
would normally require the use of a computer program. 

Alternatively, the null distribution of UA may be approximated by a normal 
distribution: 

The normal approximation is valid 
as long as the number of tied 

1 valuesU(that is, values that are the 
same) in the pooled data set is not 

Thus approximation can be used for quite modest values of nA and n g ;  say, too great. 
each of size 8 or more. 

Example 9.12 Doparnine activity 
In a study into the causes of schizophrenia, 25 hospitalized schizophrenic 
patients were treated with antipsychotic medication, and after a period of 
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time were classified as psychotic or non-psychotic by hospital staff. Samples 
of cerebro-spinal fluid were taken from each patient and assayed for dopamine 
b-hydroxylase enzyme activity. The data are given in Table 9.18: the units Sternberg, D.E., Van Kammen, 
are nmol/(ml)(hr)/mg of protein. D.P. and Bunney, W.E. (1982) 

Schizouhrenia: douamine 

Table 9.18 Dopamine b-hydroxylase activity (nmol/(ml)(hr)/mg) 
(A) Judged non-psychotic 
0.0104 0.0105 0.0112 0.0116 0.0130 0.0145 0.0154 0.0156 
0.0170 0.0180 0.0200 0.0200 0.0210 0.0230 0.0252 

(B) Judged psychotic 
0.0150 0.0204 0.0208 0.0222 0.0226 0.0245 0.0270 0.0275 
0.0306 0.0320 

The data may be pooled and ranked as shown in Table 9.19. 

Table 9.19 Pooled and ranked data 

0.0104 0.0105 0.0112 0.0116 0.0130 0.0145 0.0150 
Sample A A A A A A B 
Rank 1 2 3 4 5 6 7 

0.0154 0.0156 0.0170 0.0180 0.0200 0.0200 0.0204 
Sample A A A A A A B 
Rank 8 9 10 11 12; 12; 14 

0.0208 0.0210 0.0222 0.0226 0.0230 0.0245 0.0252 
Sample B A B B A B A 
Rank 15 16 17 18 19 20 2 1 

0.0270 0.0275 0.0306 0.0320 
Sample B B B B 
Rank 22 23 24 25 

The sample sizes are n A  = 15  and n B  = 10; so n A  + n g  = 25. Totalling the 
ranks gives 

their sum is 140 + 185 = 325. Also, 

(a useful check on your progress so far, if you are not using a computer). 

The expected value of UA under the null hypothesis that the two samples are 
from identical populations is 

The observed value UA = 140 is substantially smaller than this, but is it sig- 
nificantly smaller? When there are ties in the data (as there are here) the null 
distribution of.UA will be asymmetric; and for small samples, the distribution 
can be fiercely multimodal. Computation, and interpretation, of significance 
probabilities in such a context becomes quite difficult. Exact computation 
(feasible only with the aid of a machine) gives 

b-hydroxylase activity and 
treatment response. Science, 216, 
1423-1425. 



Chapter 9 Section 9.5 

Alternatively, the variance of UA under the null hypothesis is 

n ~ n ~ ( n ~  + n ~  + 1) - 15 X 10 X 26 - 
12 

= 325. 
12 

The observed value U A  has a corresponding z-value 

so the SP based on an appropriate normal distribution is given by 

Clearly the dopamine activity for the two groups is very different. 

Now try the following exercise. 

Exercise 9.16 
In Section 9.3 you saw how poor was the fit of a normal distribution to the 
data on recall of pleasant and unpleasant memories. Carry out a distribution- 
free test of the null hypothesis that there is no difference in recall time be- 
tween pleasant and unpleasant memories. The data are given in Chapter 2, 
Table 2.10. 

In this section you have seen that, by the simple expedient of replacing data 
values by ranks, it is possible to carry out tests of statistical hypotheses with- 
out making distributional assumptions. 

9.5 Are the data typical or do they contain 
some 'unlucky' values? 

From the moment that boxplots were introduced in Chapter 1 as a graphical 
representation of variability in a set of data, you have been aware of the notion 
of statistical outliers. Similarly, in probability plots, occasionally there may be 
evidence of an unusual outlying point, or set of points, suggesting that apart 
from a few exceptional observations, the hypothesized model is adequate to 

describe the variability observed. Of course, outliers are more disconcerting 
if they are found in very small data sets. 

The study of outliers and how to treat them is somewhat complex: it is only 
possible to give a little general guidance in this course. Broadly\ speaking, 
their treatment can be separated into two basic approaches which depend 
upon how many outliers appear in the data and how far you are prepared 
to go in believing that you have been unlucky enough to obtain a few atypi- 
cal values-rather than believing that the distributional assumptions are not 
viable. 
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9.5.1 Data containing very few apparent outliers 
Up to now, it has usually been suggested that in a data set where relatively 
few data points appear to be atypical, then it would be wise to exclude them 
from any statistical analysis. (The alternative is to include them, and ac- 
cept that possibly they might have very considerable influence on the general 
conclusions.) 

Example 9.13 
In Example 9.8 we looked at the numbers of children born to mothers married 
at age 20-24, and found a transformation y = z3l4, after which we treated 
the data as normal and carried out a t-test. It is instructive to look at a 
comparative boxplot of the transformed data. 

less formal education 

0 - 0 0 0 more formal education 

Figure 9.9 Comparative boxplot of transformed data 

There is a case for regarding all of the transformed data values outside the 
range of the whiskers as possible outliers. If they are omitted, and a two- 

sample t-test is carried out on the remaining data values, a t-statistic of 2.643 
is may on 145 degrees of freedom is obtained with a total SP of 0.009. Th' 

be contrasted with the result, obtained in Example 9.8, of 2.218 on 162 de- 
grees of freedom for a total SP of 0.028. Regarding the values within the 
range of the whiskers as somehow more 'typical' produces a more 'convincing' 
conclusion. 

9.5.2 Data containing too many apparent outliers 
Are the outliers in Figure 9.9 really outliers, or should we adopt a modelling 
distribution with fat tails and a high probability of values far from the mean? 
How many data values is it reasonable to treat as outliers? The previous 
example must be pushing the limits; out of a total of 164 data points, we have 
assumed no fewer than 17 to be outliers. 

There is no hard and fast rule which decides how much the data may be 
trimmed while assumptions of normality are retained. In practice, it is best 
to remove no more than one or two values and, if in doubt, to keep all the 
values and to revert to a distribution-free method. Using ranks instead of 
data values loses information about how far apart the values actually are but, 
on the other hand, it removes sensitivity to abnormally large or abnormally 
small values. If decisions about which method to use seem unduly vague, you 
should remember that there is no definitively right or wrong way of performing 
any kind of statistical analysis. All you can do is use your common sense to 
the best of your ability. 

But throwing away 17 outliers is a 
rather drastic step and you would 
need to be very sure of your 
ground. Merely 'lying outside the 
whiskers' is hardly a sufficient 
reason for trimming the data. You 
should certainly suspect such data 
points, and look at them more 
closely. Perhaps there is additional 
evidence that they are non-typical: 
for example, they might have an 
unusual medical history. 
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Exercise 9.17 
The following data are a set of radio-carbon age detkminations, in years, from 
the Lake Lamoka site: eight samples were used. Long, A. and Rippeteau, B. (1974) 

Testing contemporaneity and 
Table 9.20 Radio-carbon dating averaging radio-carbon dates. 

American Antiquity, 39, 205-215. 
Sample Radio-carbon age 
number determination 

Use the data to provide an estimate of the true age of the site. 

Summary 

1. When sample sizes are small, the technique of probability plotting can 
be used to test informally the hypothesis that a set of data yl,  y2,. . . , y, 
arises from some stated family of probability distributions. To test for 
normality, the points ~ ( ~ 1 ,  y ( ~ ) ,  . . . , y(,) in ascending order are plotted 
against the points X I ,  x2,. . . ,X,, where 

i 
@(xi) = - i =  1 , 2 , . . . , n .  

n + l '  

If a straight line fits the scatter plot of points, then the normal model 
is plausible. The parameters p and (T can be roughly estimated by the 
intercept and slope of the line respectively. 

2. To test a hypothesized exponential model, the points Y ( ~ ) ,  ~ ( ~ 1 , .  . . , y(,) 
are plotted against the points 

xi = - log (n::~i), i = 1 , 2  , . . ,  n. 

If the exponential model is plausible a straight line through the origin, 
with slope equal to the mean of the exponential distribution, will fit the 
scatter plot of points. 

3. Tests for other probability models may require a transformation of the 
data before the idea of probability plotting can be applied. 
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The chi-squared test for goodness of fit relies on a comparison of fre- 
quencies observed and frequencies expected under a hypothesized model. 
The test statistic is 

where the data are allocated to k categories in such a way that the 
expected frequencies in each category are at least 5. Under the null 
hypothesis that the data arise from the hypothesized model, the test 
statistic follows a chi-squared distribution with k - p  - l degrees of 
freedom, where p  is the number of parameters that required estimation in 
order to calculate the expected frequencies. The SP of the chi-squared 
test is given by the upper tail probability of x2(k - p  - 1) for values 
exceeding x2.  

Sometimes if data are heavily skewed a transformation that reduces the 
skewness will also render the data more 'bell-shaped' and in that sense 
more plausibly normal. Experimentation with the ladder of powers (in- 
cluding the log transformation) often leads to a helpful power transform- 
ation. 

A test for zero difference analogous to Student's t-test for zero mean 
difference, but not requiring the assumption of normality, is provided 
by the Wilcoxon signed rank test. Significance probabilities for the test 
statistic W+ (the sum of positive ranks when any zeros in the data are 
deleted and the data are ranked) may be calculated exactly if appropriate 
software is available, or approximately using the result 

W+ X iv (n(n4+ l ) ,  n(n + l)(2n 24 t 1)) , 

where n is the sample size. 

The Mann-Whitney-Wilcoxon test may be used to test the hypothesis 
that two samples of data (A and B) arise from the same population, 
where no normality assumptions are made. Significance probabilities for 
the test statistic UA (the sum of the A-ranks after pooling of the data) 
may be calculated exactly (using a computer), or approximately using 

where n~ and nB are the respective sample sizes. 


