
Chapter 14 

A Look Forward 

In this final chapter of the course, we look forward to some further applications of 
statistics, involving more advanced methods and techniques. For instance, we have 
already seen how to compare two independent samples, and test the hypothesis 
that they are drawn from populations with equal means: the technique known as 
analysis of variance allows us to compare more than two samples. We have seen 
how to represent two-variable problems through scatter diagrams, and have learned 
about regression analysis and correlation: multivariate problems involving several 
variables are less easy to represent graphically and to summarize coherently, and 
techniques useful here include cluster analysis, principal components analysis and 
multiple regression. 

The aim in this course has been to provide a solid grounding in the funda- 
mentals of statistics. There have been introduced such important notions as 
probability distributions as models of variation, model parameters and how 
to estimate them, statistical tests, correlation and regression, and many other 
basic statistical concepts. An attempt has been made to do this in a relaxed 
style, showing some of the historical context of the subject and throughout 
emphasizing its applicability by using real data which arise from real ques- 
tions. Statistics is, above all else, about solving problems-it is also, however, 
a vast subject, and even in a book of this size we are not able to study it in 
depth. Moreover it is an immensely powerful subject in terms of the range 
and type of problems to which it can be applied. It is therefore appropriate to 
conclude the book with a chapter illustrating some more advanced techniques 
and the sorts of problems they can be used to solve. 

Clearly in doing this, given the space available to us, we cannot go into too 
much technical detail. Therefore, what has been attempted in the sections 
which follow is to convey the flavour of the techniques, showing some of the 
questions they can be used to address, and how they can answer those ques- 
tions, without labouring the theory. These descriptions are not intended to 
be sufficient to enable you to undertake such analyses without further instruc- 
tion, but simply to convey the sorts of things that are now possible. In keeping 
with the overall philosophy of the course, the techniques are applied to real 
data sets and address real questions. And in this chapter, above all, the role 
of the computer is essential for the arithmetic involved. Section 14.1 looks at 
analysis of variance. This is a technique which compares several groups of 
scores simultaneously. At its most elementary level it can address questions 
such as: are there any differences between the means of the populations from 
which these samples are drawn? At a more sophisticated level it can tell us 
whether one variable influences the relationships between others. 
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Section 14.2 considers the class of techniques termed cluster analysis. Such 
methods are used to see if the data fall into natural groups of objects. This 
can be useful for scientific purposes-are there different 'kinds' of objects 
represented by the data? Or it can be useful for administrative purposes--do 
natural groups exist such that they should be treated differently? 

Section 14.3 illustrates principal components analysis. Often objects being 
analysed have many measurements taken on them and it is useful to see if the 
natural variability between the objects can be summarized in a more efficient 
manner. This might be as a precursor to further analysis, or it might simply 
'be as an end in itself, permitting, for example, a more comprehensible display 
of the data. 

Section 14.4 gives an example of discriminant analysis. This is one of a 
class of methods for characterizing the differences between groups. There are 
two broad reasons for wishing to do this. One reason is simply a desire to 
understand the differences between groups, such as: in what ways do they 
differ? What are the most important differences? The other reason is to 
enable one to easily assign new objects to the appropriate group. 

Section 14.5 demonstrates the ideas of log-linear models. In Chapter 11 it was 
shown how two categorical variables could be examined. Log-linear models 
extend this to the case of more than two categorical variables, permitting 
different models to be fitted and explored. 

Section 14.6 extends the ideas of simple regression, introduced in Chapter 10, 
to the case of multiple regression. This involves several explanatory variables 
instead of just the one introduced earlier. The extension turns out to have 
some interesting and unexpected properties not possessed by the single ex- 
planatory variable case. 

The chapter ends with some concluding remarks about the course. 

14.1 Analysis of variance 

In Chapter 8 the two-sample t-test was used to compare the means of two 
different groups of scores and we saw, for example, how this approach could 
be used to compare treatments to see which was more effective. The t-test can 
be generalized to permit comparisons between more than two groups. This 
generalization is called analysis of variance. 

In Chapter 8, Table 8.10, data were given on the silver content (% Ag) of 
coins taken from four different mintings during the reign of King Manuel I 
(1143-1180). There were nine coins from the first minting, seven from the 
second, four from the third and seven from the fourth. The data are repeated 
in Table 14.1. 

What is of interest here is whether there is any significant difference in the 
mean silver content of the coins between different mintings. The four sample 
means are 

Table 14.1 Silver 
content (% Ag) of coins 

6.9 In a hypothesis test for equality of two means, the variation in the two sample 
6.2 

means is measured by calculating their difference Z1 - Z2. When more than 



Chapter 14 Section 14.1 

two populations are involved, we-cannot measure the variation in the sample 
mean by simply calculating a difference. Instead we take a weighted average 
of their squared deviations from the overall mean ?i? of all the sample data. In 
this case we have F = 6.563 and our measure of variation in the sample means 
is given by 

You can see the reason for the term 'analysis of variance' in a comparison 
of means. The statistics involved are variances (squared differences) rather 
than simple differences between means. The assumptions of an analysis of 
variance are: first, that the samples taken from the populations under study 
are independent of one another; second, that the populations are normally 
distributed; and third, that the variances of the populations are equal. The 
samples are clearly independent, since the mintings are different. The sparsity 
of the data make any assumption of normality difficult to confirm: in fact, we 
saw in Chapter 9, Section 9.1, that normal probability plots suggest that this 
is a reasonable assumption, at least for the first and fourth mintings. The 
four sample variances are 

and here the variation in the second coinage is substantially greater than 
that in any of the  other three. However, the sample sizes are very small, 
and we have seen that when this is the case, large differences in the sample 
variances may not be too damaging to the conclusions of a test. An estimate 
of the common variance in the four populations is given by the pooled sample 
variance 

The form of this expression for the 
pooled sample variance is identical 
to (8.7) forthe two-sample case. 

The test for equal population means consists of comparing the estimated vari- 
ance in the means (in this case, 12.58) with the pooled sample variance (0.48). 
The ratio of the two estimates is 26.3, suggesting a variation in the sample 
means very much greater than would have been expected if the population 
means were equal. The distribution of this ratio under the null hypothesis 
of equal population means (and when the assumptions of independence, nor- 
mality and equal variances are satisfied) follows a well-known form called the 
F-distribution. Significance probabilities are easily calculated and here, in 
fact, the SP of the test is just 1.3 X 1 0 - ~ .  There is very considerable evidence 
from the analysis that the population means differ, that is, that the silver 
content alters significantly from coinage to coinage. 
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The test just performed is called a one-way analysis of variance because 
each data item was classified in one way, according to the population (minting) 
from which it was drawn. Here four samples were compared, but the analysis 
extends in an obvious way to more than four samples (and, in fact, a one-way 
analysis of variance on just two samples reduces exactly to the two-sample 
t-test with which you are familiar, because of mathematical relations existing 
between the t-distribution and the F-distribution). 

A non-parametric version of the test, useful when the assumption of normality 
is very questionable, is the Kruskal-Wallis one-way analysis of variance 
in which the samples are pooled and ranked, and the ranks within each sample 
are then compared. This is a test for equal population medians (and again 
assumes equal variance within the populations). 

Naturally, when there is evidence that the means of the populations are dif- 
ferent, one would wish then to go further and identify which were 'signifi- 
cantly' higher than which others. To deal with this, some sort of multiple 
comparisons procedure is appropriate. (Such procedures are not always 
straightforward.) 

The generalization of a t-test to an analysis of variance has other advantages 
too: in particular, we can explore the effect of multiple factors. For instance, 
in a two-way analysis of variance each data item is classified in two ways. 

Suppose, for example, that we were interested in comparing six different pre- 
pared treatments for a particular illness. In a one-way analysis of variance we 
would allocate patients to six different groups, administer a different treat- 
ment to each group and explore whether there were differences in the mean 
response. However, suppose that, in addition to being interested in any differ- 
ences between the six treatments, we were also concerned about their effects 
on two groups of patients: those who had the disease moderately and those 
who had the disease severely. We might suspect, for example, that the treat- 
ment effects differed between the two groups of patients. Perhaps it turns out 
that all treatments were more effective on the severely ill, or perhaps, more 
complicatedly, that some treatments were more effective on one patient group 
and some more effective on the other. We now have two factors which we 
would like to study: treatment and disease severity. 

We could undertake a number of separate studies, some comparing the effects 
of single treatments on the two severity groups (each of these would just use 
a t-test since there are only two groups) and one comparing the six treatment 
groups. However, this would involve many tests, and would in any case not 
lead to a neat answer to questions about whether the pattern of responses 
to the six treatments differed between the two severity groups. To answer 
such questions we need a more global approach: we need to look at the cross- 
classification of severity by treatments. Each patient will fall into only one 
group according to the treatment they have received and the severity of their 
illness. 

Table 14.2 shows data from an investigation into the effectiveness of differ- 
ent kinds of psychological treatment on the sensitivity of headache sufferers 
to noise. There are two groups of 22 subjects each: those suffering from a 
migraine headache (coded 1 in the table) and those suffering from a tension 
headache (coded 2). 

A cross-classification is where each 
data item is classified into a 
category according to two or more 
factors. 

A more detailed description is 
given in Hand, D.J. and 
Taylor, C.C. (1987) Multiuariate 
analysis of variance and repeated 
measures. Chapman and Hall, 
London, p. 157. 
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Half of each of the two headache groups were then randomly selected to receive 
a treatment (coded 1 in the table). The other half (coded 2) did not receive 
any treatment and acted as a control group,  so that the effectiveness of the 
treatment could be assessed. This means that we have a cross-classification 
involving two factors, headache type and treatment/control, each at two levels. 
There are thus four cells in the cross-classification. 

Table 14.1 Relaxation training and effect of noise on headaches 

Headache Treatment Score Headache Treatment Score 
type group type group 

Each subject then listened to a tone which gradually increased in volume. The 
level of volume at which the subject found the tone unpleasant was recorded, 
and these are the scores given in the table. 

Table 14.3 shows the mean scores in each of the four groups. 

Table 14.3 Mean scores for the 
headache treatment data 

Headache type 

Migraine Tension 

Treatment group 4.688 4.111 
Control group 2.192 2.518 

Again, for legitimate application of an analysis of variance, it is necessary to 
make certain assumptions about the data. For example, it is assumed that 
the data in each group arise from a normal distribution and that the variances 
in the groups are equal. With only eleven cases in each group the histograms 
or boxplots will not give very reliable indications of shapes of distributions 
or sizes of standard deviations but nevertheless the boxplots in Figure 14.1 
suggest that there is some skewness. 
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Headache type 1, treatment group 1 

Headache type 1, treatment group 2 

Headache type 2, treatment group 1 

Headache type 2, treatment group 2 

l I 
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Figure 14.1 Boxplots of scores for the four groups 

To reduce the skewness, logarithms of the data were taken before proceeding Log transforms were in this case 
further. Figure 14.2 shows that skewness is improved after this and in fact taken to base 10. The effect of the 

a formal statistical hypothesis test showed no significant differences between extreme 15.20 and 
11.50 on the skewness within 

the standard deviations-the differences observed could easily have arisen by groups is substantially reduced by 
chance even if the four populations in question had equal standard deviations. taking logarithms. Even after this 

The means of the transformed data are shown in Table 14.4. 

Table 14.4 Mean scores for the 

transformed headache treatment data 

Headache type 
Migraine Tension 

Treatment group 0.540 0.537 
Control group 0.124 0.356 

transformation, the outlier in the 
second treatment group remains. 
However, complications of a 
different kind ensue if the numbers 
of subjects in each group are not 
the same; and therefore this 
response is retained in the analysis. 

Obviously these means differ. The question is: do the differences reflect real 
differences between populations of people with the two kinds of headaches and 
given the two kinds of treatments? Or is it just a matter of chance that we 
happened to draw 44 people for whom the means differed in this way-and 
could they easily have been drawn from populations with identical means? 

izrY . Headache type 1, treatment group 2 

Headache type 2, treatment group 1 

Headache type 1, treatment group 1 E :*--X2 
S-%- 

€E+ Headache type 2, treatment group 2 

y 

I 1 I I I I I 
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Transformed score 

Figure 14.2 Boxplots of transformed scores for the four groups 

These questions are rather general. More specifically, we want to know if there 
are real differences between treatments and also if there are real differences 
between headache types. As was noted above, we might also be interested in 
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whether or not the pattern of responses to the treatments varies from headache 
type to headache type. 

Let us first look at headache type. In fact, although there are only 11 subjects 
(patients) in each of the four groups, in each headache type there are 22 
subjects. This shows an important advantage of using the cross-classification, 
rather than conducting separate analyses for treatment and headache type. If 
we performed separate analyses with 22 subjects in each group, we would need 
a total of 22 X 2 = 44 subjects for each of the two separate analyses-that is, 
88 subjects in all. The cross-classification gives us 22 subjects in each group 
but with a total of only 44 subjects. For half the cost we have achieved the 
same power in our statistical analysis. 

How should we proceed from here? Without going into technical details, we 
follow exactly the same sort of generalization as outlined for the one-way 
analysis of variance. That is, we calculate a measure of the variation between 
the means of the two headache types and compare this with the variation 
within groups., To do this, the 'within-group' variation is calculated as the 
common variance of all four of the groups in the cross-classification. 

Again, the hypothesis being tested is whether the 'between-groups' variation 
could easily have arisen by chance from populations showing the internal 
variation in the data. 

For the headache types the variance ratio resulting from this calculation has 
value 1.401. By reference to the F-distribution with appropriate degrees of 
freedom, the corresponding SP  is found to be 0.244. This is quite a large 
probability, and is certainly not enough for us to reject the null hypothesis of 
equal mean scores with any degree of confidence. Our conclusion is thus that 
we have no evidence to suppose that there is a difference between headache 
types. 

We can now do an analogous analysis for the two treatments. The results give 
a variance ratio of 9.49. This is substantially larger than that for headache 
type and, in fact, referring it to the F-distribution shows that the SP  is 
0.004. This is highly significant: it is very unlikely that a difference between 
treatment and control groups as large as this could have arisen by chance if 
the measurements were taken from normal populations with identical means. 

Informally, our overall conclusion is thus that there is no difference in mean 
responses between the two headache types, but there is a difference in the 
mean responses to the two 'treatments' (treatment versus control). Also, 
looking at the table of means in Table 14.3, we see that the mean scores 
are large for the treatment group. This means that subjects in the treatment 
group could take a louder tone without finding it unpleasant: there is evidence 
that the treatment is effective. 

A more extended analysis also showed that there is no interaction: that is, 
there is no difference between the ways the two treatments work on the two 
headache types. 

So, analysis of variance may be regarded as a generalization of the t-test. It 
extends to multiple (rather than merely two) groups. It permits the effects 
of different factors to be disentangled. It allows one to test for interaction 
effects, and it provides a more powerful analysis than would be possible if the 
factors were analysed separately. 
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Remember, the tests are based on a comparison of variances-hence the name 
'analysis of variance'. Note, however, that the analysis is used to test the 
possibility that the groups have different means. 

14.2 Cluster analysis 

Analysis of variance is used for answering questions about the differences 
between groups of subjects. The group categories are defined before the data 
are collected and each subject falls into just one of the categories. A common 
use is as a hypothesis testing technique, in the sense that one knows beforehand 
the questions or hypotheses one wants to investigate. For example, in the 
preceding section we wanted to know if there was a difference between the 
two types of headaches, if there was a difference between the two types of 
treatments, and also, if the response to the treatments depended on the type 
of headache (that is, if there was an interaction). 

In contrast, cluster analysis is an exploratory technique. Cluster analysis 
seeks to identify natural groupings or clusterings in a collection of subjects. 
'Subject' here may refer to almost anything, for instance 

0 people, measured on certain physiological characteristics: the aim may be 
to see if there are different physical types; 

0 people, measured on behavioural characteristics: to see if there are charac- 

teristic patterns of behaviour; 
0 manufactured products, with records taken of how demand for each prod- 

uct varies over the course of a year: the aim could be to see if such products 
fall into natural groups in terms of the patterns of demand for, them; 

0 retail outlets of a large supermarket, with interest focusing on the charac- 
teristics of the local environment: perhaps to see if the stores fall into 
natural groups of distinct types; 

0 rock samples, with measurements taken of hardness, texture, colour, fran- 
gibility, and so on: the objective may be to see if there are natural group- 
ings; 

0 insects of some kind, with measurements taken of caudal width, antenna 
length, and so on: perhaps to find out whether in fact there is more than 
one species of insect represented in the sample. 

The list of possibilities is endless and, while each of the above apply to very 
different questions, they all have a similar structure. In each of them a number 
of measurements is taken on a sample of subjects and interest lies in whether 
or not, on the basis of these measurements, the subjects fall into natural 
groups. 

The basic approach to answering such questions is straightforward and is as 
follows. First, a measure of similarity between cases is defined using the 
measured variables. Then cases which are very similar are regarded as being 
in the same group or cluster, and those which are very dissimilar are regarded 
as being in different clusters. 

This outline begs a number of questions such as: how should we measure 
'similarity'? How similar is 'very' similar? These and other questions can be 
answered in a number of ways, but in this short outline, just two approaches 
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will be described. Although many applications of cluster analysis involve large 
data sets, here an example with only 22 subjects is considered. 

Table 14.5 shows data on 22 medical vractices in the United Kingdom. The Dunn, G. (1986) Patterns of 
second column in the table (headed 'practice size') gives the nu ibe r  of pa- psychiatric diagnosis in general 

tients registered with the practice over the six years of the study. The other practice: the Second National 
Morbidity Survey. Psychological 

columns give numbers of patients who had experienced one or more episodes Medicine, 16, 573-581. 
of a particular psychiatric disorder. The thirteen disorders are listed at  the 
bottom of the table. 

Table 14.5 Distribution of the thirteen most common psychiatric disorders 
in the UK across 22 medical practices 

Practice Practice Disorder type 
size 1 2  3 4 5 6 7 8 9 1 0 1 1 1 2 1 3  

1 2519 221 68 83 108 70 36 58 1 17 20 7 7 6 
2 1504 281 184 11 3 69 17 0 2 9 1 1 7 0 
3 2161 234 206 112 55 108 63 3 28 18 2 5 3 3 
4 4187 478 608 40 402 156 108 1 1 64 25 12 11 9 
5 1480 76 251 173 159 23 37 4 30 14 1 9 6 3 . 
6 2125 386 142 9 16 113 90 0 0 10 7 15 11 4 
7 6514 1122 742 197 435 81 172 330 193 66 33 22 16 21 
8 1820 208 398 45 14 13 35 5 1 3 4 10 12 9 
9 2671 409 282 512 168 119 45 252 225 41 27 39 5 17 

10 4220 314 429 105 53 65 37 20 1 29 28 23 14 11 
11 2377 72 148 425 120 56 116 3 0 17 6 6 5 2 
12 5009 566 305 123 174 71 99 5 16 28 15 13 9 7 
13 2037 241 207 4 4 37 29 0 1 11 0 3 0 0 
14 1759 390 277 56 68 160 45 17 15 26 32 23 3 2 
15 1767 248 178 61 89 122 70 13 11 16 19 5 6 3 
16 3443 218 185 317 198 164 75 45 89 26 21 13 22 27 
17 2200 212 210 115 104 64 70 85 7 11 12 15 5 1 
18 2639 280 155 286 180 53 74 36 4 27 9 16 4 12 
19 1897 288 224 132 153 79 51 14 15 7 9 9 3 5 
20 2278 331 251 170 439 76 84 9 24 20 8 5 5 7 
2 1 2242 254 303 177 152 148 138 21 53 16 15 16 9 5 
22 2497 330 290 186 215 119 121 21 7 16 26 13 13 9 

1 = anxiety neurosis, 2 = depressive neurosis, 3 = unclassified symptoms, 4 = physical 
disorders of presumably psychogenic origin, 5 = insomnia, 6 = tension headache, 
7 = affective psychosis, 8 = neurasthenia, 9 = enuresis, 10 = phobic neurosis, 
11 = hysterical neurosis, 12 = schizophrenia, 13 = alcoholism and drug dependence 

A number of questions immediately arise with these data. For example, how 
reliable are the data? How clear are the distinctions between the various 
diagnoses? To answer such questions it would be necessary to explore the way 
in which the data were collected, and this would be an important part of the 

statistical investigation: statistical techniques, no matter how sophisticated 
and subtle, cannot be expected to salvage a poorly designed experiment or 
inadequately collected data. Here, however, space limitations mean that we 
are forced to move on, assuming that the data are adequately reliable. 

One question of interest here is whether or not the practices fall into different 
types. That is, whether there are categories of practice, in terms of the 
patterns of psychiatric disorders presented by the catchment population. This 
is precisely the sort of question that cluster analysis has been developed to 
answer. 
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The first thing we might do is adopt some kind of standardization to allow 
for the fact that the sizes of the practices range from 1480 to 6514 people. It  
is pattern of responses, not absolute numbers, that we are interested in. In 
Table 14.6, therefore, the numbers of patients with each disorder have been 
divided by the total practice size to yield proportions (thousandths). Note 
that these proportions do not add up to 1 since in each practice there are 
people who suffered from none of the disorders and also people who suffered 
from more than one disorder. 

Table 14.6 Proportions of patients within each practice suffering from a 
particular disorder (thousandths) 

Practice Disorder type 
1 2  3  4 5 6 7 8 9 1 0 1 1 1 2 1 3  

Our aim now is to study the patterns of the practices to see if they fall into 
natural groupings of similar patterns. 

First, as already noted, we have to decide what we mean by 'similar'. That is, 
we have to define a distance measure between patterns. A common distance 
measure is 'Euclidean distance'. This is just a generalization of the distance 
concept which we use in everyday life and is defined, in our situation, as 
follows. Suppose that we have two practices. If the first of these has pro- 
portion x1 suffering from disorder 1, proportion x2 from disorder 2, and so 
on, we can write the pattern for this case as (XI ,  x2,x3,. . . , x13). Similarly, 
if we suppose that the second case has pattern (yl, y2, y3,. . . , 'gl3), then it 
follows that the Euclidean distance between the practices may be defined as 

J(x1 - ~ 1 ) ~  + (22 - ~ 2 ) ~  + ' + (213 - 913)'. 

To take an example, consider the first two practices. Their patterns are 

and 

(187,122,7,2,46,11,0,1,6, l, l ,  5 , O )  
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respectively. The distance between the two practices is thus 

again measured in thousandths. The more alike the patterns are, then the 
smaller the distance between the corresponding practices will be; while the 
more unlike the patterns are, the larger it will be. 

The geometric interpretation of this measure is that it gives the distance 
between a pair of points in 13-dimensional space. Some approaches to cluster 
analysis use the squared distance, and that is the approach adopted in what 
follows. This distance measure can be used to form an array showing the 
squared distances between each pair of medical practices, as in Table 14.7. 

Table 14.7 Squared distances between each pair of medical practices (x104) 

From this table we can identify which are the two most similar patterns, in 
the squared distance sense. For instance, the most similar practices according 
to Table 14.7 are practices 19 and 22 (with a computed distance of 10); the 
next most similar are practices 21 and 22; the two least similar practices are 
numbers 11 and 14, with a distance of 732 between them. 

One class of cluster analysis techniques identifies the two most similar patterns 

in this way and replaces them by their mean pattern. To do this the mean for 
each of the variables is calculated separately, so that a new pattern of thirteen 
scores results. For instance, practices 19 and 22 can be merged together, the 
resulting single notional practice being given a pattern 

So, starting with 22 'clusters' each of size 1, the next stage yields 20 clusters 
of size 1 and one cluster of size 2. 
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Again the smallest distance is identified and again the closest practices are 
merged, to be replaced by their mean. This process continues until only a 
single cluster remains. By halting the process at some intermediate point a 
collection of clusters is produced, each containing practices that are considered 
'close' to one another. 

Techniques of this kind are called hierarchical for the reason that they hier- 
archically agglomerate subjects into clusters. 

An alternative class of techniques is called non-hierarchical. Such methods 
begin with some initial partition of the cases into clusters and then seek 
to reallocate the cases to optimize some measure of cluster 'quality'. For 
example, a good clustering could be defined as one for which the average 
distance between practices in each cluster is small. (Obviously we need to 
fix the number of clusters beforehand-or else we could make this average 
distance zero by taking as many clusters as there are patterns!) 

The k-means method of cluster analysis, uses a measure of this sort. It 
seeks the partition such that each practice is assigned to the cluster which 
has the closest mean pattern. The method works as follows. 

We shall begin by supposing we want to partition our 22 practices into two 
clusters. That is, we want to see if the practices can be naturally partitioned 
into two groups of practices such that those within a group are similar and 
those in different groups are not similar. To initialize the process take the first 
two practices and regard them as cluster centres. Now sequentially assign each 
of the other .20 cases to that cluster which has the nearer centre. Each time 
an assignment is made replace the cluster centre by the mean pattern of all 
practices now in the cluster. This mean pattern becomes the new cluster 
centre and the next calculation is based on seeing which of the centres is the 

closer. 

Once this has been done we have a partition into two clusters. However, the 
cluster centres will have moved around during the process because, each time 
a new practice was added, the cluster mean (its 'centre') was recalculated. 
This means that although practices were originally assigned to the cluster 
which had the nearer centre, they may not now be in the cluster which has 
the nearer centre. 

To resolve this, the process is repeated, taking each practice in turn and 
assigning it to the cluster which has the nearer mean pattern. Again, after 
each such assignment, the cluster mean patterns are recalculated. (Note that 
this will only be necessary when a practice moves clusters. If it stays where 
it is-because it was already in the closer cluster-then no recalculation is 
necessary.) 

This process is repeated, each time calculating the mean patterns and reallo- 
cating the practices, until no new reallocation of practices is required. 

To follow the process by hand with thirteen variables and 22 cases would be 
quite unrealistic: so we use a computer. This is a good example of the impact 
that the computer has on statistics. Techniques like cluster analysis were 
impracticable before the advent of fast computing power. As a consequence 
the nature of statistics, the way that it is used, and the sorts of questions that 
can be addressed have changed dramatically. 
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A k-means cluster analysis on the 22 medical practices, with k = 2 (that is, 
seeking two clusters) yields 

cluster 1: containing practices 5, 9, 11, 18, 16; 

cluster 2: containing the remaining practices. 

A k-means cluster analysis on the 22 medical practices, with k = 3 (that is, 
seeking three clusters) yields 

cluster 1: containing practices 5, 9, 11, 18, 16; 

cluster 2: containing practice 20 only; 

cluster 3: containing the remaining practices. 

Since there are three cluster centres in this analysis, and since three points 
define a plane, we can plot a scatter diagram of the practices in the plane 
defined by the cluster centres. This is shown in Figure 14.3. Cluster 2, 
consisting of practice 20 alone, is clearly very different from the other practices 
and our analysis has correctly identified this. The practices in cluster 3 form 
a fairly well-defined group of practices, and this is separate from the practices 
constituting cluster 1. This projection of the points onto the plane defined 
by the cluster centres shows that our analysis has been quite effective. What 
is also particularly clear is that it would have been virtually impossible to 
discern this sort of structure from Table 14.5. 

cluster 2 '1 9 
,C 1 cluster 3 

Figure 14.3 Projection of 22 points onto a plane 

Even this example, though too large to be conducted by hand, is small in 
terms of the size of data sets on which cluster analysis is often carried out. A 
recent paper describes the use of cluster analysis to obtain classifications of Jolliffe, I.T., Jones, B. and 
the 108 English personal social services authorities using data from the 1979 Morgan, B.J.T. (1986) Comparison 

National Housing and Dwelling Survey. Twenty variables were used in the of the 
personal social services authorities. 

analysis. Other quite different examples of the application of cluster analysis J,Royal Statistical Society, Series 
are its use in classifying astronomical objects. A, 149, 253-270. 
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14.3 Principal components analysis 

Cluster analysis is a multivariate technique-so-called because it involves mul- 
tiple variables. One hopes, through using it, to  be. able to make some state- 
ment about natural groupings which may occur in the objects being analysed. 

This section introduces another multivariate technique. Here, however, in 
contrast, interest is focused on the variables themselves and on the relation- 
ships between them. The technique, principal components  analysis, can 
be used in a variety of ways. 

For example, it can be used to see whether most of the variation between 
objects, even though they may be measured on many variables, can be at- 
tributed to just a few basic types of difference between them. Jolicoeur and 
Mosimann (1960) measured the lengths, widths, and heights of the carapaces Jolicoeur, P. and Mosimann, J.E. 
of 24 female turtles to see whether differences could be explained simply in (1960) Size and shape variation in 
terms of some overall 'size' factor, or if differences in shape beyond this were the painted Growth, 24, 

also apparent. In statistical terms one will be seeking functions of the mea- 339-354. 

sured variables which show most variation between subjects. The aim might 
be simpler than in this example: one might merely wish to summarize a set 
of measures in the most effective way. One could, for example, take their 
mean, or perhaps some weighted mean. Principal components analysis can be 
thought of as reducing the measurements on each object to a single weighted 
average in such a way that these weighted averages preserve as much of the 
difference between the objects as possible. In effect this replaces the measured 
variables by a single variable, preserving as much as possible of the structure 
of the sample. 

The data used to illustrate the technique is a famous data set described by Jeffers, J.N.R. (1967) Two case 
Jeffers (1967). Nineteen measurements were taken on each of 40 winged aphids s t~di&s in the of 

( A l a t e  adelges).  The data are shown in Table 14.8. principal component analysis. 
Applied Statistics, 16, 225-236. 

One way of thinking about principal components analysis is to view it as 
working in stages. Consider the measurements XI ,  2 2 , .  . . , 219  on the first 
aphid, namely 

We can use this to form a weighted sum of this aphid's scores which we shall 
call y: 

with a set of weights wl to w19. In effect this combines the aphid's scores into 
a single number. For any given set of weights we can do this with all of the 
40 aphids, so producing 40 numbers yl,  y2,. . . , y40. 

Now, different sets of weights will produce different sets of 40 y-scores. These 
different sets will carry information about different aspects of the underlying 
nineteen measurements. For example, weights where wl = 1 and all the rest 
are 0 will simply produce a set of 40 y-scores equal to the measurements on 
the first variable $1, and so will carry information about just that variable. 
Weights where wl = = $ and all the rest are 0 will produce a set of 40 
y-scores which are the averages of the first two measurements for each insect, 
producing information about just these two variables.' 
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Table 14.8 The aphid data (all lengths in hundredths of mm) 

Aphid Variable 

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 

1 = body length, 2 = body width, 3 = forewing length, 4 = hind-wing length, 
5 = number of spiracles, 6 = length antenna I, 7 = length antenna 11, 8 = length antenna 111, 
9 = length antenna IV, 10 = length antenna V, 11 = number of antenna1 spines, 12 = length of tarsus, 

13 = length of tibia, 14 = length of femur, 15 = rostrum length, 16 = ovipositor length, 
17 = number of ovipositor spines, 18 = anal fold (present/absent), 19 = number of hind-wing hooks 
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To address our question-about whether the pattern of differences between 
the aphids can be described in simpler terms than by using all nineteen vari- 
ables-we shall examine the set of weights that produce the 40 y-scores which 
have the most variability between them. So, for example, a set of weights for 
which the aphids had almost identical y-scores would tell us little about the 
variability between them, but a set on which they differed substantially would 
tell us a lot. Such a set of weights would tell us about a key aspect of the 
pattern of differences between the aphids. 

What we are seeking is that particular set of weights which produces the 
maximum variability between the 40 y-scores. In order to make progress in 
this direction we need to clarify what we mean by 'maximum variability'. 
We shall use a measure that is now familiar, namely the variance of the 40 
numbers. So we seek the set of weights which produces the maximum variance 
in the scores yl, y2, . . . , ~ 4 0 .  

The set of weights wl, ~ 2 , .  . . , w19 which achieve maximum variability in the Here, there is a small problem that 
y-scores is called the first principal component of the data. The corre- YOU might have noticed: the 

sponding y-score for each aphid is called its score on the first principal variance in the can be 
made arbitrarily large simply by 

component. making the weights arbitrarily 

It is possible to show that principal components can be calculated from large. The way to overcome this is 
to constrain the weights in some 

the sample correlations calculated for each pair from the nineteen variables ,ay, and for technical reasons the 
measured. The calculations are rather intricate, and would sensibly involve a constraint takes the form 

2 computer. W: +W: + . . . + w19 = 1. 

It turns out that for the given 40 aphids, the single y-score that separates 
them most successfully is given by 

All the X-variables (except, perhaps, x18) provide some measure of the size 
of an aphid. This y-score may therefore be regarded as an overall measure of 
size for each of the 40 aphids. For instance, the size of the first aphid is given 
according to this definition by 

the first aphid is in this sense a little larger than the second, whose size is 
given by 

If all 40 y-scores are calculated, then the aphids can be ordered according to 
this single measurement. 

This way of combining the nineteen measurements to produce a single mea- 
surement of size has other applications: for instance, a question that some- 
times arises is how to combine students' scores on several different examin- 

You can check that 
0 .253~  + 0 .260~  + + 0 .205~  = 1. 
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ations into a single overall score. One way is to find the first principal com- 
ponent. Then the students could be ordered from 'best' to 'worst' according 
to their score on the first principal component, as 

Score = 0.51 X Mechanics 

+ 0.37 X Vectors 

+ 0.35 X Algebra 

+ 0.45 X Analysis 

+ 0.53 X Statistics 

(say). But it is important to note that the one criterion on which the weights 
are calculated is that they should maximize the variation in the students' 
overall scores and make the differences between students as evident as pos- 
sible: the weights do not necessarily reflect any perceived differences in the 
importance of the subjects examined. This must always be remembered when 
calculating principal components. 

A further stage involves calculating the second principal component. This 
involves finding the weights vl, vz, . . . , v19 such that the variance of the 40 
scores calculated using these weights is, in the same way as before, a maxi- 
mum, subject to the constraint v: + v; + . . . + v:g = 1. However, so that the 
previous calculation is not merely reproduced, we also require the weights 
vl, v2,. . . , v19 to satisfy the additional constraint that the 40 scores along the 
second principal component should be uncorrelated with the first set of 40 
scores. The exercise can be repeated to find the third and fourth, and further 
principal components: there are as many principal components as there are 
variables (in this case, 19). 

It can be shown that the sum of the variances in the principal components 
is equal to the sum of the variances in the original variables. This means 
that our exercise of calculating principal components has partitioned the total 
variance in a particularly useful way. Since each principal component will 
have progressively less variance, the first few components show the weighted 
sums which are most important as they explain more of the data than the 
later components. In the case of the aphids, for instance, the first principal 
component yielding an overall measure of size for each aphid accounts for 
72% of the total variation in the data. The first three components account 
for nearly 90% of the total variation. This means that the characteristics of 
each aphid can usefully be summarized in terms of just three variables rather 
than the original 19. Admittedly, variables such as 

0.253 X Body length + 0.260 X Body width + . . . 
+ 0.205 X Number of hind-wing hooks 

or (the second principal component) 

0.001 X Body length - 0.055 X Body width + . . . 
- 0.336 X Number of hind-wing hooks 

do not always have a very obvious interpretation (particularly where there are 

minus signs) but remember, the aim of a principal components analysis is to 
explain as much variation as possible. 
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Sometimes the patterns of weights resulting from a principal components 
analysis turn out to have a useful interpretation. Huba et a1 (1981) were Huba, G.J., Wingard, J.A. and 
interested in patterns of consumption of both legal and illegal psychoactive Bentler, P.M. (1981) A comparison 
substances. They collected data on 1634 school students in Los Angeles show- latent 

ing, for each of the psychoactive substances models for adolescent drug use. 
Journal of Personality and Social 

cigarettes Psychology, 40, 180-193. 

0 beer 

wine 

0 spirits 

0 cocaine 

0 tranquillizers 

0 drug store medications used to get high 

0 heroin and other opiates 

0 marijuana 

0 hashish 

0 inhalents (glue, gasoline, etc.) 

0 hallucinogenics (LSD, mescaline, etc.) 

a score of 1 (never tried), 2 (tried only once), 3 (tried a few times), 4 (tried 
many times), 5 (tried regularly). These scores for each of the thirteen psycho- 
active substances are the thirteen variables which were analysed. 

The correlations between the thirteen scores, calculated from the 1634 sub- 
jects, are shown in Table 14.9. 

Table 14.9 The correlations arising from an analysis of use of psychoactive substances by school students 

cigs beer wine spirits cocaine tranq drug heroin mari hash glue hallu amph 
cigs 1 
beer .447 1 
wine .422 .619 1 

spirits .435 ,604 .583 1 
cocaine . l14 .068 .053 . l15 1 
tranq .203 .l46 .l39 .258 .349 1 
drug .091 . l03  . l10 . l22 .209 .221 1 
heroin .082 .063 .066 .097 .321 ,355 .201 1 
mari .513 .445 .365 .482 . l86 .315 . l50 . l54  1 
hash .304 .318 .240 .368 .303 .377 . l63 .219 .534 1 
glue .245 .203 . l83  .255 .272 .323 .310 .288 .301 .302 1 
hallu . l01 .088 .074 . l39 .279 .367 .232 .320 .204 .368 .340 1 
amph .245 . l99 . l84 .293 .278 .545 .232 .314 .394 .467 .392 .511 1 

The correlations show us several things. First, all the correlations are posi- 
tive-increased consumption of any one of the substances is associated with 
increased rather than decreased consumption of all of the others. However, 
none of the correlations is very large, so that there is not a strong depen- 
dence between any pair of substances. Also, some of the correlations are 
small-some pairs have only a very weak relationship. 
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For these data the first principal component is given by 

0.278 X cigarettes + 0.286 X beer + 0.265 X wine + 0.318 X spirits 

+ 0.208 X cocaine + 0.293 X tranquillizers + 0.176 X drug 

+ 0.202 X heroin + 0.339 X marijuana + 0.329 X hashish 

+ 0.276 X glue + 0.248 X hallucinogenics + 0.329 X amphetamines. 

This component can be regarded as a measure of overall psychoactive sub- 
stance usage. It  says that the greatest single factor distinguishing the students 
(that is, maximizing the variation between them) is the overall extent to which 
they use the substances in question. 

The second principal component is perhaps more interesting. This turns out 
to be 

0.280 X cigarettes + 0.396 X beer + 0.392 X wine + 0.325 X spirits 

- 0.288 X cocaine - 0.259 X tranquillizers - 0.189 X drug 

- 0.315 X heroin + 0.163 X marijuana - 0.050 X hashish 

- 0.169 X glue - 0.329 X hallucinogenics - 0.232 X amphetamines. 

Some of the weights are positive and others negative. In fact, if you study 
this second component carefully you will see that with the single exception 
of marijuana, all the legal drugs have positive weights and all the illegal ones 
have negative weights. What this means is that, having controlled for overall 
level of substance usage, the greatest source of difference between the students 
lies in their use of illegal versus legal substances. This is certainly a useful step 
towards explaining the differences between students' patterns of consumption 
in simpler terms than merely using all thirteen variables. 

14.4 Discriminant analysis 

Cluster analysis, described in Section 14.2, seeks to identify natural groupings 
within a set of objects using measurements made on those objects. In con- 
trast, discriminant analysis begins with a set of objects with known group 
memberships and seeks to formulate some rule, in terms of measurements on 
the objects, so that future objects can be accurately allocated to groups. The 
objects may be of virtually any kind. They could be sick people, and perhaps 
the aim is to classify them to a disease class. Here, the rule may be based 
on whether or not certain symptoms are present and the values of a num- 
ber of measures such as temperature, biochemical indicators, and so on. The 
objects could be spoken words, with the aim being automatic recognition by 
machine. Here, the rule will be based on the intensities of different frequencies 
at different times. The objects could be waveforms, such as those output by an 
electroencephalograph machine, where the aim is to detect anomalous shapes. 
Or the objects could be rocks, and the aim may be to identify the type of a 
new specimen. 

The list is endless. Applications which have been made include disease prog- 

nosis for patients with barbiturate intoxication; diagnosis of non-toxic goitre; 
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diagnosis of keratoconjunctivitis sicca; screening for osteoporosis; prognosis in Keratoconjunctivitis sicca is the 
advanced breast cancer; applications in physical anthropology; machine recog- inflammation of the conjunctiva 
nition of hand-printed numerals; classification of archaeological specimens; and associated with lacrimal 

deficiency. 
comparing methods of preparing fish; quality rating in sheep; palaeontology. 

From a discriminant analysis perspective, all such problems have a similar 
structure. There are two or more classes of objects. There are samples of 
objects from each class. For each object there is a set of measurements. The 
aim is to use the objects to formulate a rule such that a new object, for 
which the class is unknown, can be classified using only the values of the 
measurements on that object. 

Just as there are many methods of cluster analysis, so there are many methods 
of discriminant analysis. The particular approach adopted in this section is 
classical linear discriminant analysis, one of the oldest methods, having been 
originally described by Sir Ronald Fisher in 1936. In this method one seeks a 
simple weighted sum of the measurements such that the groups are maximally 
separated on this sum. That is, we find a set of weights so that we can com- 
pute a single score for each object, much as is done in principal components 
analysis, but now rather than trying to maximize the variance of this score, we 
try to maximize the 'difference' between the groups of scores. More precisely, 
we shall choose the set of weights which maximizes the difference between the 
mean scores of the groups, relative to the standard deviation of scores within 
the groups. Once a suitable set of weights has been found, a new object can 
be classified simply by calculating its weighted sum and seeing which of the 
group mean scores it is closest to. (When we have just two groups, this re- 
duces to defining a single threshold on the scores and classifying a new object 
according to whether its score is above or below the threshold.) 

The method is illustrated here by applying it to data arising from a prob- 
lem of identifying the population from which three historical kangaroo skull 
specimens arose. Measurements have been taken on the three skulls and 
corresponding measurements have been taken on samples from two modern 
kangaroo populations. The true population is known for each modern speci- 
men. Our aim is to use the modern data to formulate a classification rule 
which will allow us to classify the three historical specimens. 

For each of 25 male skull specimens from species M. giganteus (group 1) and 

for each of 21 male skull specimens from species M.f. melanops (group 2), 
eight measurements have been taken: basilar length, occipitonasal length, 
nasal length, nasal width, zygomatic width, crest width, mandible depth, and 
ascending ramus height. These values are shown in Table 14.10. 

The first point to notice is that on each of the variables measured separately 
the two groups have considerable overlap. This is shown in the boxplots in 
Figure 14.4. 

This means that none of the variables alone would not be very effective as a 
discriminant function: on no one of the variables could one place a threshold 
value such that cases with greater scores were predominantly of one class 
while cases with lower scores were predominantly of the other class. This, in 
fact, demonstrates the power of multivariate techniques such as discriminant 
analysis. The,variables individually are not very useful at separating the 
classes. But what about taking them in combination? Taken together, as a 
multivariate set, perhaps the variables can separate the classes quite well. 
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Table 14.10 The kangaroo data 

Group XI 2 2  23 X4 X5 X6 5 7  xs 

Andrews, D.F. and Herzberg, A.M. 
(1985) Data. Springer-Verlag, 
New York. 

The first column gives the species 
group, M. giganteus (1) or M. f. 
melanops (2). The other eight 
columns are the measured 
variables: XI = basilar length, 
2 2  = occipitonasal length, 
5 3  = nasal length, 
5 4  = nasal width, 
25 = zygomatic width, 
56 = crest width, 
x 7  = mandible depth, 
xs = ascending ramus height. All 

1765 1781 766 261 978 38 211 775 measurements are in tenths of mm. 

So, we begin in a way rather similar to principal components analysis. Sup- 
pose we choose a set of weights, wi, and calculate weighted sums of the 
measurements for each subject. For example, for the first kangaroo skull, 
with measurements (1312,1445, . . . ,591) we calculate 

Here sl represents the score for this skull, using these weights. Doing this 
for all 46 skulls gives us 46 scores, divided into two groups. Using these 
we can easily calculate the means of the two sets of scores and their stan- 
dard deviations. (In fact, without going into details, we shall assume that the 

551 
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group 1 

group 2 

(a) Basilar length ( A  mm) 

group 1 

group 2 

(b) Occipitonasal length (& mm) 

group 1 

group 2 

(c) Nasal length (h  mm) 

group 1 

group 2 

(d) Nasal width (& mm) 

Figure 14.4 Boxplots of the  eight variables, kangaroo d a t a  

standard deviations are the same in the two populations and estimate this 
common value-the strategy is exactly the same as that for the two sample t- 
test described in Chapter 8. Indeed, these means and the standard deviation 
allows us to calculate the 'distance' between the means of the two groups, 
taking into account their standard deviation-a straightforward t-value.) 

Now, in principle we can do this for a whole range of sets of weights and 
choose that which leads to the greatest distance between the groups. In 
fact, however, with a little algebra, it is easy to find the particular set of 
weights which maximizes this distance without searching through such sets. 
In practice, of course, it is easier still, because a computer program will do 
the task for us. 

552 
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group 1 

group 2 

(e) Zygomatic width ( h  mm) 

0 100 

( f )  Crest width ( h  mm) 

l group 2 

(g) Mandible depth (h mm) 

group 1 

group 2 

(h) Ascending ramus height (h  mm) 

Using such a discriminant analysis program, the weighted sum of the measure- 
ments which produces a set of scores such that the means of the two groups 
are best separated is given by the set of weights 

Boxplots of the scores of the cases in the two separate groups, calculated using 
these weights, are shown in Figure 14.5. 

group 1 

group 2 

In this case there is no requirement 
for the squared weights W: to sum 
to one. 

I I I I I 

-8 -6 -4 -2 0 

Weighted score 

Figure 14.5 Boxplots of the data, using the weighted store s 
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It is clear that far superior separation has in fact been achieved by using the 
variables together. Moreover, from Figure 14.5 we can also see that if we were 
to adopt a threshold of about -3.5 and classify all cases which had weighted 
sums above this as belonging to the M. giganteus species and all with weighted 
sums below this as belonging to the M.f. melanops species, then we would do 
reasonably well. We would not always classify cases correctly, but we would 
get most of them right. 

We can now classify the three historical cases using this classification rule. 
Unfortunately, several of the measurements are missing for the historical skulls 
(missing data is common with real data sets) so the overall means of these 
variables have been substituted for the missing values. The vectors of measure- 
ments for the three historical cases, once the means have been substituted for 
the missing values, are shown in Table 14.11. Also shown in this table, in the 
far right column, are the S-scores for these cases calculated as weighted sums 
of the original X-measurements, using the weights derived above. 

Table 14.11 The original measured values and their final weighted 
sum, s 

Specimen X I  22 2 3  5 4  2 5  26 x7 28 S 

Comparing the weighted sums with the threshold of -3.5, we see that speci- 
mens A and C are above the threshold and specimen B is below it. We thus 
classify A and C as M. giganteus and B as M.f. melanops. 

In conclusion, by using all of the variables together we have managed to 
produce a classification rule which is superior to that which would be obtained 
by using the variables separately. Discriminant analysis, like cluster analysis 
and principal components analysis, is an example of a multivariate technique. 
Also like them, it is an example of a technique which relies heavily on computer 
power to make it practically feasible. 

14.5 L og-linear modelling 

In many problems data arise as counts of the frequencies with which cer- 
tain categories of response occur. For example, individuals could be classi- 
fied by sex (Male-Female), by response to a treatment (Healed-Healing-No 
change), by age (Young-Middle-aged-Old); a comparison between two stimuli 
may be scored on a five-point scale (Strongly prefer A-Slightly prefer A-No 
preference-Slightly prefer B-Strongly prefer B); the severity of a disease could 
be scored on a four-point scale (None-Mild-Moderate-Severe); and so on. In 
each of these examples the data will be the number of subjects who fall into 
each of the response categories. 

Often interest focuses not on the scores on a single variable, but on the re- 
lationship between two variables. Techniques for the exploration of two-way 
tables called contingency tables were described in Chapter 11. 

In this section, however, our main objective is to extend the problem to a third 
dimension, and explore the relationship between three categorical variables. 

554 
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The data used to illustrate the approach are shown in Table 14.12. These 
arose in a study of the social origins of depression and, in particular, on the 
role of 'life events' in causing depression. Life events are major occurrences 
in one's life which, it is hypothesized, may serve to cause depression, perhaps 
when they occur with certain 'vulnerability factors'. Examples of such life 
events are bereavement, moving house, and changing jobs. Details of the scientific background 

are given in Brown, G.W. and 
The data set shows a three-way cross-classification of a sample of women Harris, T. (1978) Social origins 
from Camberwell in South East London. Whether or not they developed de- depression. Tavistock, London. 
pression is cross-classified by whether or not they had experienced a life event. 

.The table is then split according to whether or not they had an intimate 
supportive relationship. We shall be interested in whether or not the re- 
lationship between life events and depression is influenced by the presence of 
a supportive relationship. 

Table 14.12 Cross-classification of 
depression by life event by intimacy 

Lack of intimacy 
Yes No 

Life event Life event 
Yes No Yes No 

Depression 24 2 9 2 
No depression 52 60 79 191 

We could collapse the three-way table and look at two-dimensional marginal 
cross-classifications. This is achieved simply by ignoring the third variable, Table 14-19 Cross-classification 

so that the counts at  each of its levels are added. Table 14.13 shows such a depression by life event 

table for the cross-classification of depression by life event. Life event 
Yes No 

The number 33 in the top left corner has been obtained by adding the num- 
Depression bers 24 and 9 in Table 14.12-collapsing across levels of 'lack of intimacy'. 33 4 
No depression 131 251 

This new table would allow us to look at  the relationship between depression 
and life events, simply adopting the technique of Chapter  11. However, this 
would ignore the possible effects of other factors. In particular, it would not 
distinguish between those women with a supportive relationship and those 
without. It could be the case that the relationship between depression and 
life events is quite different in the two categories of the third variable. Some- 
how we need to analyse the three-dimensional table in its entirety. 

A great deal of statistics hinges around the notion of linear models. These 
are mathematical models in which the effects of different factors and the 
interactions between them are additive. For example, such a model involving 
two factors could be expressed as the sum of effects due to each of the factors 
separately. And, if it was thought that there was an interaction effect, then a 
model could be built which had an 'interaction term' added in. 

Linear models have appealing properties-for a start, they are mathematically 
very tractable. Without going into details, it turns out to be possible to 
construct a linear model in the present context to predict the logari thm of the 
probability that an object will fall into any particular cell in the three-way 
table. Thus the model allows us to calculate the expected frequencies in each 
cell of the table under the assumption that the model is correct. Then these 
predicted values are compared with those observed. The difference between 
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the fitted model and the data is given in this context by the deviance 

where Oi refers to the frequencies observed in the cells, Ei to the frequencies 
expected, and where the summation is taken over all the cells. The deviance 
has asymptotically a chi-squared distribution. 

To test the hypothesis that the existence of a supportive relationship has no 
effect on the degree of association between the other variables, a model would 
be constructed including terms for the effects of life events, the existence of a 
supportive relationship, and depression; terms for the interaction of pairs of 
variables (the three so-called 'two-way' interaction terms); but no term for the For instance, existence of an 
effect of the existence of a supportive relationship on the degree of association interaction between life events and 
between the two other variables (no three-way interaction: that is, the degree depression mean that the 

chance of depression could depend 
of association between depression and life events does not depend on whether on whether some life event had 
there is a supportive relationship.) been experienced. 

Log-linear models almost always require a computer to calculate the expected 
frequencies, since they rely on an iterative fitting process. The model fitted 
in this case gave a deviance of 0.4814: there are 8 cells in the table and 
our model involves 7 parameters (an overall mean, one for each of the three 
factors, and one for each of the three two-way interactions). Thus we need to 
compare 0.4814 with the chi-squared distribution with 1 degree of freedom. 
The corresponding SP is 0.488. Thus we have no reason to suppose that the 
three-way interaction is necessary to explain the data we have observed: we 
have no reason to suppose that the relationship between depression and life 
events is mediated by the presence of a supportive relationship. 

14.6 Multiple regression analysis 

Earlier in the course, in Chapter 10, you met simple linear regression analysis. 
This was a technique for constructing models to relate two variables together, 
with one of the variables being an 'explanatory' variable and the other a 
'response' variable. Such models can be used in a number of ways. They can, 
for example, allow one to predict the change that one might expect in the 
response variable if a change is made in the explanatory variable. 

In this section the simple regression model is extended to the case when there 
are several explanatory variables: to the case of multiple regression. 

The data we shall use to illustrate the ideas is a subset of data which first 
appeared in 1932 and have since been reanalysed many times. Woods, H., Steiner, H.H. and 

Starke, H.R. (1932) Effects of 
When cement sets, heat is generated and the aim of this study was to see how composition of portland cement on 
the amount of heat is influenced by the composition of the cement. Thus, heat evolved during hardening. 
the response variable was the heat evolved, measured in calories per gram of Industrial and Engineering 

cement. The explanatory variables, summarizing the composition, are per- 24, 1207-1212. 

centages of the cement by weight of three constituents: tricalcium-aluminate, 
tricalcium-silicate, and tetracalcium-alumino-ferrite. The data are shown in 
Table 14.14. Each row of this table shows the values of the explanatory vari- 
ables (xl,  2 2 ,  x3) and the corresponding response (y) for a cement sample. 
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Table 14.14 Heat evolved during 
cement hardening (calories per gram) 

In simple linear regression a model is constructed in which the expected value 
of the response variable is predicted from the sum of a constant term (which 
may be constrained to be zero) and some multiple of the value taken by the 
explanatory variable. This multiple is the slope of the regression line. It can 
be interpreted as showing the effect that a unit change in the value of the 
explanatory variable has on the response variable. 

Similarly, in multiple regression, a model is constructed in which the expected 
value of the response variable is predicted from the sum of a constant term 
and multiples of the explanatory variables. Each explanatory variable will 
have its own multiple and these are called regression coefficients. 

Although superficially straightforward, multiple regression in fact involves a 
number of subtleties. One of the chief difficulties is the question of how to in- 
terpret the regression coefficients. The regression coefficient of an explanatory 

- variable in a multiple regression is not simply the effect that a unit change 
in that variable will have on the response. This would be the regression co- 
efficient one would get from a simple linear regression involving just that one 
explanatory variable by itself-in other words, the slope of the regression line. 
Instead, the regression coefficient in a multiple regression is the effect that a 
unit change in this explanatory variable will produce assuming all the other 
explanatory variables are held constant. Put another way, it is the change one 
can uniquely attribute to the explanatory variable in question. 

Notice that it will not always make sense to ask about the effect of some vari- 
able holding all others constant. In our numerical example, for instance, if we 
had measures of the percentages of all the constituents comprising the cement 
then the question would not be meaningful, since these would necessarily add 
up to 100-it would not be possible to change one without changing some 
others. Fortunately, such complications do not arise in the problem 
and it does make sense to ask about the change in the response variable which 
would follow from changing each constituent without changing the others. 

Our objective in the present situation is to try to build a model which allows 
us to relate the response variable, heat evolved, to the explanatory variables, 
the concentrations of the constituents. Such a model would, for example, 
allow us to predict the heat evolved based on the known concentrations of the 
constituents for a new cement sample. 
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The approach follows the same lines as in simple regression. There, the fitted 
regression line was chosen to minimize the sum of squared deviations between 
the predictions from the regression model and the observed values of the 
response variable. Exactly the same is done here, except that we have several 
regression coefficients to estimate. 

Here, again our computer does the calculations for us. Measures of deviation 
other than a sum of squares could be used, but this is historically the most 
important and certainly by far the most widely used measure. One reason for 
this is its mathematical tractability. However, now that powerful computers 
are readily available, other measures are becoming increasingly popular. This 
is not the place for a comparative discussion of such measures, but it is worth 
noting that different measures have different properties-some, for example, 
are more resistant than others to outliers in the data-so that an informed 
choice can lead to better results. 

Minimizing the sum of squared deviations 

over the 13 data points gives the fitted regression surface 

fji = + &xl  + p2x2 + p3z3 = 48.19 + 1 . 7 0 ~ ~  + 0 . 6 6 ~ ~  + 0 . 2 5 ~ ~  

or 

Heat evolved = 48.19 + 1.70 X (% TA) + 0.66 X (% TS) + 0.25 X (% TAF) 

where the response is measured in calories per gram of cement. 

From this it can be seen that tricalcium-aluminate is the most important of 
the constituents, in the sense that a 1% change in its concentration causes a 
1.70 calories per gram change in the heat emitted while, for example, a 1% 
change in the concentration of tetracalcium-alumino-ferrite only results in a 
0.25 calories per gram change in the heat emitted. Notice that we are only 
able to make this kind of statement about the relative importance of the ex- 
planatory variables because they are commensurate-they are measured in the 
same units (percentage points). If, in contrast, we had a regression model with 
one explanatory variable measured in inches and another in pounds weight, 
such a comparative statement would not be possible. By changing the units 
one could change the apparent importance of each variable. 

In Chapter 10 you learned how to test the hypothesis H. : P = 0 that the 
slope of a regression line is 0 (that is to say, that changes in the value of the 
explanatory variable have no effect on the response). Here, significance tests 
for each of the regression coefficients give rise to very small significance prob- 
abilities (you are spared the details) except in the case where the hypothesis 
H0 : P3 = 0 is tested: the SP is about 0.21. This suggests that tetracalcium- 
alumino-ferrite may be irrelevant to the amount of heat emitted. 

Now, recall that the coefficients in a multiple regression model show the effect 
of each explanatory variable in a model in which the others are held constant. 
If a different model were to be fitted, say, one in which one of the explanatory 
variables was dropped, then perhaps different coefficients would be obtained 
for those remaining. After all, in this model with one less explanatory variable, 
one less variable would be held constant. 
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The relevance of this for our example is that the third explanatory variable, 
tetracalcium-alumino-ferrite, seemed not to have any effect on the response 
variable. Thus, it seems a little pointless including it in the model. We could 
fit a model involving just the other two explanatory variables. 

If this is done the fitted regression surface becomes 

Heat evolved = 52.58 + 1.47 X (% TA) + 0.66 X (% TS) 

In this revised model all of the regression coefficients are significant; and it 
can be shown too that the sampling variance attaching to two of the three 
estimated coefficients (p,, and ,Bl) has been reduced. In general, by fitting the 
most parsimonious model, one obtains less variable estimates of regression 
coefficients. 

We have now achieved what we set out to do. We have constructed a model 
which allows us to predict the amount of heat evolved when cement sets. 
Moreover, as an additional bonus, we can judge the relative importance of the 
individual predictor variables. 

In this particular example, dropping one of the explanatory variables had 
relatively little effect on the regression coefficients of the others. That of 
tricalcium-aluminate changed from 1.70 to 1.47 and that of tricalcium-silicate 
was unaltered. But, in fact, the changes can be dramatic-even being so 
much as to reverse the sign of a coefficient. The fundamental point is that in 
multiple regression each coefficient needs to be interpreted as the effect on the 
response of a unit change in its corresponding explanatory variable when the 
other explanatory variables which have been fitted are held constant. This 
will depend on what other variables have been fitted. 

14.7 And beyond 

The preceding six sections illustrate six statistical tools which are more ad- 
vanced than those you have studied elsewhere in this course. The idea of 
these sections was to demonstrate the sorts of problems that could be tackled 
by more sophisticated methods, rather than to enable you to undertake such 
analyses without further instruction. But, of course, the six chosen illus- 
trations do not go anywhere near covering the complete range of techniques 
available to a statistician. 

However, perhaps the most important classes of topics not mentioned in the 
course are those of experimental design and survey design. All of the 
course, with the exception of just one or two passing references, has been con- 
cerned with how to analyse data once it has been collected: how to use it to 
address the question or questions of interest. In discussing methods of analy- 
sis, attention was drawn to any assumptions those methods may have made. 
For example, in discussing the two-sample t-test, it was stressed, amongst 
other things, that the samples had to be independently chosen from the two 
groups. In order for the test to be valid, the data had to be chosen such 
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that this assumption was satisfied. But apart from such references, there has 
been no discussion of the best way to collect the data. The subdisciplines 
of statistics called experimental design and survey design deal with just such 
issues. They tell us the most efficient ways to collect data to answer the re- 
search questions posed, and the ways to collect data to yield the most accurate 
results. 

A hint at the sort of ideas involved occurred in Section 14.1, when an analysis 
of variance arising from the cross-classification of two factors was discussed. 
You will recall that the data used in the example allowed us to compare the 
two headache types using 22 subjects in each of the two headache groups and 
also allowed us to compare the two treatment groups using 22 subjects in each 
group, but with a total of only 44 subjects, and not the 88 this would seem to 
imply. By controlling how the data were collected we increased the accuracy 
of the analysis without increasing the cost-without requiring larger samples 
to be collected. 

In general, such tools allow great savings in resources and great increases in 
accuracy, and represent one of the really great contributions of statistics to 
scientific rksearch. 

Design represents a whole subdiscipline of statistics that we have not had 
space to discuss. But there are also other areas which are arguably just 
as important. For example, the course is based largely on current statistical 
practice and describes the ideas and methods underlying almost all major stat- 
istical computer packages which are currently commercially available. These, 
in turn, are based on a particular interpretation of probability (the frequentist 
interpretation)-a particular view of what the notion of probability means. 
But there are other views. 

Of these the most important is undoubtedly the subjective view, leading to 
a school of statistics called the Bayesian school. In brief, this school as- 
serts that probability has no objective meaning in the real world, but simply 
represents the degree of belief of the researcher that something is true. Data 
are collected and analysed and this leads to a modification of the researcher's 
beliefs in ways described by appropriate statistical techniques. One of the 
problems with applying such methods until recently has been the mathemat- 
ical intractability of the analyses. Particular forms, often unrealistic, for the 
probability distributions involved had to be assumed in order that the analysis 
could be carried out. In recent years, however, developments have been made 
such that these problems no longer apply. More realistic distributional forms 
can be adopted and the power of the computer means that we can sidestep ana- 
lytic mathematical solutions. It is certainly the case that Bayesian methods 
are growing in popularity and, when Bayesian software becomes readily avail- 
able, they may well compete with traditional methods. 

14.8 Conclusion 

In the preceding sections a number of advanced statistical techniques have 
been presented for probing data and answering questions. Inevitably the 
constraints of trying to cover several such techniques in a short space mean 
that the impression may have been given that such techniques are isolated, 
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bearing little relationship to one another. This is, in fact, not the case, and 
there are many relationships between the methods. Thus, for example, both 
analysis of variance and regression analysis are particular types of a more 
general statistical approach using a structure called a linear model, referred 
to in Section 14.5. This in turn is a particular form of a yet more abstract 
structure called a generalized linear model (of which the log-linear model is 
another special case). Indeed, there is an even broader generalization-to the 
class of additive models. 

It is a simplifying and often misleading misconception to suppose that stat- 
istics is a collection of disconnected recipes, one to be selected and plugged in 
when a research question presents itself. In fact, the subject is more a language 
than a vocabulary, with a rich network of interconnections permitting the 
delicate probing of data. 

The authors have been at pains to point out the central role that computers 
play in modern statistics. Computers mean that older statistical techniques 
can be performed more rapidly; they make feasible methods that had already 
been invented but were too time-consuming to carry out in practice; they have 
permitted the development of entirely new methods; and they have increased 
the size of problems that can be tackled, both in terms of the number of 
variables and the number of cases. It is in no way an exaggeration to say that 
the computer is the essential tool of modern statistics. 

If the past three decades have seen dramatic changes, partly as a result of 
increasing computational power, there is no reason to suppose this will slow 
down or stop. Modern statistics has become a very exciting science, with an 
extraordinary range of tools and methods for probing and seeking structure in 
data, and for answering questions about the world around us. And the future 
promises to be even more exciting. 




