
UNIT 8 SAMPLE SURVEYS 

UK there would be no such problem. In the event, as the years went by, success- 
ive waves of students collected and analysed the pooled data, both regionally and 
nationally. Invariably it was found that although students had selected individuals 
to fill their quotas according to the set criteria, the working-class individuals sam- 
pled by OU students differed in material ways from what was expected for that 
social class in the population at large, and the same was true for the middle-class 
component of the sample Random sampling, if it had been possible, would have 
avoided this persistent and pervasive selection bias, whereas increasing sample 
size did not In general, selection bias will never be overcome by increasing sam- 
ple size, which wlll in the circumstances merely inflate costs to no avail 

At a number of previous places in the text of this unit other non-probability 
methods such as 'opportunity' sampling - the simple expedient of including as 
subjects whoever happens to be available from the population of interest - have 
been mentioned. These methods, or lack of methods, are sometimes referred to as 
'haphazard' sampling, but the term 'opportunity' is preferred because it implies 
usually what is the case, i e. the necessity of accepting whatever is available, with 
no realistic alternative. Thus in a study of new admissions of the elderly to insti- 
tutional care, the sample might be all admissions until adequate sample size has 
been achieved at the only institution, or institutions, available to the researcher. 
Alternatively, data collection could be continued until certain predetermined quo- 
tas were achieved. For example, a quota could be set for the minimum number of 
persons diagnosed as suffering from senile dementia. Note that this differs from 
regular quota sampling, where there is an element of choice in that the field- 
worker selects individuals to fill the quotas It also is not sequential sampling, 
which is a method assuming both independence and random selection, but in 
which sample size is not predetermined. Instead random sampling continues 
sequentially until a pre-established criterion has been met, e.g. that the sample 
includes 30 individuals diagnosed as having senile dementia. The purpose of 
sequential sampling is to find out what sample size will be needed to reach the 
set criterion in the population under study 

Introducing quotas to an opportunity sample might increase the usefulness of the 
data obtained but would probably render the sample even less representative of 
admissions to the institutions concerned than would otherwise have been the 
case. A decision as to which method would be most appropriate would take into 
account the specific interests and needs of the researcher and her or his clients, as 
it would be likely to influence results in some significant way. 

4 ESTIMATION O F  
POPULATION PARAMETERS 
To follow this section you need to understand in principle the main measure of 
central tendency - the mean - and measures of dispersion such as the variance 
and standard deviation You will also need to understand how probability can be 
defined as relative frequency of occurrence, and that it can be represented by the 
area under a curve - by a frequency distribution. 

11 1 ACTIVITY 7 
If you are not famhar w~th any of these concepts, work through Toplc 2 ('Mak~ng sense of 
measured data') on the NUMERACY computer-ass~sted leammg d~sc, and the sect~ons of 
Toplc 3 ('Loolung for d~fferences') on means and standard dev~at~ons, before cont~nu~ng. 

Figures 2, 3 and 4 are intended to refresh your memory. Figure 2 is a histogram 
showing the heights for a sample of 1,052 mothers. The central column of this 
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He~ghts of mothers in inches 

Figure 2 Dzstm'bution of heights in a sample of 1,052 mothers 
(Source data onginally from Pearson and Lee, 1902) 

histogram tells us that about 180 mothers in the sample were between 62 and 63 
inches high. From the column furthest to the right we can see that almost none 
were over 70 inches hlgh. Histograms are simple graphical devices for showing 
frequency of occurrence. You will be famlliar with this idea from the 'Making 
sense of measured data' topic on the computer-assisted learning disc, but study 
Figure 2 carefully before readlng further so that you can relate what you have 
learnt previously to the present context. 

He~ghts of mothers in inches 

Figure 3 Mothen' heights histogram and supemmposed normal curve 

Figure 3 shows another way of representing this same information, this time by a 
continuous curve - but the histogram has been left in as well, so that you can 
see that the curve does fit, and that either method provides a graphical represen- 
tation of the same Information Mothers' heights are a continuous measure, and in 
a way the curve seems more appropriate than the histogram. But the histogram 
makes it clear that what is represented by the area wlthin the figure, or under the 
curve, is frequency of occurrence Thus the greatest frequency, i e the most com- 
mon helght for the mothers is the 62 to 63 inch interval. Reading from the curve, 
we can more accurately place this at 62 5 mches. Check this for yourself. 

Now look at Figure 4. Here only the curve is shown, together with the scale on 
the axis, plus some additional scales and markings Take your time, and study 
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these carefully. Note first of all that the total area under the curve from its left 
extreme to its right extreme represents the variation in height of all 1,052 mothers. 
It is important to understand the idea of the area representing, in the sense of 
being proportional to, the variation in the mothers' heights. Some other matters 
need revision before the additional scales shown on this figure are explained, and 
we will also, for the moment, defer explanation of the areas on the figure marked 
off as 68 per cent and 95 per cent of the total area under the curve. 

You will recall that the mean is simply the total height of all mothers, added up 
and divided by the number of mothers, i.e. the arithmetical average. The mean is 
at the centre of the distribution shown in Figure 4. Half of the mother's heights (50 
per cent or 0.5 as a proportion) are above the mean and half are below it. The 
standard deviation is also an average, but not an average representing where the 
centre of the distribution is but how it is spread out, 1.e an average of the disper- 
sion. The standard deviation of a population is found by calculating the mean; 
finding the difference between each value and the mean; squaring each of the 
differences (deviations) so obtained; adding them all up; dividing by the number 
of values averaged, and finding the square root of the final answer to get back to 
the original scale of measurement. If you read through the preceding sentence 
quickly it might seem complicated, and standard deviations may remain a mystery. 
If you are still unsure on this idea of averaging the dispersion then re-read slowly, 
and perhaps use a pencil to re-express the procedures described in your own 
words. 

Better still, using only the lnfonnat~on p e n  In the preceding two paragraphs calculate the 
mean and the standard devlatlon of the followmg numbers: 

and also for 
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Compare the two means and the two standard deviations, and make a note of any way 
in which they are similar, or different Check your results against those given at the end of 
the unit. 

In the preceding paragraphs to provide a clear account of what the mean and the 
standard deviation (SD) represent it has been assumed that the simple set of num- 
bers 

form a complete population. If, however, they represent a sample from a popu- 
lation then an adjustment would be needed to allow for the fact that the standard 
deviation is a biased estimator of the population standard deviation. It does seem 
intuitively obvious that the dispersion in a sample drawn from a population must 
on average be less than the dispersion in the total population. Also, that the 
smaller a sample is, then the greater the comparative effect of this bias will be. For 
that reason when the SD of a sample is calculated, rather than that of a popu- 
lation, the divisor in forming the average of the squared deviations from the mean 
is not the sample size n, but n - 1. 

Now, to return to Figure 4: the point about this curve is that it follows a well- 
known mathematical model, the normal distribution, and is completely described 
by its mean and standard deviation. Once you know the mean and SD of any 
normally distributed variable, then you can say precisely what shape the distri- 
bution will be, and whereabouts within this shape any particular value will fall. 
This will be a statement about probability of occurrence 

Thus if you had the height of just one mother there would be a 100 per cent (near 
enough) probability that it would fall somewhere under the curve shown. There 
would be a high probability that its actual value would be somewhere between 1 
standard deviation above and l standard deviation below the mean, since 68 per 
cent of the area of the curve in any normal distribution is in this range. There 
would be a low probability of it being greater than 2 standard deviations above 
the mean, because less than 2.5 per cent of the area under the curve is that far 
above the mean. You can see this in Figure 4 where the proportions of area within 
the ranges of 1 and 2 standard deviations above and below the mean are shown. 

Before moving on let us consider one further example using different data. Sup- 
pose the mean IQ of a sample is 100 and the SD is 15 Then one individual with 
an IQ of 145 would be 3 standard deviations above the mean. This person's IQ 
would be located at the extreme right-hand side of the curve This far out the area 
under the curve is a very small proportion of the total area. Finding an IQ this 
high in a sample with mean 100 and SD 15 is a rare event. The probability for the 
occurrence of this event is very low, and can be calculated precisely. 

Finally, Figure 4 includes two new scales drawn beneath the horizontal axis. The 
first simply replaces each value by its deviation from the mean. These are devi- 
ation scores. If you summed them, they would add to zero They are expressed in 
inches, as that is the scale of the variable represented, 1.e height. Negative values 
give inches below the mean, positive values are inches above the mean Do not 
read on until you have looked back at the figure to check the deviation score 
scale. 

Below the deviation scores is a further scale for the horizontal axis. This is marked 
out in z-scores These have been obtained by dividing each deviation score on the 
line above by the standard deviation, i.e. the deviations from the mean are no 
longer expressed in inches, but in standard deviation units. (You met these in Unit 
6, where they were used to 'normalize' data on health and material deprivation.) 

The crucial point to grasp is that, whatever units are used on the horizontal axis, 
the frequency distribution above the axis remains unchanged. All we have is three 
different ways of representing the same thing. These are mothers' height in inches, 
mothers' height in deviation scores, and mothers' height in z-scores (sometimes 
called standard scores) You can read off that the average mother is 62.5 inches 
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tall, or that her height as a deviation from the mean is zero, or that her helght on- 
a scale of standard deviations from the mean is zero 

These three different scales for reporting mothers' height go beyond just a matter 
of convenience, such as changmg from inches to centimetres To say that a mother 
is 62.5 inches high tells us just that. But to say that a mother's height expressed as 
a z-score 1s 0 tells us that in this sample the mother 1s precisely of average height. 
A mother with a height of +2.5 on this scale is a very tall woman, and we could 
say what the probability would be of finding someone that tall by working out 
what proportion of the total area under the curve is 2.5 SD above the mean. Simi- 
larly a mother with a z-score of -2.5 would have a low probability of occurrence. 
In practice we will not need to calculate these probabilities because they will be 
the same for any normal curve and can be found in a table, for example m the 
Statistics Handbook This is an advantageous characteristic of z-scores, not present 
when the measurements were expressed in the original scale of inches Another 
advantage of z-scores is that they provide a common scale for measurements 
initially made on different scales (It was for this purpose, among others, that they 
were used in the health and material deprivation study in Unit 6.) 

To conclude this revision, consider that Figure 4 represents a random sample 
drawn from all mothers in the UK early in this century We have calculated the 
sample mean, and by using the standard deviation and a mathematical model - 
the normal distribution - we have found a method of calculating the probability 
for the occurrence of any individual data item in that sample, which at the same 
time provides a common scale of measurement for any normally distributed vari- 
able, i.e. standard deviation units, or z-scores 

HOW SAMPLE MEANS ARE DISTRIBUTED 

In the previous subsections a method was developed for calculating the prob- 
ability for the occurrence of any individual data item in a sample for whlch the 
mean and the SD were known This involved the simple expedient of re- 
expressing the scale of measurement as one of z-scores. We have seen what 
z-scores are in SD units. A z-score of +1.96 is 1.96 standard deviation units above 
the mean. A z-score of -1 96 is 1.96 standard deviation units below the mean For 
any normal distribution these values mark off the lower and upper 2.5 per cent of 
the area under the curve. Thus a value which is outside the range of + or -1.96 
SD from the mean has a probability of occurring less than five times in every 100 
trials This is usually written as p < 0.05. 

U ACTIVITY 9 

If you are st~ll havmg difficulty w~th the ~dea of the normal distnbut~on, look again at the 
sect~on on it In Topic 2 of the NUMERACY computer-ass~sted learnmg d~sc ('Makmg 
sense of measured data'). 

The important pomt to keep in mind for the remainder of Section 4 is that we wdl 
no longer be considering individual items of data, from which one mean value is 
to be calculated, but just mean values themselves. We are concerned with mean 
values because we want to know how confident we can be that they are accurate 
estimates of population parameters. 

Can we use the method of the prevlous subsection for finding the probability not 
of encountermg one individual data element of a particular value, e g. one woman 
62.5 inches high, but for finding the probability for the occurrence of a sample 
mean of that, or any other, size? Well obviously what would be needed to do this 
is not a frequency distribution of data values, but a frequency distribution of sam- 
ple means. Using a statistical package called Minitab I have generated just such a 
distribution (Minitab, 1985). I have used a random number generator to draw 100 
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Height, mches 

Figure 5 Distributzon of simulated mothers' heights in a single random 
sample, mean = 62.49, SD = 2.45 

samples, each with n = 1,052, from a population with the same mean and stan- 
dard deviation as shown in Figure 2, i.e. mean = 62.49 and SD = 2.435. This is as 
if I had measured the heights of 105,200 mothers, 1,052 at a time. Just one of 
these samples is illustrated in Figure 5. It has a mean of 62.49 and SD is 2.45. Both 
are close to the population values. A histogram including this mean and means for 
the other 99 samples can be seen in Figure 6 with the horizontal scale (inches) the 
same as for Figure 5, but with the vertical scale (frequency) reduced so that the 
columns fit on the page. 

Heght, inches 

Figure 6 Distribution of mean simulated heights from a hundred random 
samples, mean = 62 498, SD = 0 0 74 

The mean of the means given in Figure 6 is 62.498 much the same as for the full 
sample, but the SD is dramatically reduced to only 0.074. Clearly a distribution of 
sample means is more closely grouped around the central value, than is a distri- 
bution of data values. So that you can see that within this narrower range the 
individual means do follow a normal distribution, Figure 6 has been redrawn as 
Figure 7 with more bars. Note that the range of mean values in Figure 7 is from a 
minimum of 62.25 to a maximum of 62 75 ,  in contrast to the sample data in Figure 
5 where it is from 55.0 to 70.0 - a range of less than 1 inch, compared to a range 
of 15 inches. 

Armed with the information in Figure 7 ,  we can now put a probability on dfierent 
means, i.e. determine their relative frequency We can see, for example, that a 
mean of 62.75 is in the top extreme of the distribution This mean would have a 
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Height, mches 

Figure 7 Dzstribution of mean simulated hezghts from a hundred random 
samples (same results as zn Figure 6, but scaled for more detailed display) 

z-score of +3.62, and from statistical tables I have found that the probability of 
obtaining a z-score with this value is only p < 0.0001, i.e. only 1 in 10,000. A 
sample from the present population with this mean would indeed be an excep- 
tionally rare event. 

This is all very well, but if a researcher has undertaken a sample survey, and has 
calculated a mean value for a variable of interest, what would be the good of 
knowing that if many more samples were randomly selected and a mean calcu- 
lated for each of them to give a d~stribution of sample means, then probabilities 
could be calculated? Fortunately these are just the kinds of problems where statis- 
ticians have come to the aid of researchers, and have provided a simple but accu- 
rate method of estimating from just one sample of data - provided it has been 
randomly sampled - what the standard deviation (which we will refer to as stan- 
dard eml ;  SE, which is represented by a capital S as indicated in the Statistics 
Handbook) would be for a distribution of sample means from the same popu- 
lation. The formula for doing this, together with an example of the calculations, is 

where s is standard deviation and n is sample size We can make these calcula- 
tions for the data given in Figure 5 where the mean is 62.49 and the SD is 2 45. 

Hopefully you will be amazed at just how simple this procedure is. The standard 
deviatton whtch we have just calculated is given the special name of standard 
error because it is used to estimate the sampling error associated with one specific 
sample mean. The standard error of a mean is an estimate of the standard devi- 
ation of the dtstribution of sample means. 

Now since the standard error is the standard deviation of a distribution of sample 
means and these are normally distributed, then 95 per cent of the values in that 
distribution are within the range of f 1.96 standard deviations from the mean, 1.e 
approximately + 2 standard deviations from the mean In the present example that 
gives a range from approximately 0.15 below to 0.15 above the mean (2 X 0 0761, 
i.e. from 62.34 to 62 64. We can be 95 per cent confident that the true population 
mean will be somewhere within this range. 
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Notice how close the value we have just calculated by weighting the SD of one 
sample by the square root of the sample size, i e. 0.076, is to the true SD of the 
distribution of sample means, which we do have in this case, i.e 0.074 

4.2 THE STANDARD ERROR OF A PROPORTION 

Often survey findings are expressed not as mean values, but as proportions or 
percentages For example, a finding might be that 36 per cent of all households 
use brand X to wash the dishes Assuming that this assertion is based on a sample 
survey for which 1,000 households were sampled, what would the likely margin 
of error be? Provided sampling was by a probability method, e.g. simple random 
sampling, then an unbiased standard error can be calculated 

The theory behind calculating descriptive statistics and standard errors for pro- 
portions is harder to follow than is the case for means This is because it involves 
using what is known as the binomial distributzon. This distribution is appropriate 
when a proportion p of the members of a population possess some attribute. The 
proportion which does not possess this attnbute will be 1 - p. This is written as g. 
Thus for the example above 

and 

It is often not realized that a proportion is itself a mean For example, suppose 
that we had a sample representing the possession, or the lack of, an attribute The 
sample is n = 10 and possession is coded as 1 and non-possession as 0. If SIX 

mdividuals in this sample possessed the attribute then the data would be 

and this would give 

But if we average the ten numbers we will get exactly the same value 

mean = 6/10 

If the variable coded by these data were gender, then it would seem strange to 
say that the mean maleness (or femaleness, depending on what the code of 1 
represented) was 0.6, but if we did, it would amount to the same as saying that 
the proportion of the sample who were male was 0 6, or 60 per cent. 

With this in mind it will not surprise you to learn that the formula for the approxi- 
mate standard error of a proportion looks much the same as that for the standard 
error of the mean provided sample size is large, i.e. the term which makes the 

division is the square root of the sample size. As the SD of a proportion is 6 
then the standard error is calculated as. 

For the example given above where 36 per cent of the households in a sample of 
n = 1,000 were found to use brand X to wash the dishes, the approximate stan- 
dard error can be calculated as follows: 

= .\l0.00023 

= 0.015 

Thus, the 95 per cent confidence limits will be: 

k 196 X 0 015 
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which is close to 0.03 or 3 per cent. Accordingly, we can be 95 per cent certain 
that if we drew another sample of 1,000 from the same population, and tested 
them exactly the same way as for the first sample, then the proportion of house- 
holds found to be using brand X would be within the range of 33 per cent to 39 
per cent (36 per cent plus or minus twice the standard error, approximately) This 
range is referred to as the 95 per cent confidence limits for the proportion found 
in the survey to use brand X. A common way of writing this result is 36% f 3%. 

I 1 ACTIVITY I0  

Table 2, below, contains the mean, sample standard dev~at~on, and sample slze for four 
var~ables Calculate the standard error and 95 per cent confidence lnterval for each of 
these. 

Table 2 

Variable Mean SD n 

Age, years 1.17 0.61 36 

Birth we~ght, kg 2.65 0.54 3 6 

We~ght, kg 653 1 58 36 

Mother's age, 23.84 5.63 25 
yean 

Every sample statistic - the mean, median, mode, the standard deviation itself, a 
total, or a proportion - has a standard error which can be estimated from just 
one random sample when it is needed. As we have seen, knowledge of standard 
error enables statements about probabilities For example, comparing how far 
apart two means are in terms of standard errors provides a test of whether the two 
means differ by more than chance; this is discussed in Block 4. 

Formerly a lot of time could be spent learning formulae and calculating confi- 
dence limits and significance levels using standard errors. However, in research, 
calculations are now done by computer. Thus the details of statistical formulae are 
not important to survey researchers What is important is that the method being 
used and its assumptions are fully understood In this case you need to under- 
stand thoroughly what is meant by a distribution of sample means, and how the 
standard deviation of this distribution can be estimated from one sample. Further, 
you need to understand the use to which this SD is put in its role as standard 
error of just one sample mean Working through the simple calculations above will 
help develop this understanding 

A final important point should be mentioned, although space does not permit it to 
be developed in any way. Very often in social and behavioural science, data distri- 
butions do not look at all normal, and it might seem that procedures which 
assume a normal distribution cannot be used. However, firstly, various things can 
be done about this, including transformation of the scale to one which is normal 
for the measure concerned. Secondly, the relevant mathematical models require 
that the underlying variable which is being measured is normally distributed, and 
it is to be expected that individual samples (especially small samples) will look 
rather different. Thirdly, and this is the most fortunate point of all, even if the 
population distribution is far from normal, as sample size increases the distribution 
of sample means from that population will move closer and closer to the desired 
normal form, thus permitting valid statistical inferences to be made about those 
means. This statement rests on a fundamental theorem in statistics (the central 
limits theorem). This theorem justifies much of the data analysis undertaken when 
quantlEjing and estimating the reliability of survey research findings (Stuart and 
Ord, 1987). 


