
Chapter 8 

Testing hypotheses 

This chapter is about using statistics to test the validity of claims, propositions or hy- 
potheses. There are several ways of doing this, and the area is one which continues 
to excite some controversy among philosophers of statistics. Essentially, however, 
most approaches to testing reduce to the same question: does the sample we have 
collected support the claim made about characteristics of the population, or is there 
evidence that the claim may be false? 

In Chapters 6 and 7 samples of data were collected in order to explore proper- 
ties of the population from which those samples were drawn. Point and inter- 
val estimates were made for population parameters. The point has repeatedly 
been made that statistics derived from a random sample (for example, the 
sample mean and variance, and estimators generally) are themselves random 
variables. In this respect, point estimates only 'suggest' corresponding values 
for an unknown parameter. Arguably more usefully, confidence intervals de- 
rived from data can be used to suggest a range of plausible values for the 
parameter. In this context, the variation is evident in the upper and lower 
confidence limits, which are themselves random variables. 

This chapter completes the investigation by providing you with methods for 
investigating claims. Examples of the sorts of claims advanced that are 
amenable to statistical examination include the following. 

Eight out of ten dogs prefer Pupkins to any other dog food. 

Women enjoy watching soccer as much as men do. 

Drug A is better at bringing pain relief than drug B is. 

Before considering how such a claim might be tested, it is important to be 
absolutely clear about what it means, for only then can a suitable testing 
procedure be devised. 

Let us consider the first claim, possibly advanced by the manufacturer of the 
dog food in the course of an advertising campaign: 'Eight out of ten dogs 
prefer Pupkins to any other dog food.' This is not too problematical: it 
appears to mean that in the relevant population of dogs (perhaps all those in 
Britain), 80% of dogs presented with a choice of all available dog foods would 
select Pupkins; the other 20% would make a selection from the remainder. 

One way to test this would be to take a sample of dogs from the population of 

dogs in Britain, offer them the full array of available foods, and keep a record 
of which of them preferred Pupkins to all others. (There are some problems 

At the time of writing, there is no 
dog food on the market called 
Pupkins, and no allusion to any 
other trade name is intended here. 
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of definition here: does the phrase 'any other dog food' mean 'any other dog 
food you can buy in the shops' or could it mean 'anything at  all one might 
reasonably offer a dog to eat'? This second interpretation, if it is not too 
extreme an interpretation, raises real problems for the designer of the testing 
strategy.) 

This could be an expensive test in the cost of materials, and not necessarily an 
easy one to apply: it is not entirely clear how you persuade a dog to abstain 
from eating for as long as necessary for it to be made aware of the choice 
available. Maybe some alternative design, in which different dogs are offered 
a limited choice in different combinations, but where relevant conclusions 
about preferences could still be drawn, could be contrived: it is this sort of 
problem that it is one of the tasks of a statistician to address. 

Notice that there is implicit in the claim the idea that 'at least 80% of dogs 
prefer Pupkins'. One would not enter into dispute with the manufacturer 
if the evidence suggested that, say, 85% or 90% of dogs preferred Pupkins. 
(One might advise a manufacturer in these circumstances that their claim 
was, if anything, rather modest.) One would contest the claim only if there 
was evidence that their claim was inflated, and that in fact the underlying 
proportion was less than 80%. This is an example of what is known as a 
one-sided test. 

If in a small sample of 20 dogs, only 15 dogs showed the claimed preference 
for Pupkins, an observed sample proportion of 75%, only an unreasonable 
person would challenge the claim of an underlying 80%, for there is the usual 
perturbing feature of random variation to understand and make allowance 
for. Perhaps only if as few as 11 or 12 dogs, say, demonstrated the claimed 
preference (only just over half of the sample) would one seriously begin to 
doubt the manufacturer's figure. Or perhaps fewer still, if one wanted really 
strong evidence against it. (You might usefully pause for a moment here, 
and ask yourself at  what point you would start to entertain doubts about 
the claimed preference level.) What constitutes sufficient evidence to reject a 
claim or hypothesis, or at least to cast doubt upon it, is what this chapter is 
all about. 

The second claim was 'Women enjoy watching soccer as much as men do.' 
Again, it is useful to spend a short time being specific about what this means. 
It could refer to a kind of measure of enjoyment to be taken on people indulging 
in various activities (eating, watching television, listening to music, doing 
housework, and so on). Perhaps the statement means that in the population 
of women, the distribution of this measure for watching soccer is the same as 
the distribution of the measure among men. In principle this claim could be 
tested, though it begs the question of how the measurement might be taken. 

Alternatively, the intention behind the claim could be that in the population 
of those who enjoy watching soccer, the number of women is not substantially 
different from the number of men. This is a more easily comprehended notion, 
probably a reasonable interpretation of what was intended, and certainly one 
that is more easily tested. One might sample the spectators at one or more 
soccer matches, and count the men and women sampled; then devise some 
procedure for assessing whether or not the proportion of women is substan- 
tially different from $-that is, whether the sampled proportion is very much 
less than or very much greater than $. In either case, the claim would 



be rejected in the face of evidence to the contrary. This is an example of a 
two-sided test. 

(But it is still not entirely obvious that we have selected quite the right test 
procedure here. Is !j the appropriate fraction to test? Were 'men' and 'women' 
intended to include boys and girls? Some of them enjoy watching soccer. Did 
the word 'watching' mean 'at a football ground' or was the intention to cover 
television broadcasts of games? Finally, was the real intention behind the 
claim that 'women enjoy watching soccer at least as much as men do (contrary 
to what you might think)'? In which case the appropriate test would be one- 
sided.) 

As regards the final example, 'Drug A is better at bringing pain relief than 
drug B is', similar questions are raised. What does the word 'better' mean in 
this context? Faster? More efficacious at relieving intense pain? Or merely 
more cost-effective? Once that is clarified, a test procedure may then be 
designed. Here, it is worth noting that no numbers are included in the claim 
(like the explicit 80% in the first example). We are not (for the purposes of 
exploring the hypothesis) concerned with the absolute performance of drug A 
or of drug B, but with the difference in their performance. Notice, incidentally, 
the claim that drug A is better than drug B, not merely different from drug B: 
an appropriate hypothesis test in this case will be one-sided. 

Usually matters do not require this sort of microscopic and pedantic interpret- 
ation, but it is important to be very clear about what is being claimed, and 
what is being tested, and how. The British physicist, mathematician, biol- Fisher himself claims not to have 
ogist and geneticist, Ronald Aylmer Fisher (1890-1962) of whom more later, been a mathematician, though 

and whose contributions to the discipline of statistics are immense, viewed biographers 'lassify him as 
one! 

hypothesis testing as an art, not reducible to a procedural task list. He wrote: 
'Constructive imagination, together with much knowledge based on experience Fisher, R.A. (1939) On "Student". 
of data of the same kind, must be exercised before deciding on what hypoth- Annals of Eugenics, 9, 1-9. 

eses are worth testing, and in what respects. Only when this fundamental 
thinking has been accomplished can the problem be given a mathematical 
form.' 

In Section 8.1, a straightforward approach to testing is taken as follows. First, 
the claim is reinterpreted as a statement about the value of some unknown 
population parameter. Then a random sample is taken from the population 
in such a way that light is shed on the value of the parameter: in particular, 
so that a confidence interval can be developed for it. This means that we 
will need a probability model for the variation observed. If the confidence 
interval contains the hypothesized parameter value, then the conclusion is 
reached that the sample provides no evidence to dismiss the claim. However, 
if the interval does not contain the hypothesized value, then the conclusion is 
reached that there is evidence to doubt the claim. 

In this way, a decision rule has been developed for deciding whether or not 
to reject a hypothesis. Notice that the decision rule will depend on the level 
of confidence adopted. ,As a method for illustrating the approach, tests will 
be described in this section for hypotheses about the value of a Bernoulli 
parameter p and for a Poisson mean p. 
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Notice, incidentally, the wording used here: whatever the results .of the test, 
there is no implication that the clairn is accepted as 'true'. There is a principle 
of falsifiability rather than verifiability in operation here. A hypothesis is 
either rejected in the light of the evidence, or not rejected (because there is 
insufficient evidence to reject it). In other words, statistics may be used not 
to prove the truth of something, merely to provide more or less evidence for 
its falsity. 

In Section 8.2, an approach called fixed-level testing is taken. The approach 
is similar to, but not quite the same as, the approach outlined in Section 8.1. 
Tests for the value of a normal mean p are described, and in particular you 
will learn about Student's t-test for dzerences. This latter test is appropriate 
where the same individual has had two measurements taken under different 
circumstances (for example, pulse rate before and after light exercise, or re- 

' action times one hour after ingesting alcohol and after a day's abstinence) 
and the main question is whether perceived average differences are 'real', or 
merely manifestations of random variation. 

In Section 8.3, an approach called significance testing is described; this is the 
approach that is followed in the rest of the chapter. The main feature of a 
significance test is that rather than provide a decision rule for the rejection of 
a hypothesis (though it can be used to provide a decision in a very straightfor- 
ward way), it provides an assessment of the extent to which the data support 
the null hypothesis. Again, a number of specific tests appropriate to particu- 
lar circumstances are described. Some of the tests involve rather awkward 
arithmetic calculations, the details of which you are spared, but as in other 
parts of the course it is assumed that you have access to statistical software 
which would enable you to perform these tests yourself. For larger samples, 
the central limit theorem applies and approximate normal distribution theory 
can be used. 

In practice the three approaches involve some assumptions and procedures 
that are common to all: the differences reside mainly in the form of words in 
which the conclusions of tests are stated. In most usual situations, the results 
of a significance test can always be called upon to provide a decision, while 
the first two approaches do not allow the casual assessment of data that a 
significance test permits. 

In all of these first three sections, we shall be dealing with one-sample tests. 

These are tests where a random sample has been drawn from a single popu- 
lation in order to test some claim about the characteristics of that population. 
This provides an easy context in which to introduce the testing approaches. 

However, it is more commonly the case in practice that what is being tested 
is a claim that two populations are similar in some respect. To proceed with 
such a test, samples are drawn from both populations and any differences 
between the two samples are scrutinized for their importance. Are they 'real' 
differences, or merely evidence of random variation? These questions are 
addressed in Sections 8.4 and 8.5. In Section 8.4 we shall study the two- 
sample t-test, one of the most important comparative tests available to the 
statistician. In Section 8.5 some exact tests for small samples are described- 
again, the arithmetic can become very awkward, and it is assumed that you 
have a computer available to you when you need to perform these tests. 

In fact, in stating the conclusion of 
a test one might speak loosely of 
'acceptance' of the null hypothesis, 
or of the null hypothesis being 
'true', if for no other reason than 
that the language is sometimes less 
awkward. But you should be aware 
of the problems involved in 
attempting to use statistics to 
'prove' something. 
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8.1 An approach using confidence 
intervals 

8.1.1 Exact tests 
In this approach, direct use is made of confidence intervals developed accord- 
ing to the methods of Chapter 7. The aim of this approach is to determine 
from data whether or not a hypothesized parameter value is plausible, by list- 
ing those values that do seem plausible and seeing whether the hypothesized 
value features on the list. This approach can be illustrated most easily by 
means of an example. 

Example 8.1 Testing a hypothesis about a proportion 
This example is about testing the random generator within a computer pro- 
gram. As you saw in Chapter 3, Example 3.17, where a faulty program gen- 
erated a perfectly regular sequence of the ten digits O,1,2,. . . , 9  

there is more to a strict test in this context than a simplistic assessment of More sophisticated tests for 
digit frequencies; but, for the moment, let us keep things simple. sequences are developed in 

Chapter 12. 
The problem in this case is to use a computer to simulate successive rolls of 
a perfect die, and to count the proportion of 6s. If the observed proportion 
is sufficiently close to $, then the program will be deemed satisfactory. If not 
(i.e. too many 6s, or too few), then the program will be called unsatisfactory 
and some alternative way found to simulate the rolls of the die. 

The results of 100 rolls are shown in Table 8.1. In what is intended to be a se- 
quence of Bernoulli trials (or, strictly speaking, since the computer algorithm 
is really rather complicated, in what is intended to be indistinguishable from 
a sequence of Bernoulli trials) a 0 indicates that a 1 ,2 ,3 ,4  or 5 was rolled; a 
1 indicates a 6. 

Table 8.1 Throwing a 6: computer simulation 

In this example there were ten 6s thrown in a total of 100 rolls of the sup- 
posedly fair die, rather fewer than expected. The question arises: does this 
experiment provide any substantial evidence that the die is biased (that is, 
that the program generating the throws is flawed)? 

An exact 90% confidence interval for p, the underlying proportion of 6s, is 
provided by the methods of Chapter 7; assuming a binomial model B(100,p) 
for the number of 6s to occur in 100 rolls of the die, it is 

A confidence interval can be used to provide a decision rule for a test of 
a hypothesis about the value of a model parameter. The most noticeable 
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feature of this confidence interval is that it does not contain the theoretical 
(or assumed) underlying value p = i = 0.1667. The conclusions of this simple 
test may be stated as follows. 

In a test of the hypothesis that p = i ,  there was evidence at  the 10% level of 
significance to reject the hypothesis in favour of the alternative that p # i; 
in fact, having performed the test, there is some indication from the results 
of the test that p < i. W 

There are a number of features of the testing procedure to notice here. Most 
obviously, the raw material for the statistical testing of a hypothesis is the 
same as that for the construction of a confidence interval: we require data; 
we need an underlying probability model; and we need to have identified a 
model parameter relevant to the question we are interested in answering. 

What has altered is the form of the final statement: rather than listing a range 
of credible values for an unknown parameter, at some level of confidence, a 
statement is made about whether or not a hypothesis about a particular 
parameter value is tenable, at some assigned level of significance. Notice 
that in this example the significance level has been expressed as a percentage, 
and is equal to 100 minus the confidence level used to perform the test. (This 
is just the way the conventional language has developed.) 

Example 8.1 continued 
An exact 95% confidence interval for the binomial parameter p, based on a 
count of 10 successes in 100 trials, is 

In this case the hypothesized value p = i is contained in the confidence in- 
terval: in other words, at  this level of confidence, and based on these data, 
it seems a plausible value. The conclusions of the corresponding test may be 
stated as follows. 

In a test of the hypothesis that p = i,, there was insufficient evidence at the 
0.05 level of significance to reject the hypothesis in favour of the alternative Here the significance level has been 
t h a t p # i .  expressed as a number (0.05) 

between 0 and 1, rather than as a 
percentage (5%). Either 
formulation is common. 

It is worth noticing that in our statement of the hypothesis p = i, and in 
the context of the problem, there has been the implication that either a 
sample proportion too high (suggesting p > k) or a sample proportion too 
low (suggesting p < i) would both offer evidence to reject the hypothesis. In 
the jargon, we have performed a two-sided t e s t  (sometimes called a two- 
tailed test) .  In other contexts, the implication will be that only extreme 
values in one direction would offer serious evidence against a proposition. 
The dog food example illustrates this: to refute the manufacturer's claim 
that the preference rate was 80%, only evidence suggesting it was lower than 
this would normally be of interest. But, in general, you need to have a very 
clear understanding of what is being suggested, that is, of the implications of 
a hypothesis, when you are setting up an appropriate test. 

308 
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The approach may be summarized as follows. Characteristics of a population 
may be expressed in terms of a parameter 8  in such a way that the hypothesis As in Chapters 6 and 7, the 
under test takes the form 8  = 80, where 80 is some specified value. This is convention of using 0 as the symbol 

called the null hypothesis and is written for a general parameter is adopted 
here. 

The alternative hypothesis id that the claim is false: this is written 

H 1 : 8 # B o .  In other testing scenarios, the 
alternative hypothesis might be 

We then collect data on an appropriate random variable where the variation H, : 0 > 0, H~ : 0 < eo. We shall 
observed may be expressed through a probability model indexed by 8. Using look at one-sided tests involving 
the data, we construct a 100(1 - a)% confidence interval for 8  in the form hypotheses like these later. 

Our decision rule for rejecting the null hypothesis H. depends on whether 
the hypothesized value 00 of 0  is, or is not, contained in this list of plausible 
values. 

Use this approach when attempting the following exercise. Be explicit in your 
statement of the null hypothesis Ho, of the alternative hypothesis HI and 
of the underlying probability model on which your confidence interval, and 
therefore your decision rule, is based. 

Exercise 8.1 
A different computer, and a different statistical package, was used to generate 
the results of a sequence of Bernoulli trials, where the intention was that the 
probability of success at any trial should be p = g. The results of a sequence 
of 25 trials are shown in Table 8.2. 

Table 8.2 Computer simulation: p = 

0 0 0 1 0 0 1 0 0 1 0 1 0  
1 0 1 1 0 0 1 1 0 0 0 1  

Ignoring the fact that a simple test of the observed sample proportion against 
the hypothesized value p = does not itself constitute a test that the results 
were generated independently, perform a test as follows. 

(a) Find a 95% confidence interval for p based on the observed sequence of 
trials. 

(b) Hence perform a test at significance level 0.05 of the hypothesis that 
the underlying proportion of successes is p = g,  against the alternative 
hypothesis that the underlying proportion is different from g. 

(c) In a similar way, perform a test at significance level 0.01. 

Example 8.2 illustrates testing a statement about a Poisson mean. 
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Example 8.2 Cycle usage 
In Chapter 4, Example 4.1 it was stated that on average, a typical cyclist 
will get caught in the rain on about 15 occasions a year. A cyclist interested 
in checking this claim kept a diary for a year of meteorological occurrences 
(among other things) during cycle rides. During the year she got wet 8 times. 
Is there sufficient evidence here to challenge the claim? 

Before we can proceed to answer this question, several matters need to be 
clarified. First, we require a probability model on which to base a hypoth- 
esis test. (We have the data; but so far, no explicit statement of two other 
requirements for a test-a model and a parameter.) Previously, a Poisson 
model for the incidence of rain has been assumed: let us continue with this 
assumption. Second, we need to state a parameter whose value is the subject 
of the test. In this case an obvious choice is the Poisson mean p. Third, we 
need to be clear whether this is a two-sided test. There is no indication that 
before the data were collected, the experimenter suspected Richard's estimate 
of 15 occasions a year to be an overestimate-this is only apparent after the 
data were collected. So it is reasonable to suppose that the claim under test 
is the claim H. : p = 15; the alternative hypothesis is HI  : p # 15. 

Finally, there is one rather subtle matter to be sorted out. Richard's estimate 
of 15 times a year was for a 'typical' cyclist. It may be that the person 
performing the test (that is, the person who kept the diary yielding the data) 
is atypical in some way: perhaps she never goes out if the weather forecaster 
mentions the word 'rain', or perhaps she goes out only on Sundays, or perhaps 
she is a city delivery courier whose job consists largely of riding around on a 
bicycle. Any one of these considerations dooms the test of Richard's claim. 
Let us assume (the whole matter is rather imprecise) that the test is a fair 
one. 

No significance level has been specified for the test. An exact 90% confidence 
interval for a Poisson mean p, based on the single observation 8, is given by 

(p-, p+) = (3.98,14.43). 

This confidence interval does not contain the hypothesized value p = 15 and 
your conclusion should therefore be as follows. 

Based on the single observation 8, and assuming a Poisson model for the 
variation in the incidence of wet journeys for a typical cyclist, the null hy- 
pothesis H. : p = 15 is rejected at the 10% level of significance (or at level of 
significance 0.10), in favour of the alternative hypothesis that p is somewhat 
different from this, HI : p # 15. (In fact, there is some evidence from the data 
that the hypothesized value is an overestimate.) 

But notice how close things are: the value p = 15 is only just outside the 90% 
confidence interval obtained from the data. A 95% interval for the Poisson 

mean p is furnished by 

(p-, p+) = (3.45,15.76), 

and this wider confidence interval does contain the hypothesized value. In 
this case one would reach the following conclusion. 

Ballantine, R. (1975) Richard's 
Bicycle Book. Pan, Great Britain. 

If the Poisson mean p is the 
obvious choice of parameter to test, 
nevertheless it is not the only 
choice. Another interpretation, for 
example, is that the median 
number of occasions when it rains 
is 15. 

See Chapter 7, Subsection 7.2 .2 .  

Based on the single observation 8 per year and assuming a Poisson model, 
there is insufficient evidence at the 5% level of significance to reject the hy- 
pothesis that the annual average is 15. 
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Notice that the sparsity of data has resulted in very wide confidence inter- 
vals: two years' data, or more, would provide a much more informative test. 
Perhaps the observation 8 is unusually low, and the mean really is about 15; 
perhaps Richard's figure really does overestimate things, and the observation 
8 is much more representative of what one might expect. I 

The next exercise asks you to test a hypothesis about traffic rate, based on 
the Kwinana Freeway traffic data in Chapter 2, Table 2.11. The wording of 
the exercise is very explicit about the probability model you should assume 
for the observed variation in the waiting times. Again, be clear about the 
parameter you are testing and write down explicit statements of the null and 
alternative hypotheses. 

Exercise 8.2 
The Kwinana Freeway data list the waiting times (in seconds) between suc- 
cessive vehicles in free-flowing traffic. Assuming an exponential model for the 
variation in waiting times, test the hypothesis that the mean traffic flow rate 
is 10 vehicles per minute. Perform the test at levels of significance 0.10, 0.05 
and 0.01. 

In all the examples of tests used in this section, the hypothesis under test has 
taken the form H0 : 0 = 60, where 60 is some specified value (e.g. p = 15 or 
p = i). The alternative hypothesis has been the converse of this, that is, of 
the form HI : Q # OO. In other words, all the tests that have been performed 
have been two-sided. 

There is a very simple reason for this: in the whole of Chapter 7, only two- 
sided confidence intervals of the form (&, 0+) were constructed. So-called 
'one-sided' confidence intervals of the form 

or perhaps (-m, Q+) or (0-, 1) are an almost immediate extension, and may 
be used to test one-sided hypotheses. In Section 8.2 a testing approach is 
introduced that will permit one-sided tests (as well as two-sided tests) to be 
performed in a very direct and evident way. 

8.1.2 Large-sample tests 
Just as in the case of constructing confidence intervals from large collections 
of data (see Chapter 7, Section 7.4), the central limit theorem can be cited in 
order that tests may be based on normal distribution theory. (If nothing else, 
this reduces your reliance on computer software.) 

A normal approximation to a confidence interval is used in Example 8.3. 

One-sided confidence intervals 
include one limit drawn from data; 
the other limit follows from 
consideration of the nature of the 
parameter. For instance, any 
probability is at least 0, and at 
most 1; a Poisson mean cannot be 
negative. This course does not deal 
explicitly with one-sided confidence 
intervals. 
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Example 8.3 Yeast cells on a microscope slide 
Some of 'Student's' original experiments involved counting the numbers of 
yeast cells found on a microscope slide. The results of one experiment are 
given in Chapter 2, Table 2.5. This table gives the numbers of yeast cells 
observed in each of 400 small squares on a slide. The number varies between 
0 and 5. It is required to use these data to test the null hypothesis 

that the mean number of cells per slide is 0.6, against the alternative hypoth- 
esis 

Suppose that a Poisson model is assumed for the variation in counts. So for 
the purposes of our test we have identified an appropriate probability model 
with an indexing parameter directly relevant to the hypothesis of interest; 
also, we have data. The observed sample mean is 

No significance level has been stipulated for the test: let us use a = 0.05. Use of the symbol cu in a testing 
Then an approximate 95% confidence interval for the unknown Poisson mean context matches its use in the 

p is given by specification of confidence levels. 
See Chapter 7, Section 7.4 for the 
derivation of large-sample 
confidence intervals. 

This confidence interval does not contain the hypothesized mean p,, = 0.6, 
and so the null hypothesis is rejected in favour of the alternative hypothesis 
at level of significance 0.05. 

In the following exercise, you should use the appropriate large-sample confi- 
dence interval to perform your test (that is, a confidence interval based on the 
normal distribution). 

Exercise 8.3 
This exercise is based on data published by Gregor Mendel, an early explorer R 
of the science of genetics. Several of his experiments reduce to counting the 
number of successes in a sequence of Bernoulli trials in order to test a hypoth- 
esis about the value of the Bernoulli parameter p, the underlying probability 

of success. 

In this exercise, you are invited to follow Mendel's footsteps in an analysis of 
his experimental data. 

(a) Test the null hypothesis H. : p  = $ against the alternative HI : p  # $, 
based on an obserdd 787 successes in 1064 trials. (These are the results 
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of Mendel's seventh experiment in what became known as the 'first series'. 
In this case he was counting the number of yellow peas in a collection of 
first-generation pea plants. The 'failures' were green peas.) Use a 10% 
significance level for your test. 

(b) Test the null hypothesis H,-, : p = given 60 successes in 100 trials (fifth 
experiment, second series). Perform your test at  level of significance 0.05. 

(In 1936, R.A. Fisher concluded on the basis of tests that Mendel had falsified 
his data. The results Mendel quoted from his own experiments seemed 'too 
good to be true' in that they varied too little from the results that would have 
been expected, if Mendel's genetic theories had been correct. In experiments 
like this, Fisher argued that random variation would make it unlikely that the 
estimate p̂  of p would turn out to be as close to the hypothesized value of p 
as Mendel had reported. 

Fisher's conclusion was refuted in 1984 and in subsequent papers by the re- 
searcher, Ira Pilgrim, and the case has been much discussed in the literature. 
Altogether 14 of Mendel's experiments have been analysed, seven from each 
of the first and second series. In 1985, Monaghan and Corcos wrote of the 
controversy: 'There seems to be no satisfactory solution to this problem at 
present, at least not in the statistics'. Pilgrim's 1986 paper ends with the 
words 'I can conclude from the above that there is no reason whatever to 
question Mendel's honesty'.) 

In Section 8.2 an alternative approach to testing is described. In this approach, 
it is not the hypothesized parameter value that comes under direct scrutiny: 
instead, the data are examined to see whether they are consistent with the 
hypothesis or whether they depart from what might have been expected and 
in a manner forecast by the alternative hypothesis. 

8.2 Fixed-le vel testing 

Although there is no particularly compelling reason for this, you have seen 
that it is very common to utter confidence statements at predetermined levels 
of 90%, 95% and 99%. Similarly, it is very common to perform tests of 
hypotheses at predetermined significance levels. This is what is meant by a 
fixed-level test. It is common to choose levels such as 10%, 5% and 1%. In 
this section an interpretation of a significance level as a probability is provided. 
Also, you will see how to perform one-sided tests. 

The aim of this approach is, as before, to develop a decision rule for rejection of 
a null hypothesis in favour of a stated alternative, at some predetermined level 
of significance. It will become obvious to you that the method of hypothesis 
testing advanced in this section can be applied in any context where a clear 
probability model has been specified. It is therefore not the intention here to 
offer examples and illustrations of all possible contexts, but only of a small 
selection of typical testing scenarios, so that the procedure is clear (even if 
the method is not exemplified in every possible case you might come across). 

Fisher, R.A. (1936) Has Mendel's 
work been rediscovered? Annals of 
Science, 1, -115-137. 

Pilgrim, I. (1984) The too-good-to- 
be-true paradox and Gregor 
Mendel. J. Heredity, 75, 501-502. 

Monaghan, F. and Corcos, A. 
(1985) Chi-square and Mendel's 
experiments: where's the bias? 
J. Heredity, 76, 307-309 and 
Pilgrim, I. (1986) A solution t o  the 
too-good-to-be-true paradox and 
Gregor Mendel. J. Heredity, 77, 
218-220. 
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8.2.1 Performing a fixed-level test 
We have seen that in order to perform a hypothesis test, the first requirement 
is for a clear statement of what that hypothesis is: this is usually expressed 
in terms of the parameter of a probability model. This implies, just as for the 
construction of confidence intervals, that we need to have decided on a usable 
probability model; that this model should be indexed by a parameter which 
really does encapsulate the intention behind the statement of the hypothesis; 
and, of course, we need data on which to base our test. 

Further, we need to decide on an alternative hypothesis which will indicate 
the sort of departure from expectation that would be of interest-that is, we 
need to determine whether our test is to be one-sided or two-sided. 

It will be useful if at this stage a little more terminology is introduced. You 
have seen that the hypothesis to be tested is usually called the nu11 hypothesis, 
and the symbol H. is used to denote the null hypothesis. The hypothesis to 
be regarded as an alternative to this is called the alternative hypothesis and is 
denoted by the symbol H I .  In general, the choice of the alternative hypothesis 
depends on our purpose in performing the hypothesis test, and should reflect 
this purpose. 

Their general statement might take the form 

Possible variations on this (depending on the intention behind the claim under 
investigation) are 

Of course, these are only helpful statements if the role of the parameter O0 
is clear: this means that data relevant to the hypothesis under test need to 
be collected, and a random variable indicative for the test needs to have been 
identified. The statistic used to test a hypothesis (often the sample mean or 
the sample total; possibly the sample maximum, the sample median or some 
other quantity calculated from the data) is called the test statistic. The 
distribution of the test statistic if the null hypothesis H. were true is called 
the distribution of the test statistic under the null hypothesis or, 
more conveniently, the null distribution of the test statistic. 

8.2.2 Testing a hypothesis about a normal mean 
As before, let us begin with an example. This will serve to illustrate the main 
features of a fixed-level test. 

Example 8.4 Pretzels 
This is an example about a claim made on packaged goods about what the 
package contains-a common situation. A company producing snack foods 
used a machine to package pretzels in bags with a labelled weight of 454 grams. 
Every so often, the product was monitored by taking a selection of bags from 
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the production line and weighing them. In one experiment 50 bags were 
weighed. The results of the experiment are shown in Table 8.3. 

Table 8.3 . Weights of 50 bags of pretzels (grams) 

464 450 450 456 452 433 446 446 450 447 
442 438 452 447 460 450 453 456 446 ,433 
448 450 439 452 459 454 456 454 452 449 

The purpose in collecting these data is to determine whether the machine is 
'working correctly'. That phrase itself is open to more than one interpretation 
(for example, is the machine sealing the bags of pretzels adequately?) but let 
us take it to mean that the average weight of bags produced on the line is 
indeed 454grams. In other words, we wish to test the null hypothesis 

'Working incorrectly' could mean simply that the bags are either underweight 
or overweight; and that is what we shall take it to  mean here. But it is 
worth remarking that the consequences of selling underweight bags (possible 
legal action under the trade laws) are quite different from the consequences of 
selling overweight bags (additional manufacturing costs and reduced profits), 
and it may be that the original purpose of the test was to explore only whether 
one of these was occurring. That would imply a one-sided test; however, we 
have decided to set up a two-sided test and therefore write the alternative 
hypothesis as 

HI : p # 454. 

Our next requirement is to set up a test statistic and the corresponding null 
distribution. We shall need a probability model for the variation observed. 
Figure 8.1 shows a histogram of the data. 

Frequency 

1 0 4  

430 440 450 460 

\.Veight (g) 

Figure 8.1 Weights of 50 bags of pretzels (grams) 

Weiss, N.A. and Hassett, M.J. 
(1991) Introductory Statistics, 3rd 
edition, Addison-Wesley, 
Massachusetts. 

The sample size of 50 is not very large, and this is reflected in the relative 
jaggedness of the histogram in the figure; but it does seem that a normal Another good reason for choosing a 
model might be adequate for our purposes. This achieved, we need to identify normal model here is that no better 

a test statistic, based on the sample, whose distribution involves the unknown One SpringS very to mind. 

parameter p, but no others. 
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This sort of problem is familiar from Chapter 7. Denoting by X the actual 
weights of bags of pretzels, we adopt the model 

to reflect the variation in weights. For samples of size 50 from this distri- 
bution, either the sample total or the sample mean has a reasonably simple 
distribution, involving the unknown parameter p: 

50 

~ x i ~ N ( 5 0 p , 5 0 $ )  and X N N  
i=l 

Unfortunately, both these statistics also have distributions that involve the 
parameter a2, a nuisance parameter in that it is unknown and anyway ir- 
relevant to the matter in which we are most interested.. However, we know one 
other useful test statistic for samples from a normal population, whose distri- 
bution involves the population mean p but not the population variance u2. 

We know that for a sample from a normal distribution with unknown mean p 
and unknown variance u2, the distribution of the sample mean X is usefully 
given in terms of Student's t-distribution as 

(8.1) See Chapter 7, page 285. 

where n is the sample size and S is the sample standard deviation. 

If we use this as our test statistic, then the null distribution of T (that is, the 
distribution of T if the null distribution H. : p = 454 were true) for samples 
of size 50 is given by 

You can see from the form of the test statistic T in (8.2) that if the observed 
sample mean z is less than 454 then the corresponding observed value t of 
the test statistic T will be negative; if the observed sample mean 3 is greater 
than 454 then the observed value of T will be positive. 

The idea of fixed-level testing is to see whether or not the observed value t 
of T is consistent with this null distribution. We wish to determine a precise 
rule for whether we reject the null hypothesis in favour of the alternative or 
whether, in fact, we accept the null hypothesis. 

4 
4 8 ~ 4  

.We achieve this by determining in advance what values of T we would regard - 1.677 l 677 

as extreme. This is fairly straightforward: we have already referred to tables Figure 8.2 and for 
of Student's t-distribution to determine quantiles for the t-distribution. t (49)  

Let us suppose a test is to be performed at the 10% level of significance. Then 
our procedure is to identify the 5% quantile q0.05 for t(49) and also the 95% 
quantile q0.95. Here, qo.05 = -1.677 and q0.95 = 1.677 (by reference to tables 
or a computer and using the symmetry of the t-distribution). These values are 
shown in Figure 8.2. Our decision rule for the test is: if the observed value t 
of the test statistic T is so small (i.e. less than -1.677) or so large (i.e. greater 
than 1.677) that a significant departure from expectation is indicated, then 
we will reject the null hypothesis in favour of the alternative hypothesis HI 
at level 0.10: for there is evidence inconsistent with Ho. The shaded region in 
Figure 8.3 illustrates this decision criterion: it is called the rejection region. 

These quantiles were obtained from 
a computer and not from Table A5, 
which contains no row 
corresponding to 49 degrees of 
freedom for the t-distribution. 
However extensive your tables are, 
they cannot cover every 
eventuality. 
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Figure 8.3 The observed value t = -2.34 of the test statistic T 

At the penultimate stage in the test, we need to calculate the test statistic for 
the observed sample. For the pretzels data in Table 8.3, we have the summary 
statistics 

and, therefore, the corresponding value of t is 

Thus, in this example, the observed value of the test statistic lies in the 
rejection region (see Figure 8.3). Finally, we need to state the conclusions 
of the test. 

Based on the sample collected, there is evidence at the 10% level of significance 
that the mean weight of bags of pretzels from the production line is not equal Sometimes the phrase 'the 
to the hypothesized value of 454 grams. (In fact, the data suggest that the underlying mean is signif icantly 

d i e r e n t  from the hypothesized 
mean', is used. bags are underweight.) W 

The strategy for a fixed-level test may be summarized as follows. 

Fixed-level testing 
In a fixed-level test: 

1 determine the null hypothesis H. and the alternative hypothesis HI 
appropriately (for a one- or two-sided test); 

2 decide what data to collect that will be informative for the test; 

3 determine a suitable test statistic and the null distribution of the test 
statistic (that is, the distribution of the test statistic when H0 is true); 

4 use the stated level of the test and the form of HI  to determine the 
rejection region for the test; for this, you will need to calculate quantiles 
of the null distribution; 

5 collect your data and evaluate the observed value of the test statistic 
for the sample; 

6 by determining whether or not the observed value of the test statistic 
lies in the rejection region, decide whether or not to reject the null 
hypothesis in favour of the alternative; 

7 state your conclusions clearly. 
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In many testing contexts, the appropriate test statistic to use is usually the 
sample mean or the sample total. Often the null distribution is tractable (that 
is, reasonably easy to work with) and well-known (for example, the sum of 
independent observations on a Poisson variate itself has a Poisson distribution; 
in samples drawn from a normal population the sample mean is itself normally 
distributed). However, there is more to it than this: in any testing situation 
where data have been collected, all sorts of features of the sample could be 
used to test the null hypothesis, such as 

the sample mean; 
the sample total; 
the sample median; 
the sample maximum; 

to name just a few. All of these may be useful indicators of the truth or 
otherwise of a hypothesis, but some are more useful-leading to more power- 
ful tests-than others. In a technical sense, one test of a particular set of 
hypotheses is more powerful than another if it leads to a higher probability of 
rejecting the null hypothesis when the null hypothesis is false. Identification 
of powerful tests involves subtle (and often mathematically quite difficult) 
considerations-we shall not enter into them, but at the end of Section 8.3 
some famous names from the fundamental development of tests for hypotheses 
are mentioned. 

The test used in Example 8.4 for the mean of a normal distribution is called 
the t-test or Student's t-test (though, actually, R.A. Fisher had a lot to 
do with its development). This is one of the most commonly used tests in 
statistics, for as we have seen the normal distribution is a useful model for 
variation with many different applications. 

Exercise 8.4 
Most individuals, if required to draw a rectangle (for example, when compos- R 
ing a picture) would produce something not too 'square' and not too 'oblong'. 
A typical rectangle is shown in Figure 8.4. 

Figure 8.4 A typical rectangle 

The Greeks called a rectangle 'golden' if the ratio of its width to'its length was 
i(fi - 1) = 0.618. The Shoshoni Indians used beaded rectangles to decorate 
their leather goods. The data in Table 8.4 are the width-to-length ratios for DuBois, C. (1960) Lowie's Selected 
twenty rectangles, analysed as part of a study in experimental aesthetics. Papers in Anthropology, University 

of California Press, pp. 137-142. 
Table 8.4 Width-to-length ratios, Shoshoni rectangles 

0.693 0.662 0.690 0.606 0.570 0.749 0.672 0.628 0.609 0.844 
0.654 0.615 0.668 0.601 0.576 0.670 0.606 0.611 0.553 0.933 
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Assuming a normal model for the variation in observed ratios, test the null 
hypothesis 

H. : p = 0.618 

against the alternative hypothesis 

HI : p # 0.618 

at  the 5% level of significance. 

In Example 8.4 and in Exercise 8.4, the aim was to test for a particular speci- 
fied mean p .  There is one important further application of the t-test where 
the data take the form of differences, and the aim is to test the hypothesis 

H o : p = O  

that the mean difference is zero. 

8.2.3 Student's t-test for zero mean difference 
In Example 8.4 a test gas  performed of the hypothesis H. : p = 454 assuming 
a normal model with unknown variance, and involving a test statistic following 
Student's t-distribution. This is an important test with many applications. 

One particular application is where the observations are the differences in 
matched pairs of observations. An example of this was given in Chapter 7, 
Table 7.3, where Student's data on the effects of two different hypnotics on 
sleep duration are listed. 

The aim of the test was to determine whether there was a significant differ- 
ence in sleep gain between the hypnotics L-hyoscyamine hydrobromide and 
D-hyoscyamine hydrobromide. An interesting preliminary test, however, is 
whether the hypnotics themselves have an effect. 

The sleep gain (measured in hours) for the ten individuals who were prescribed 
L-hyoscyamine hydrobromide are reproduced here in Table 8.5. 

These data are individual dzfferences between the length of time asleep af- 
ter taking L-hyoscyamine hydrobromide and the length of time asleep after 
taking no drug. The differences are all positive except the fifth, and this 
remark alone suggests that the hypnotic L-hyoscyamine hydrobromide is ef- 
fective at  prolonging sleep. However, a formal test of the hypothesis that the 
prescription in fact makes no difference to the duration of sleep might take 
the form 

H 0 : p = O ,  

where the parameter p is the mean underlying sleep gain. For a test of this 
hypothesis, it is necessary to provide a model for the variability in observed 
gain. This data set is very small and a histogram is not likely to display much 
in the way of persuasive evidence for or against a normal model; however, we 
do require a continuous model for variation that will permit negative as well 
as positive observations, and in this regard the normal model is essentially 
the only one available to us. 

Again, the obvious test statistic to use in this context is based around the 
sample mean D, but we need to take account \of the fact that the variance a2 

Table 8.5 Sleep gain (hours) 

Patient Gain 

Here, the random variable has been 
written D to represent the 
'difference'. There is the small 
possibility of confusion with the 
effects of D-hyoscyamine 
hydrobromide, and the variable 
could have been written X or even 
G (for 'gain'); but the notation D 
is fairly standard and for that 
reason has been adopted here. 
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in sleep gain under the hypnotic is unknown. Assuming that the observed dif- 
ferences di, i = 1,2, .  . . ,10, are independent observations on a normal random 
variable 

then under the null hypothesis H. : p = 0, the sample mean D has a 
t-distribution 

In this case it will be interesting to pursue a one-sided test to reflect one's 
suspicion (or even one's aim in administering the dose) that the hypnotic is an 
effective prolonger of sleep. Let us therefore write the alternative hypothesis 
as 

The null distribution of the test statistic is given at (8.3). This may be used 
to define the rejection region for the test. Now, the implication of the way the 
test has been designed is that the null hypothesis will be rejected in favour 
of the alternative hypothesis if there is sufficient evidence of positive gain; 
that is, if the test statistic (notice the numerator D) is sufficiently large-and 
positive. We shall need to compare the observed value of the test statistic 
with the appropriate quantile of the t-distribution with n - 1 = 9 degrees of 
freedom, i.e. t(9). For a test at level, say, 0.10, and assuming the one-sided 
alternative hypothesis HI  : p > 0, the relevant quantile is 

This is shown in Figure 8.5; the shaded area gives the rejection region for the 
test. 

Figure 8.5 The rejection region for a one-sided test at level 0.10 

Now we proceed to calculation of the observed value of the test statistic. In 
this case the sample standard deviation of the observed gains is s = 2.00 and 
the sample size is n = 10. The sample mean is = 2.33. The observed value 
of the test statistic is therefore 

You can see that the observed value of the test statistic t = 3.68 is well inside 
the rejection region: the effect of the hypnotic L-hyoscyamine hydrobromide 
is a very pronounced one-this confirms formally our earlier observation that 
an effect is probable since all the differences bar one are positive. 
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Exercise 8.5 
Use the data from Chapter 7, Table 7.3 in a one-sided test at  level (105 of H 

DDD. 

the hypothesis that the hypnotic D-hyoscyamine hydrobromide has no effect, 
against the alternative hypothesis that it leads to a net sleep gain. Start with 
an explicit statement of the hypotheses H. and HI, and follow the pattern of 
~ x a m ~ l e  8.4 as you go through the various stages of the test. 

Exercise 8.6 relates to the results of one of Darwin's experiments. 

Exercise 8.6 
Darwin measured differences in height for 15 pairs of plants of the species Zea The data are quoted in Fisher, 
mays. (Each plant had parents grown from the same seed-one plant in each R.A. (1942) The Design of 
pair was the progeny of a cross-fertilization, the other of a self-fertilization. Experiments, 3rd 'liver 

and Boyd, London, p. 27. 
Darwin's measurements were the differences in height between cross-fertilized 
and self-fertilized progeny.) The data are given in Table 8.6. The units of 
measurement are eighths of an inch. Table 8.6 Differences in 

(a) Supposing that the observed differences di, i = 1,2 ,3 , .  . . ,15, are inde- 
pendent observations on a normally distributed random variable D with 
mean p and variance c', state appropriate null and alternative hypotheses 
for a two-sided test of the hypothesis that there is no difference between 
the heights of progeny of cross-fertilized and self-fertilized plants, and 
state the null distribution of an appropriate test statistic. 

(b) Obtain the form of the rejection region for the test you defined in part (a), 
assuming a 10% significance level. 

(c) Calculate the value of the test statistic for this data set, and state the 
conclusions of your test. 

8.2.4 Fixed-level testing for discrete distributions 

plant height ( $  inch) 

Pair Difference 

For discrete distributions the fixed-level testing approach is almost identi- 
cal, although there may be minor difficulties in determining the rejection 

region. This is merely because, as you saw in Chapter 3, Section 3.5, it is not 
a straightforward matter to identify quantiles of discrete distributions. An 
example will illustrate the problem. 

Example 8.5 Anopheles farauti mosquitoes 
Researchers needed to evaluate the effectiveness of an insecticide (dieldrin) The results of one such experiment 
in killing Anopheles farauti mosquitoes. The theory was that resistance to are reported by Osborn, J.F. 
dieldrin was due to a single dominant gene, and that in an appropriately (1979) Statistical Exercises in 

Medical Research, Blackwell, 
selected sample of the mosquitoes, there should be 50% susceptibility to the Oxford. In a sample of 465 
insecticide. To test this hypothesis mosquitoes, 264 died. 

Ho:p= l 2 

against the alternative hypothesis 

it was decided to test the insecticide on a small sample of 30 mosquitoes at 
level of significance a = 0.05. The number of mosquitoes R for which the 
insecticide proved lethal would be counted. 
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Under the null hypothesis the test statistic R has a binomial distribution 
B (30, i). Figure 8.6 shows the null distribution of R. 

Probability 

Lethal count 

Figure 8.6 The null distribution R B (30, 3) 
The rejection region will include very low or very high observed values of R, 

indicating respectively a lethal count lower or higher than expected. Suppose 
that the intended size of the rejection region is 0.05. Therefore it is required 
to find the value of r satisfying the probability statement 

P ( R  5 r )  = P ( R  2 30 - r )  = 0.025. (8.4) 

Now, some useful probabilities for the binomial distribution ~ ( 3 0 ,  $) are 

P ( R  5 9 )  = P ( R  2 21) = 0.0214; 

P ( R  5 10) = P ( R  2 20) = 0.0494. 

One of these is just below the required value 0.025; the other is somewhat 
above it. (So, no value of r exactly satisfies the requirement given at (8.4).) 

The closest one can get to the required significance level is to define the 
rejection region as shown in either one of the two diagrams in Figure 8.7. In 
one case the significance level is under 0.05 (since 2 X 0.0214 = 0.0428); in the 
second case it substantially exceeds 0.05 ( 2  X 0.0494 E 0.1). 

Probability 

Lethal count 

Probability 

Lethal count 
(b) 

Figure 8.7 Possible rejection regions of approximate size 0.05 
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In this case a decision to reject the null hypothesis if the observed value r of 
R is less than 10 (r 5 9) or greater than 20 (r 2 21) gives a significance level 
of about 4%, close to the 5% intended. 

This sort of problem will also arise with one-sided tests: it is a consequence 
of the nature of the probability mass function for a discrete random variable. 
However, it is not a problem you should become too concerned about: the 
fixed-level approach to testing has the remarkable and essentially unreasonable 
preoccupation with 'tidy' significance levels like 10%, 5% and 1%. If it turns 
out to be necessary to fix the level at  12% or 4% or 0.08% then (as long 
as there is a clear statement of what has occurred) the test simply proceeds 
according to the approximate level set. 

Exercise 8.7 
Determine a rejection region for a two-sided test of the null hypothesis 
H. : p = 3.0 for a Poisson mean, so that the level of the test is as close as 
possible to a = 0.10. Assume 
(a) a sample of size 1; 

(b) a sample of size 5; 
(c) a sample of size 10 

is drawn, and in each case be clear about your test statistic and its distribution 
under the null hypothesis. 

8.2.5 A few comments 
Interpreting the significance level 

You have seen that the rejection region for a fixed-level hypothesis test is 
defined by identifying those values of the test statistic that under the null 
hypothesis would be most extreme (according to whether the test was two- 
sided or one-sided). It constitutes a summary of those results that would 
appear to be so inconsistent with the null hypothesis that it is rejected. But, 
of course, from the very definition of the rejection region, you can see that it 
is calculated from the null distribution which assumes the null hypothesis H. 
to be true; so what we have is 

The significance level = a: = P(rejecting H. when No is true). 

The act of rejecting H. when H. is true is called a T y p e  I er ror ,  and it is 
conventional to take acceptable values for its probability as l%, 5%) or 10%, 
and not usually more. A Type I error is an error which, in the nature of 
things, the designer of the test will not know has been committed: but notice 
that its probability is entirely within the designer's control. 

The power of a test 

Of course, there is another sort of error, and this is where the designer of the Notice the use of the word 'accepts' 
test accepts the null hypothesis H. even though it is false. This is an equally here, rather than 'fails to reject'. It 

unfortunate outcome of the testing scenario: it is called a T y p e  I1 error .  S1mply makes for less awkward 
language. 

Moreover, having fixed the level of the test and therefore having defined the 

323 



Elements of Statistics 

rejection region, it is one over which the user has no direct control. Indeed, 
the smaller the rejection region, the less scope there is for a Type I error, but 
the greater the likelihood that a Type I1 error could be made. 

What most aptly measures the usefulness of a hypothesis test is the probability 

P(rejecting H. when H. is false). 

This is simply one minus the probability of a Type I1 error (in other words, 
the probability of avoiding that error) and it is called the power of the test. 
Earlier on it was mentioned that in order to make a test as powerful as possible 
it was important to select an appropriate and informative test statistic. The 
mathematics of power, or its arithmetic at  least, can become rather involved 
and, without some idea of the manner in which departures from H. might be 
manifested, it is difficult to make useful remarks about it. 

However, as we have repeatedly discovered in other analytic pursuits, one 
way of improving the power of a test and simultaneously constraining the 
probability of a Type I error (that is, keeping down the significance level) is 
to increase the sample size. 

Composite hypotheses 

The statement of the null hypothesis in the form 

is not always easy or natural. Sometimes one's intentions would be better 
expressed by proposing a list or range of values for a parameter. The dog 
food example at  the beginning of this chapter is a good illustration of this: if 
it appeared that more than the claimed 80% of dogs preferred Pupkins to any 
other dog food, one would not wish to dispute the manufacturer's claim which, 
in its essentials, states simply that a lot of dogs like Pupkins. An alternative 
statement of null and alternative hypotheses which more accurately reflects 
the true state of affairs under test is 

A hypothesis of the form 8 = 80, isolating a particular value in the set of 
possible parameter values, is called a simple hypothesis. A hypothesis of 
the form 8 # 80 or 8 < 80 or 8 > 80 is called a composite hypothesis. Here, 
a list or range of parameter values is hypothesized. 

A typical representation of composite null and alternative hypotheses could 
therefore be stated as follows: 

Again, the theoretical consequences of a composite null hypothesis for the 
power of a test, the identification of a suitable test statistic and even the 
meaning of the phrase 'null distribution' are not immediately obvious, and 
mathematically things are far from simple. 

However, it turns out in practice that the probability of making a Type I 
error is at  its greatest when the actual value of 8 is at  the boundary between 
H. and HI (that is, when 8 is equal to 80, in the example quoted). If a test 
is designed according to this worst-case scenario, then it cannot be criticized 
on the grounds that it appears a better test than it is. If it makes sense to 
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write a null hypothesis H. as a composite hypothesis, then this should be 
done: calculations for the rejection region should be based as before on a null 
distribution whose parameter is located at  the boundary between H. and HI.  

8.3 Significance testing 

In this section we shall look at a third approach to the problem of testing a 
claim: it is called significance test ing and it has become a common method 
for assessing a hypothesis. This section starts with a brief explanation of the 
approach, and a description of what the technique involves; but shortly we 
shall pause for a while and discuss why there should be so many approaches 
to what seems a straightforward problem to describe. 

Both the approaches described so far have involved the setting up of a null 
distribution, the probability distribution of an appropriate test statistic if the 
null hypothesis H. were true. For example, in testing a hypothesized Bernoulli 
probability 0 (Ho : 0 = 00) we might set up a sequence of n Bernoulli trials 
and count the total number r of successes. The test statistic is the random 
variable R; the null distribution of R is 

In the confidence level approach based on the techniques of Chapter 7, we 
use the observed value r of R to construct a 100(1- a )% confidence interval 
for 0; then, depending on whether or not that interval (g_, 0+) contains the 
hypothesized value 00, we either reject the null hypothesis H0 : B = 00 (or 
not) at significance level a (or 100a%) in favour of the alternative hypothesis 
H1:B#Bo. 

In a fixed-level test, we identify lower and upper quantiles q,/z and q l - a / z  of 
the null distribution B(n,  00); then, depending on whether or not the observed 
value r of R is in the defined rejection region, the null hypothesis is or is not 
rejected at  significance level a. 

You should notice that each of these two tests permits a decision rule for the 
user of the test to follow. 

Although in some respects the two approaches are quite different, you should 
also note that for a given significance level a and assuming that the same data 
are used in both cases, either strategy will always lead to the same decision 
being taken in respect of a particular hypothesis under test. This is an easy 
finding to illustrate, though slightly less easy to prove-and in the case of 
discrete data, one needs to be clear about the value of a-and we shall not 

spend more time on this. However, it is an important equivalence of which 
you should be aware. 

The third approach that is described in this course also requires statement 
of a null hypothesis and calculation of a test statistic, and the collection of 
data in order to test that hypothesis. What happens next is what makes this 
approach different from the first two. The test results not in a stated decision 
(for example, 'reject Ho') but in a number called the significance prob- 
ability, denoted SP. Broadly speaking, this number describes the extent to 
which the data support the null hypothesis: if the statistical experiment were 
to be repeated on many subsequent occasions (collect some data and evaluate 

The test might be one-sided, in 
which case the rejection region will 
be determined by either the lower 
quantile g, or the upper quantile 
ql-, of the null distribution, 
depending on the direction of the 
test. In the case of a discrete null 
distribution, the significance level 
a may .be only approximately 
attained. 
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the test statistic), and if the null hypothesis were true, the SP represents 
the proportion of future experiments that would offer less support for the 
null hypothesis than the experiment that was, in fact, performed. The higher 
the significance probability, therefore, the more the data support the null 
hypothesis. Subsection 8.3.1 shows an example of the test in practice. 

8.3.1 Performing a significance test: testing a 
Bernoulli probability 

Many examples in genetics involve testing the value of a Bernoulli probability 
p, for it is a field where there is much interest in the fraction of a population 
displaying a particular attribute. Often sample sizes are relatively small, and 
exact distribution theory is appropriate. 

Example 8.6 The colour of seed cotyledons in the edible pea 
Mendel observed that seed cotyledons in the edible pea may be either yellow 
or green and that the peas themselves appear either yellow or green. (These 
were the subject of his second experiment in the first series: he observed 
6022 yellow peas and 2001 green peas in a harvest of 8023 peas bred in particu- 
lar circumstances, offering support for his theory that on genetic principles 
the proportion of yellow peas under such circumstances should be a.) 

In a smaller experiment, 12 yellow peas were found in a harvest of 20 peas. 
It was required to use these data in a significance test of the hypothesis 

The obvious test statistic to use in this context is the number of yellow peas 

(N, say), which in repeated experiments of the same size would follow a 
binomial distribution N B(20,p). Under the hypothesis H. : p  = i, the null 
distribution of N is binomial ~ ( 2 0 ,  a ) .  The number observed was n = 12. 

A diagram of the null distribution is shown in Figure 8.8; the shaded regions 
in the diagram show the possible counts which are themselves no more likely 
than the count observed (that is, all those observations on the random variable 
N such that pN(n) 5 pi(12).  

Probability 

Number of yellow peas 

Figure 8.8 The null distribution ~ ( 2 0 ,  2) and counts no more likely than that 
observed, n = 12 

Perhaps a phrase more 
wieldy-though less precise-than 
that used is to refer to those counts 
'at least as extreme as' the 
observed count. 
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Not shown on the diagram but given in Table 8.7 are the corresponding prob- 
abilities (to four decimal places) for the binomial distribution B (20, $) ; you 
can see from the table that all the counts n = 0,1 ,2 , .  . . ,l1 and n = 19,20 
are less likely than the observed count n = 12, which is also included in the 
shaded region. This table was used in order to draw the diagram in Figure 8.8. 

The significance probability for the test is given by the sum of the two shaded 
tail areas, and is (again, accurate to four decimal places) 

Of these extremes, small values of n (including the observed value n = 12) 
would suggest that the underlying value of p is in fact less than the hypoth- 
esized :; those at  the other extreme of the null distribution would suggest that 
the underlying value of p exceeds i. It is common to conclude a significance 
test with a statement such as 

SP(obtained direction) -= 0.1018 

SP(opposite direction) = 0.0243 

and an interpretation of the significance probability. In this case there is little 
evidence that the underlying value of p is different from the hypothesized 

3 value p = 4. 

This completes the significance test. 

The procedure for a significance test may be summarized as follows. 

Significance testing 

In a significance test: 

1 determine the null hypothesis Ho; 

2 decide what data to collect that will be informative for the test; 

3 determine a suitable test statistic and the null distribution of the test 
statistic (that is, the distribution of the test statistic when H. is true); 

4 collect your data and evaluate the observed value of the test statistic 
for the sample; 

5 identify all other values of the test statistic that under the null hy- 
pothesis are no more likely than the value that was observed; 

6 these 'extreme values' will usually fall into two classes, each suggest- 
ing some departure from the null hypothesis. The class containing the 
observed experimental outcome contributes to the SP in the obtained 

direction (that is, suggestive of one type of departure from the null 
hypothesis). The other class contributes to the SP in the opposite di- 
rection; 

7 interpret the SP. 

Figure 8.9 illustrates these 'extreme values'. 

Table 8.7 The binomial 
probability distributionB (20, $) 

When the null distribution of the 
test statistic is multimodal, the 
approach described here falters at 
Step 6, because there may be more 
than two groups of 'unlikely' 
values. There is still no universal 
agreement about the 'best' 
approach to test a hypothesis (see 
Subsection 8.3.4); this approach 
will usually be adequate for our 
purposes. 
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Probability 

1 ( S P  (obtained direction)) 

Ol,ser\.atiotls o n  the test stat.istic. 

Figure 8.9 Evaluating a significance probability 

Notice that there is no requirement to conclude a significance test with a 
decision on whether or not to reject the null hypothesis. This would only make 
sense if some alternative hypothesis had been identified. The significance 
probability is a measure of the extent to which the data support the null 
hypothesis, and the test ends here. However, it is easy to extend the test 
to incorporate a decision rule based on whether the SP exceeds or does not 
exceed some predetermined value. The 'obtained direction' offers a clue to an 
appropriate alternative. 

Exercise 8.8 
The coat colour of grey rabbits depends on genetic characteristics inherited 
from generation to generation. There are five possible colour combinations: 
normal grey, chinchilla (a kind of silver grey), light grey, Himalayan (white 

with black extremities) and albino. In one large population under study, 
genetic theory forecast that different coloured grey rabbits should occur in 
the respective relative frequencies 

3 . 1 . 1 . 2 1 . 1  
4 ' 16 ' 8 ' 400 ' 100' 

An efficient test of the theory would involve matching the observed frequencies 
of all colour combinations in a large sample with the expected frequencies if 
the theory were a valid one (and this topic is covered in Chapter 9). In one 
test a small random sample of 18 adult rabbits from the population was taken, 
and the number of light grey rabbits was counted. 

(a) What is the probability distribution of the number of light grey rabbits in 
the sample, on the assumption that the forecast frequencies are correct? 

(b) In fact there were four light-greys. What is the evidence that the theory 
is faulty? 

8.3.2 Testing a Poisson mean 
When testing hypotheses about the value of a Poisson mean, the same sort 
of distributional considerations apply here as became evident in Chapter 7 
when calculating confidence intervals for a Poisson mean. If in testing the 
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null hypothesis H. : p  = pO a sample of size n is collected, then the null 
distribution of the sample total T is Poisson with mean npo The significance 
probability SP can be calculated as though the observed sample total t was 
a single observation on the random variable T N Poisson(npo). 

Example 8.7 Breakdowns 
In large organizations, central facilities such as printers and photocopiers are 
often conveniently located in order to provide access to large numbers of 
personnel. The breakdown incidence is usually monitored and some sort of 
record is kept of machines' reliability. One printer had an average breakdown 
rate of 3 times a week. It was made less accessible by being moved up one 
floor in the building in which it was located. Over the next six weeks the 
numbers of breakdowns recorded weekly were 3,4,2,1,1,2. 

We want to perform a significance test of the hypothesis that the breakdown 
rate has remained unchanged. 

Assuming a Poisson model for the number of breakdowns per week, and 
writing 

and using as our test statistic the total number T of breakdowns over the six- 
week period after the move, then the null distribution of the random variable 
T is T Poisson(l8). The observed value t of T is 

For the Poisson distribution with mean 18, key parts of the probability mass 
function are as follows. 

The calculated SP is 

SP(obtained direction) = P ( T  5 13) = 0.143 

SP(opposite direction) = P ( T  2 23) = 0.145 

SP(tota1) = 0.288. 

Again, the SP is not remarkably small. In particular, there is scant evi- 
dence that the move has reduced the breakdown rate, as might have been 
intended. 

You can see that the procedure can become quite intricate, for it involves 
scanning the Poisson probability distribution to identify those counts less 
likely than the count observed. Although this is an easy task to describe, it 
can take a little time. Explore the facilities available on your computer in 

attempting Exercise 8.9. 

You will need your computer to 
calculate these probabilities. 

You should be aware that some 
statisticians, and some statistical 
software, calculate the S P  for an 
exact test such as this in a slightly 
different way: the difference lies in 
the way that the S P  in the 
opposite direction is dealt with. 
The difference hardly ever has 
practical importance. 
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Exercise 8.9 
A total of 33 insect traps were set out across sand dunes and the numbers of 
different insects caught in a fixed time were counted. Table 8.8 gives the num- 
ber of traps containing various numbers of insects of the taxa Staphylinoidea. Gilchrist, W. (1984) Statistical 

Modelling, Wiley, Chichester, 
Table 8.8 Staphylinoidea in 33 traps p. 132. The original purpose of the 

experiment was to test the quality 
Count 0 1 2 3 4 5 6 2 7  of the fit of a Poisson model to the 
Frequency 10 9 5 5 1 2 1 0 data: in this exercise, the Poisson 

model is assumed to be adequate. 
Assuming a Poisson model for the variation in the counts of trapped insects, 
perform a significance test of the hypothesis H. : p = 1, and state your con- 
clusions. How different from 1 is the sample mean catch? 

8.3.3 Large-sample approximations 
For significance tests on the Bernoulli parameter p, the Poisson mean p and 
the exponential mean p, the central limit theorem can be applied if the sample 
size is large, and approximate normal distribution theory may be used. 

Significance tests for the Bernoulli parameter 

In a significance test of the null hypothesis H. : p  = p0 for a Bernoulli par- 
ameter p, suppose that n trials are performed and the number of successes, 
X ,  is counted. The exact null distribution of X is binomial B(n,po): A 
significance test of H. may be based on the approximating normal distribution 

where qo = 1 - po, for n 'large enough7 (say, so that npo > 5 and nqo > 5). 

Significance tests for the Poisson mean 
In a significance test of the null hypothesis No : p = p. for a Poisson mean, 
suppose that a sample of size n is collected. The null distribution of T, the 
sample total, is Poisson(np,). A significance test of H. may be based on the 
approximating normal distribution 

T = N(np0, W,) 

as long as npo is greater than about 30. 

Significance tests for the exponential mean 

In a significance test of the null hypothesis H. : p = p. for an exponential 
mean, the sample collected is of size n. The null distribution of T, the sample 
total, is a member of the gamma family: the gamma distribution is not par- 
ticularly tractable. As long as the sample size is large enough (say, more 
than about 30), a significance test of H. may be based on the approximating 
normal distribution 

T = ~ ( n p o ,  4) . 
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8.3.4 Neyman, Pearson and Fisher 
The twentieth century has been enlivened by a number of philosophical dis- 
putes among statistical practitioners. One of the more hotly argued is that 
between R.A. Fisher and the duo made up of Egon Pearson (1895-1980) and 
Jerzy Neyman (1894-1981). 

Fisher has already been mentioned during the course of this chapter. At the 
age of 22 on graduation from Cambridge University, Fisher worked for three 
years as a statistician in London and then until 1919 as a schoolteacher (and 
not a good one, according to contemporary sources). From 1919 until 1933 he 
worked at Rothamsted Experimental Station, the agricultural research estab- 
lishment near Harpenden in Hertfordshire, England; in 1925 he published the 
famous text entitled Statistical Methods for Research Workers. After leaving 
Rothamsted he was Professor of Eugenics at University College London un- 
til 1943, after which he was appointed Professor of Genetics at Cambridge. 
His papers on theoretical statistics form the foundation of much of modern 
statistics. Many of his methods are used world-wide to this day, including the 
analysis of variance that will be mentioned briefly in Subsection 8.4.2. 

Egon Pearson was the son of Karl Pearson (1857-1937), arguably the founder 
of modern statistics. Egon worked in the Department of Applied Statistics 
at University College London (headed by his father) from 1921. In 1933, on 
Karl's retirement, he took over the chair of the department, which he headed 
until his own retirement in 1960. During the key period of the dispute between 
Fisher and Neyman and Pearson, their departments occupied different floors 
of the same building at University College. 

Jerzy Neyman was born in Bendery near the border between Russia and 
Romania. He was educated at the University of Kharkov in the Ukraine and 
lectured there until going to live in Poland in 1921. He was a lecturer at the 
University of Warsaw when in 1925 he visited London and met Egon Pearson. 
The pair, much of an age, struck up an immediate and close personal and 
professional relationship. 

In 1933 Neyman and Pearson published a paper 'On the Problem of the Most 
Efficient Tests of Statistical Hypotheses' in the Philosophical l?ransactions of 
The Royal Society, Series A, 231, 289-337. Theirs is basically the fixed-level 
approach of Section 8.2. Essentially their work was generated by concern 
that there should be some criterion other than intuition to provide a guide to 
what test statistic to utilize in performing a hypothesis test, and this in turn 
implied the strict requirement for an alternative hypothesis. 

In many cases, a statistical test is used more or less to assess the data, and 
not (necessarily) to reach any firm conclusion. This is the idea behind a 
significance test, and seems to have been the attitude of Fisher, who was 
thinking of research situations and not of cases where the background of the 
problem requires a clear decision. Fisher's approach corresponds in most 
respects to the approach described in this section; however, he would not 
have agreed with everything you have read here. 

Fisher's approach requires three components: a null distribution for the test 
statistic, an ordering of all possible observations of the test statistic according 
to their degree of support for the null hypothesis and, finally, a measure of 
deviation from the null hypothesis as the chance that anything even more 
extreme was observed. 

Figure 8.10 R.A. Fisher 

Figure 8.11 Egon Pearson 

Figure 8.12 Jerzy Neyman 
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Within repeated experiments, the idea of outcomes more discordant with a 
null hypothesis than others is fairly clear. However, with different experiments 
or when using different test statistics, it is not at all clear whether a signifi- 
cance probability as an absolute measure of accord, one that can be compared 
across experiments, is a useful notion. This is an important criticism of the 
approach. 

The approach of Neyman and Pearson offers an alternative, but some key con- 
cepts were always rejected by Fisher. Amon$ other things, he considered the 
use of a pre-specified alternative hypothesis to be inappropriate for scientific 
invastigations. He maintained that the fixed-level approach was that of mere 
mathematicians, without experience in the natural sciences. As well as subtle 
and irreconcilable philosophical and theoretical incompatibilities between the 
two approaches, there is no doubt that the controversy was fuelled by personal 
antipathies as well. Peters (1987) writes: 'Fisher was a fighter rather than a 

arit able academic. ' 
interesting postscript to all this, described by the statistician 

Florence David, who visited University College as a tutor: 'Most of the time I 
was babysitting for Neyman, explaining to the students what the hell he was 
up to .  . . I saw the lot of them. Went flyfishing with Gosset. A nice man. Went 
to Fisher's seminars with Cochran and that gang. Endured Karl Pearson. 
Spent three years with Neyman. . . . They were all jealous of one another, 
afraid someone would get ahead. Gosset didn't have a jealous bone in his 
body.' Gosset's modesty and diffidence were renowned. In a letter to Fisher 
he spoke of his diaculties with calculating the tables of quantiles for his 
t-distribution. He (Gosset) had left an updated version of the table with Karl 
Pearson, editor of the journal Biometrika, in which an earlier version had 
been published: '. . . when I came back on my way to Dublin I found that 
he [Pearson] agreed with me and that the new table was wrong. On further 
investigation both tables were found to be perfectly rotten. All 0.1 and 0.2 
wrong in the fourth place, mostly it is true by 0.0001 only . . . The fact is 
that I was even more ignorant when I made the first table than I am now . . . 
Anyhow the old man is just about fed up with me as a computer and wouldn't 
even let me correct my own table. I don't blame him either. . . . Whether he 
will have anything to do with our table I don't know . . . It has been rather 
a miserable fortnight finding out what an ass I made of myself and from the 
point of view of the new table, wholly wasted. However, I begin work again 
tomorrow.' 

Peters, W.S. (1987) Counting for 
Something-Statistical Principles 
and Personalities, Springer-Verlag, 
New York. 

Reid, C. (1982) Neyman from Life, 
Springer-Verlag, New York, 
page 53. 

Fisher Box, J. (1981) Gosset, 
Fisher and the t-distribution. 
American Statistician, 35, 61-66. 
Joan Fisher Box is one of 
R.A. Fisher's daughters. In 1978 
she published a biography of her 
distinguished father, entitled 
R.A. Fisher: The Life of a 
Scientist. John Wiley & Sons, New 
York. 

8.4 Comparing the means of two normal 
populations 

Up to now we have considered tests of hypotheses that a model parameter 
takes a specified value. Such hypotheses are not uncommon in genetics and 
in manufacturing contexts, and in quality control. However, a more common 
testing situation is where independent samples are drawn from two different 
populations in order to test some hypothesis about differences in population 
characteristics for some measured attribute. This section and Section 8.5 are Figure 8.19 W.S. Gosset 
devoted to this topic. ('Student') 

cn2383
New Stamp



Chapter 8 Section 8.4 

There have been many examples of this sort of sampling context in the course. 
In Chapter 1, Example 1.3, the birth weights (see Table 1.4) in kilograms of 
50 infants displaying the symptoms of severe idiopathic respiratory distress 
syndrome were listed. In more than half the cases, the child unfortunately 
died. It  seems possible that there were significant differences in birth weight 
between those children who died and those who survived. If this is so, then 
birth weight could be used as an indicator for children needing very special 
care and attention. A formal test might suggest confirmation of this apparent 
difference, in which case preparations to offer that care and attention could 
be made. 

In Chapter 2, Example 2.7, it seems possible (again, without performing any 
sort of formal test) that, given some appropriate stimulus, unpleasant mem- 
ories (see Figure 2.10) are more difficult to recall than pleasant ones-or, 
a t  least, their retrieval seems to take longer. To psychologists interested in 
memory retention and retrieval, this finding (if it is true) is a significant one. 

Example 2.20 was about measurements on a liver enzyme (ornithine carbonyl- 
transferase) for two different sets of individuals, 57 patients suffering from 
acute viral hepatitis and 40 from aggressive chronic hepatitis. Again, there 
seem to be differences (see Figure 2.23). The purpose of the investigation was 
to determine whether it was possible to distinguish between patient groups 
on the basis of this measurement: this would be a very useful discriminant 
aid. A formal test will help to decide whether such an approach is feasible. 

In Exercise 2.4 an experiment to do with gender differences was described, 
and the question was raised whether the observed proportion of 71 out of 
100 was significantly different from the observed proportion of 89 out of 105. 
Again, a formal test can help here. 

The most general question that could be asked is this: is the pattern of 
variation in the measured attribute the same in one population as it is in the 
other? In other words (denoting the respective distribution functions PI(.) 
and F2(.)), we might suggest the hypothesis 

H. : Fl (X) = F2(x) for all X. 

However, it may be that our main interest resides in the average measure for 
the two populations and therefore in testing the hypotheses (writing p, and 
p, for the two population means and ml and m2 for the population medians) 

H0 :p1  = P2, 

or perhaps 

H. : m1 =IQ.  

Other tests may be designed to compare other population moments or other 
population quantiles. In this section a test for comparing the meals of two 
normal populations is described. 

8.4.1 The two-sample t-test 
The two-sample t-test is one of the most useful tests available to you. Under 
certain assumptions, it permits a test of the null hypothesis 

H0 : P1 = P2 

for the means p1 and p2 of two distinct populations. 
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These assumptions are that the variation in the first population may be mod- 
elled adequately by a normal distribution with mean p1 and variance a2 ,  and 
that the variation in the second population may be modelled by a normal 
distribution with mean p2 and variance a2.  That is, 

The assumption of normality is one that, as you have seen, is often well 
approximated in practice for many different measured attributes in many 
different contexts-in any case, it is an assumption that is easy to check in More formal tests for normality are 
an informal way using a histogram. described in Chapter 9. 

However, notice the second assumption that the variance in both populations 
is the same. It will almost invariably be the case that the sample variances S: 

and S; for the two samples will differ, and thus the question is raised of how 
pronounced this difference might be before it suggests that the assumption 
of equal variances a: = a: is a faulty assumption. To put it another way, it 
appears that a t-test for the equality of two normal means ought itself always 
to be prefaced by a formal test for the equality of the two variances! 

This is an approach that is sometimes followed. In this course we will always 
informally check the variances before embarking on a t-test. However (de- 
pending on the sample size) if one sample variance is larger than the other by 
a factor of less than about 3, it will be assumed that the assumption of equal 
variances for the t-test is not adrift. Current practice suggests that a 

factor rather higher than this is not 
So, assuming that the twin assumptions of normality and equal variances are badly damaging to the conclusions 
satisfied, the two-sample t-test proceeds as follows. of the t-test, particularly when the 

two sample sizes are not too 
Having decided on a background probability model, the next thing to de- different. 
termine is a test statistic relevant to the null hypothesis H. : p1 = p2. The 
respective estimators for the two population means are the sample means X1 
and K: a useful statistic indicative of the difference p1 - p2 is surely the 
difference between the sample means, y1 - X2.  In fact, this difference is 
not only useful, but powerful in a technical sense: it can be shown that this 
is the best statistic to choose when the assumptions of normality and equal 
variances are satisfied. 

Denoting by nl  and n2 the two sample sizes, then (as a consequence of normal 
distribution theory) we have the results 

(8.5) See (4.8) and (4.10). 

Assuming the two samples to be independent of one another, then it follows 
from this that the difference X1 - F2 has a normal distribution 

- 
X I - ~ ? ~ N N  (8.6) See (4.9). 

Now we need to eliminate the nuisance parameter a2 from our test. Lacking 
information about the value of the common variance a2, what happened pre- 
viously in this sort of situation was that the parameter a2 was replaced by 
its estimator. Since both the first sample variance S: and the second sample 
variance S: are candidates, the question is: which estimator do we use? Is 
there some combination of them that would be a better estimator than either 
alone? 
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We already know (see Chapter 6, Exercise 6.26) that the sample variance from 
a normal random sample has first two moments 

Both estimators are unbiased for a2; of the two, the better one would be the 
one with the smaller variance, that is, the one based on the larger sample. 
But it would make sense, intuitively, to use information from both samples, 
and it turns out that an unbiased estimator for the unknown parameter a2 
with the smallest possible variance is the estimator The estimator S: is unbiased for 

u2, and has variance 

and this is the estimator we shall use. Because it involves a combination of 
the two estimators S; and S: it is called the pooled estimator for the 
common variance. It follows from (8.6) (not quite directly, but the details 
are not important) that the quantity 

has a t-distribution with n l  + n2 - 2 degrees of freedom. Under the null 
hypothesis H. : p, = p, the difference p1 - p2 in the numerator vanishes; an 
appropriate test statistic for the null hypothesis that two normal populations 
have the same mean has the null distribution 

This may be used as the basis for a significance test. (Of course, it may 
also be used to develop confidence intervals for the difference between two 
population means or as the basis for a fixed-level test. It is not the intention 
of this chapter to take every possible approach to every exploration of a null 
hypothesis.) 

Example 8.8 Infants with SlRDS 
In Chapter l, Example 1.3 a sample was described of infants all displaying 
severe idiopathic respiratory distress syndrome: the infants had been weighed 
at birth and their birth weights (in kg) recorded. It was also noted that 
27 infants died (while 23 survived). A preliminary comparative boxplot (see 
Figure 1.23) suggests that there may be a significant difference in birth weights 
between those who survived and those who did not. 
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It is possible to explore this suggestion using the two-sample t-test. Neither 
sample is very large, but neither appears very skewed, and in both cases a 
histogram (see Figure 8.14) suggests that a normal model for the variation 
observed might be adequate. 

I:rrcl~~rnc.y Frequency 

l 'L 3 4 1 2 3 4 

Birth weight (kg) Birth weight (kg) 
(4 (b) 

Figure 8.14 Histograms for (a) 27 infants who died, and (b) 23 infants who 
survived 

1 

Before formally embarking on the test, we ought to check the sample variances. 
Let us take as the first sample the birth weights of the 27 children who died, 
and as the sekond the birth weights of the 23 who survived. Then 

(to three decimal places). Without any formal criteria on which to base 
an assessment, it is difficult to say whether or not these estimates suggest 
different underlying variances; in fact, the larger of the two sample variances 
is less than twice the smaller; according to the rough guide that a ratio of up 
to about 3 is acceptable, this suggests that it is reasonable to embark on the 
t-test. 

We also'require the summary statistics 

and it follows from this and (8.7) that the pooled estimate for the unknown 
variance a2 is 

Finally, using (8.8), the observed value t of the test statistic T is 

In these calculations, intermediate 
and final results are all shown 
accurate to three decimal places. 
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This needs to be compared against Student's t-distribution with 
27 + 23 - 2 = 48 degrees of freedom, that is, t(48). Figure 8.15 illustrates 
the corresponding significance probabilities (obtained from a computer) which 
may be stated as 

SP(obtained direction) = 0.0003 

SP(opposite direction) = 0.0003 

SP(tota1) = 0.0006. 

Figure 8.15 Calculating a SP 

In fact, in this context, there already was the suspicion that the birth weights 
of the children who died were significantly lower than those of the children 
who survived. In a test of the null hypothesis of zero difference against a 
one-sided alternative, the obtained SP is 0.0003. This is very low; there is 
considerable evidence to reject the null hypothesis of zero difference in favour 
of the suggested alternative. 

Example 8.9 Memories 
In Chapter 2, Table 2.10 there are listed memory recall times (in seconds) for 
twenty pleasant memories and twenty unpleasant memories. A comparative 
boxplot was drawn to summarize the data in Figure 2.10. The data are very 
skewed. If the two sample variances are calculated they are found to be 

The ratio of larger to smaller is about 5. The opportunity to use a two- 
sample t-test seems doomed on both counts: neither population looks remotely 
normal, and the variances do not look similar. 

Exercise 8.10 
In Chapter 3, Example 3.1 data were considered on the maximum breadths 
(in mm) of 84 Etruscan skulls and 70 modern Italian skulls (see Table 3.1). 
The question of interest was whether there was a significant difference between 
the two distributions. If this may be reinterpreted as a difference between the 
mean maximum breadths for the two populations, then perhaps the two- 
sample t-test may be advanced to provide an answer. 

(a) A comparative boxplot for the two samples is shown in Figure 3.1. His- 
tograms for both data sets are drawn in Figure 3.2. Use these graphical 
representations of the data to comment on the assumption of normality 
underlying the two-sample t-test. 
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(b) Calculate the two sample variances and comment informally on the as- 
sumption of a common variance. 

(c) If you consider it appropriate to do so, carry out a t-test of the null 
hypothesis that there is no difference between the mean maximum head 
breadth for Etruscans and for modern Italian males, against a two-sided 
alternative. Give your answer as a significance probability, and comment 
on your findings. 

Here is a further exercise. 

Exercise 8.1 1 
The effect on the total lifespan of rats was studied of a restricted diet versus an 
ad libitum diet (that is, free eating). Research indicates that diet restriction 
might affect longevity. Treatments were begun after an initial weaning period 
on 106 rats given a restricted diet, and 89 rats permitted to eat whenever 
they wished to do so. Lifespan is measured in days. The data are shown in 
Table 8.9. 

Table 8.9 Lifespans of rats (days) Berger, R.L., Boos, D.D. and 
Guess, F.M. (1988) Tests and 

106 rats given the restricted diet confidence sets for comparing two 
105 193 211 236 302 363 389 390 391 403 mean residual life functions. 
530 604 605 630 716 718 727 731 749 769 Biometrics, 44, 103-115. 

89 rats given the ad libitum diet 

Take the opportunity to explore the facilities of your computer in testing 
whether there are differences in the mean lifespan for the two dietary regimes. 

8.4.2 Postscript: comparing more than two means 
Frequently in statistics there are three populations or more from which samples 
have been drawn. Then the question arises of how to make comparisons be- 
tween the samples, and how to draw valid conclusions about differences (if 
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any) between the populations. In Chapter l, Table 1.16 gives the amounts of 
nitrogen-bound bovine serum albumen (BSA) used to treat three groups of 
diabetic mice. A comparative boxplot provides an informal test for differences 
between the three groups; but how do we conduct a formal test? 

In Chapter 4 a nutritional study was described (Example 4.9) in which 
45 chicks were randomly allocated to four groups given different diets; af- 
ter three weeks the chicks were weighed in order to assess the different effects 
(if any) of the diets. The data are given in Table 4.5. It would be inter- 
esting to know how to analyse these data in order to exhibit any significant 
differences between the groups. 

Here is another example. 

Example 8.10 Silver content of Byzantine coins 
The silver content (% Ag) of a number of Byzantine coins discovered in Cyprus 
was determined. Nine of the coins came from the first coinage of the reign 
of King Manuel I, Comnenus (1143-80); there were seven from the second 
coinage minted several years later and four from the third coinage (later still); 
another seven were from the fourth coinage. The question is: were there 
differences in the silver content of coins minted early and late in Manuel's 
reign? The data are given in Table 8.10. 

What is of most interest here is whether there is any significant difference 
in the silver content of the coins with passing time. (There is a suspicion 
that the content was steadily reduced: this could be tested according to some 
appropriate one-sided test.) W 

It is important to remember that in this context one should not run indi- 
vidual t-tests on each of all the possible pairs of groups selected from a data 
collection-the tests would not be independent. The appropriate methodol- 
ogy to adopt is called analysis of variance. This is a technique invented by 
R.A. Fisher. The technique is mentioned again, briefly, in Chapter 14. 

8.5 Other comparisons 

8.5.1 Comparing two binomial probabilities 
One testing context that arises frequently in practice is where the proportion of 
individuals possessing an attribute is observed in samples from two different 
populations. In most cases the two observed proportions will be different. 
Assuming the underlying proportion in the first population to be p1 and in 
the second to be pg, then the hypothesis to be tested is 

Notice here that what is not under test is the actual value of the underlying 
proportion in either population: only that the proportion is the same in both 
populations. This fact is important later. 

Suppose the sample drawn from the first population is of size n l  and the 
sample drawn from the second population is of size n2. In each case the 

Hendy, M.F. and Charles, J.A. 
(1970) The production techniques, 
silver content and circulation 
history of the twelfth-century 
Byzantine Trachy. Archaeometry, 
12, 13-21. 

Table 8.10 Silver content 
(94 Ag) of coins 
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number in the sample possessing the attribute of interest is a random variable; 
assuming independence within each sample, then (denoting the numbers in 
respective samples possessing the attribute by R1 and R2) 

R l ~ B ( n l , p l )  and & ~ B ( n 2 , ~ 2 ) .  

Under the null hypothesis H. : p1 = p2, the null distributions of R1 and R2 
become 

where the parameter p is unknown and irrelevant to the hypothesis that is 
being tested: in that sense it is a nuisance parameter. While it is there, it 
perturbs any further analysis based on the observed fractions r l /nl  and r2/n2. 

There is a test which resolves this difficulty by so composing the random 
variables R1 and R2 and the numbers n l  and n2 that the parameter p vanishes 
in the algebra. It is known as Fisher's exact test for the equality of two 
proportions. The details of its development are somewhat complicated, and There is more on Fisher's exact 
in any case the resulting arithmetic (the enumeration of possible cases and the test in Chapter 11. 

assessment of which of them are more or less 'extreme' than that observed) is 
very drawn out-you really only need to know that the test exists and what 
it is called. 

Many statistics software packages include routines for running Fisher's exact 
test, and it is assumed that you have access to such a package. 

Example 8.11 The sand fly data 
In Chapter 6, Example 6.4, data were given on the proportions of male sand 
flies to be found in traps at two different altitudes. At low altitude there 
were 173 males observed in a total of 323 flies caught in a trap, an observed 
proportion of 53.6% males; at higher altitude there were 125 males observed 
in a total of 198 flies caught: 63.1%. This second proportion is higher: is it 
'significantly' higher? 

This can be set up as a significance test. It is very important to realize that 
the required inputs for Fisher's exact test are the four numbers r l  , nl ,  r2 and 
n2 rather than simply the two observed proportions r l /nl  and r2/n2. Fisher's 
test gives the significance probabilities for these data: 

SP(obtained direction) = 0.020 

SP(opposite direction) = 0.016 

SP(tota1) = 0.036. 

In this context the SP in the obtained direction consists of all those 'extreme' 
events tending to support the finding that the second proportion is higher 
than the first. It may be that the researcher had a suspicion that in high- 
flying sand flies there is a higher proportion of males than in those flying at 
low altitude: the SP for such a one-sided test is 0.020. This is very small: 
there is considerable evidence that the suspicion is an accurate one. H 

Exercise 8.12 
(a) In Chapter 2, Exercise 2.4 an experiment designed to test people's will- 

ingness to help others was described. The question was whether the sex 
of the person requiring help was an important feature. In the experiment 
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described, 71 male students out of 100 requiring help were given it; 89 
female students out of 105 were helped. Use Fisher's exact test to explore 
any differences between the two proportions 71/100 and 891105. 

(b) When people suffer brain damage (for instance, following major accidents 
or other traumas), it is important to make an assessment of the degree of 
mental facility that remains. Many tests have been devised for this. One 
test involves the completion of logical syllogisms. Here are two examples. 

All dogs are animals. 

All animals are black. 

All dogs are black. 

All women are humans. 

No humans have wines. 

No women have wings. 

In one test an individual who had suffered brain damage to some degree 
was able to provide an accurate conclusion in 8 out of 20 cases. A second 
person classified as 'normal' (that is, who was not known to have suffered 
any damage to the brain) provided 11 correct conclusions to 20 sets of 
premisses. Use Fisher's exact test to quantify any differences in levels of 
attainment. (Provide a clear statement of the hypothesis you are testing.) 

8.5.2 Comparing two Poisson means 
In this case we shall assume that the null hypothesis under test is given by 

and that the variation in both populations is adequately modelled by a Poisson 
distribution. In this case too, it is necessary to find a method to eliminate 
a nuisance parameter. Suppose that in order to test the null hypothesis 
H. the data take the following form. A random sample of n l  observations 
X1, X2 , .  . . ,Xnl  is drawn from the first population; each Xi is Poisson(pl) 
and therefore the sample total is Poisson(nlpl): 

Similarly, if the second sample (that is, a sample drawn from a second popu- 
lation) consists of n2 observations each independently following a Poisson 
distribution with mean p2, then the distribution of the sample total T2 is 
Poisson(n2p2): 

Under the null hypothesis H. : p1 = p2 the two sample totals are independent 
with Poisson distributions 

Notice that the sentences that 
constitute a syllogism do not 
themselves have to be true: the 
conclusion merely has to follow 
from the premisses as a valid 
argument. 

Data were provided by 
Dr S.L. Channon, Middlesex 
Hospital, University College 
London. 

Again, the unspecified parameter p (the common mean) is a nuisance par- 
ameter: it is unknown and irrelevant to the null hypothesis; but without 
some further algebra it is undeniably there. A test for the equality of two 
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Poisson means takes advantage of certain convenient properties of the Poisson 
distribution to produce a test statistic appropriate for testing Ho. 

The algebra is somewhat involved, and a detailed development of the test 
would inevitably include some new notation; however, you are spared these 
details. Briefly, the idea is as follows. Suppose you knew neither Tl nor Tz, 
but you did know their total was equal to t, say. Then Tl could be any of 
0 ,1 ,2 , .  . . , t .  Moreover, the larger the sample size n l  relative to nz, the larger 
the expected value of Tl relative to T2. Under the null hypothesis H. : p, = p,, 
the null distribution of Tl conditional on knowing the total Tl + T2 = t, turns 
out to be binomial. We denote this by TT: 

T T - B  t,- ( n l y n z ) .  

The test is based on this conditional distribution. Here is an example where 
the test is applied. 

Example 8.12 Comparing accident rates 
A local authority wished to investigate the consequences for the traffic accident 
rate of painting designs on traffic roundabouts which, it was hoped, would 
attract the attention of drivers as they approached, rendering them more 
aware of the imminent hazard. For three months before experimenting at a 
particular roundabout known to be an accident black spot, a record was kept 
of all minor incidents. Monthly counts were 3, 1 and 1. Then the roundabout 
was painted with chevrons in a high-intensity yellow shade. For the next 
four months, the accident counts were 1, 0, 2 and 0 respectively. These data 
were to be used to investigate whether the mean monthly accident rate had 
changed-in particular, whether it had decreased. 

In the absence of indications to the contrary, a Poisson model may be used 
for the variation in monthly accident counts. Then the hypothesis under 
test is H. : p, = pz, where p1 is the mean monthly accident rate before the 
roundabout was painted, and pZ is the mean monthly rate after the painting 
was carried out. In the notation already developed, 

n l = 3 ,  n z = 4 ,  t = 3 + 1 + 1 + 1 + 0 + 2 + 0 = 8 ;  

and the observed value of TT is t; = 3 + 1 + 1 = 5. 

The hypotheAis test reduces to considering the observation t: = 5 on the bi- 
nomial random variable TT - B(t ,nl /(nl  + n ~ ) ) ,  that is, TT - ~ ( 8 ,  $). The 
probability distribution of TT is given in Table 8.11. 

Table 8.1 1 The probability distribution of T; 

t 7 0 1 2 3 4 5 6 7 8 
p(tr) 0.011 0.068 0.179 0.269 0.252 0.151 0.057 0.012 0.001 

From this, the SP is given by 

SP(obtained direction) = P(T: 2 5) 

= 0.151 + 0.057 + 0.012 + 0.001 

= 0.221. 

Those of you who are familiar with 
the standard notation for 
conditional probabilities will 
recognize that the notation used 
here is slightly non-standard. All 
that is required is to emphasize 
that the random variable T;, 
constrained to be between 0 and t, 
is binomial (not Poisson, like Tl). 
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Since there was particular interest in whether the accident rate has decreased, 
this is all that needs to be calculated. The SP in the obtained direction 
(suggestive of a decrease) is relatively high: in fact, there is little evidence to 
suppose that the underlying mean accident rate has changed. 

Now try Exercise 8.13. 

Exercise 8.13 
Sahai and Misra (1992) describe an experiment in which a biologist 
counted diatoms in water from two different sources. (A diatom is a 
member of a class of microscopic algae with flinty shells in two halves.) 

In a basic preliminary experiment, 3 diatoms were found in a small amount 
of water from one source and 6 in an identical amount of water from a 
second source. Assuming a Poisson model for the variation in counts, 
explore whether there is a difference in the underlying mean density of 
diatoms in the two water sources. 

Snedecor and Cochran (1989) describe an experiment in which poppy 
plants were counted in regions of equal area where two different plant 
treatments had been used. Four regions received Treatment 1, eight re- 
ceived Treatment 2. The plant counts are given in Table 8.12. 

Table 8.12 Counts of poppy plants 

Treatment l 77 61 157 52 
Treatment 2 17 31 87 16 18 26 77 20 

In this case one scarcely needs statistics to deduce that a difference in 
means exists between the two treatments. However, use the test procedure 
to explore whether there is a significant difference in means and, if you 
think it appropriate, incorporate a normal approximation in your analysis. 

Summary 

In this chapter three methods have been described for testing hypotheses. The 
three approaches have certain features in common: the first two, if applied to 
the same set of data, would yield the same conclusion. The third approach 
permits a quantitative assessment of the extent to which a set of data supports 
a hypothesis. 

1. A simple approach to testing the null hypothesis H. : 8 = go against the 
two-sided alternative hypothesis HI : 8 # B. is to use data to obtain a 
confidence interval (g_, 9+) for 8. For a test at level a, a 100(1 - a ) %  
confidence interval should be used. Depending on whether or not the 
interval (8- ,8+) contains the hypothesized value 00, the null hypothesis 
is 'accepted', or rejected in favour of the alternative. 

Sahai, H. and Misra, S.C. (1992) 
Comparing means of two Poisson 
distributions. Math. Scientist, 17, 
60-67. 

Snedecor, G.W. and Cochran, 
W.G. (1989) Statistical Methods, 
9th edition, Iowa State University 
Press. 
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A second approach is called fixed-level testing. A test statistic, whose 
distribution under the null hypothesis is known, is calculated for a set 
of data. If its value falls in the tails of the null distribution (or in one 
of the tails of the null distribution, in a one-sided test) then it is said 
to have fallen in the rejection region and the null hypothesis is rejected. 
The size of the rejection region is determined by the predetermined level 
a at which the test is performed. The strategy for fixed-level testing is 
summarized in the box on page 317. 

When sampling from a discrete population, the required level of the test 
may be only approximately attained. This is because it is not always 
possible to obtain exact quantiles for discrete distributions. 

For tests about a normal mean, Student's t-distribution is required. In 
particular, the data may take the form of differences. A test of the null 
hypothesis H. : p = 0 is commonly known as Student's t-test for zero 
mean difference. 

The conclusions of a hypothesis test may be in error. The act of rejecting 
H. when H. is true is called a Type I error, and has probability a. 
Alternatively, the null hypothesis might be 'accepted' when it is false, 
and this is called a Type I1 error. The probability of avoiding a Type I1 
error (that is, the probability of rejecting H. when H. is false) is called 
the power of the test. The mathematics of power are rather complicated: 
they depend among other things on the selection of the test statistic and 
on the size of the sample taken. 

The third approach to hypothesis testing described in this chapter is 
called significance testing. It requires statement of a null hypothesis 
and of a statistic to be used for testing that hypothesis, but not, strictly, 
statement of an alternative hypothesis. The approach results in a number 
called the significance probability (SP)  which quantifies the extent to 
which the data support the null hypothesis. The approach is summarized 
in the box on page 327. 

Usually the SP comprises two components-that in the obtained direc- 
tion, and that in the opposite direction. These may be used as part of a 
decision procedure to reject the null hypothesis in favour of stated one- 
or two-sided alternatives. 

A test known as Student's two-sample t-test may be used to compare 
the means of two populations. The assumptions of the test are that the 
variation in either population may be modelled by a normal distribution 
with the same variance in each population. The test includes calculation 
of the pooled estimator for this common variance 

S; = 
(nl - 1)s; + (722 - 1)s: 

n l  + nz - 2 l 
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and of the value of the test statistic t with distribution 

under the null hypothesis, H0 : 1-11 = p2. 

9. There are very many other occasions where it may be necessary to com- 
pare two populations. In this course two such further comparisons are 
described. The first is Fisher's exact test for the. equality of two pro- 
portions. The test is algebraically and arithmetically not quite straight- 
forward, and it is assumed that you would have access to the appropriate 
computer software were you to use the test. 

10. A test for the comparison of two Poisson means which reduces to assessing 
the value of a conditional test statistic against a binomial distribution is 
described. 




